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Abstract 
This paper reports on the design and dmplemen- 

tation of a Software Development Framework named 
COO. Its design process is firstly detailed and justified. 
Then, the paper emphasizes its layered and subject- 
oriented architecture. Particularly, it is shown how 
this architectural style leads to a very jlexable and pow- 
erful way of defining, integrating and combining ser- 
vices in a Software Development Environment. 

1 Introduction 
The COO project has two orthogonal but interac- 

tive dimensions. One is about cooperation support 
in the software process, the other is about Software 
Development Environments (SDE) architectures. 

In fact our work is originally related to coopera- 
tion support in Software Development Environments] 
or in how to allow inter-dependent sub-processes to  
progress in parallel both safely and correctly. It is 
when designing and implementing the COO frame- 
work with this objective in mind that a programming 
style progressively emerged and became a second di- 
mension of the project. 

This paper reports on this experience with the ob- 
jective: (a) to depict a posteriori our design process, 
(b) to  characterize our software architectural style and 
(c) to extract reusable design guidelines. 

Section 2 provides a succinct description of our view 
of cooperation and cooperation support. Section 3 
describes our design process and shows how we pro- 
gressively derived the COO conceptual architecture. 
Section 4 describes how we use subject-oriented pro- 
gramming to  implement COO and also introduces the 
Layer-Subject oriented Programming software archi- 
tectural style. The paper concludes in section 5 with 
a discussion of lessons learned. It also offers practi- 
cal guidance on design issues and indication of future 
direction. 
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Figure 1: Heterogeneous cooperation policy 

2 Cooperation in Software Develop- 

2.1 Cooperation support requirements 
Cooperation paradigms We stressed three main 
paradigms in order to characterize cooperation and 
these are: server-consumer, shared wrztang and server- 
mediator-consumer. 

The server-consumer paradigm corresponds to  the 
case in which a process, hereinafter called the con- 
sumer] reads a result of another process, the server. 
There is cooperation when both the server and the 
consumer executes simultaneously. 

The shared wrztzng paradigm corresponds to the 
case in which two processes modify the same object 
at the same time. Shared writing can be seen as an 
extension of the server-consumer paradigm in which 
the consumer also modifies the object produced by the 
server. 

The server-medzator-consumer paradigm corre- 
sponds to  the case in which a third process, the me- 
dzator, is requested to  connect the consumer with the 

ment Environments 
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server,  which can be unknown to the consumer  and/or 
which can be inactive. This is typical of a fix a bug 
scenario, in which the process which discovers the bug 
requests a change management  process to search for a 
process to fix this bug [16]. 

In addition, these paradigms can be combined. Two 
processes which are implied in a server-consumer re- 
lationship from the point of view of an object can also 
simultaneously write another object. 

Heterogeneous cooperation policies Inside a 
project, each group must be allowed to define its 
proper cooperation policy. The project cooperation 
policy must integrate these local policies. This is 
illustrated in figure 1. The process Project breaks 
down into several subprocesses and different cooper- 
ation policies are used by the different sub-processes. 
project synchronizes Design and Develop following the 
Server-consumer paradigm. This is also the case for 
Develop which synchronizes Doc-code and Code. At 
the lower level, Code allows shared writ ing to devel- 
opers who work on common shared objects (e.g a 
common Makefile). At the opposite, Code-Module(A) 
forbids any interactions between Code-A and Test-A: 
Code-A and T e s t A  execute in a serial way, 

2.2 Cooperation support approaches 
Four main approaches to cooperation support are 

currently considered in the state of the art. Firstly, a 
cooperation policy can be based solely on the responsi- 
bility of human agents, like in some configuration man- 
agement systems (e.g CVS [SI). Secondly, it can be 
based on some predefined synchronization strategies, 
defined before the process starts. These strategies can 
be hard-coded like in traditional database transaction 
managers, or programmed like in Marvel [4] and Mer- 
lin [19]. Thirdly, it can also be based on  the knowledge 
included in the software process model without any 
distinction of a specific knowledge related to coopera- 
tion support. This makes the hypothesis that all the 
interaction cases are forecast. Adele [5] and Spade [3] 
appears in this category. Finally, it can be a mixture 
of these approaches, and that is probably the more 
realistic approach. 

2.3 The COOapproach 
The COO’ project is a contribution to the continu- 

ing development of Process Centered IPSE2s, i.e. 
environments which have not a predefined behavior, 
but which can be parametrized by a software process 

COO stands for cooperation and coordination in the soft- 

IPSE: Integrated Programming Support Environment 
ware process 

model. COO is focused on cooperation support be- 
tween software developers. That is the first dimension 
of the project. The second dimension is the study of 
SDE design and implementation and it is the main 
focus of this paper. 

A COO process breaks down into sub-processes. 
At the leaves of the tree are atomic processes, called 
activities, which modify objects and execute atomi- 
cally. Other processes, called tasks, solely synchronize 
their sub-processes but delegate object modifications 
to their enclosed activities. 

Each process executes in a workspace. Thus 
we obtain a tree of workspaces which is isomorph to 
the process hierarchy. To operate an object, a process 
must transfer it to its proper workspace and it is the 
sole to be authorized to work in its workspace. Differ- 
ent processes can operate the same object, or different 
parts of the same object, in different workspaces. This 
is especially the case when they cooperate. 

Cooperation policies In this context, a coopera- 
tion policy is distributed over the tree of processes. 
Each process node has its proper (sub-) cooperation 
policy which synchronizes its sub-processes. A local 
cooperation policy is mainly a set of rules which re- 
stricts the transfers from a process workspace to its 
sub-process workspaces, and mutually, from its chil- 
dren workspaces to its proper workspace. 

3 Design Process 
We explore now some design issues. 

3.1 General Requirements 

in mind: 
We started the design with three main objectives 

1. not to develop the system, but a kernel from which 
different SDE can be generated, 

2. to support at least the requirements of section 
2.1, 

3.  to provide for safe cooperation, i.e. correctness 
of execution is a key issue. It is to support this 
requirement that we decided to based coopera- 
tion control on a safe predefined synchronization 
strategy in the continuation of database transac- 
tion models. 
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3.2 Design approach 
We based our design on the two following principles: 

1. There is a continuation between Gaditional con- 
currency control protocols and predefined syn- 
chronization strategies required in SDE, 

2. There is a continuation between predefined syn- 
chronization strategies and knowledge based syn- 
chronization: predefined strategies make some 
hypothesis on the semantic of software engineer- 
ing applications. 

In other words, the principles of the processing of 
a traditional transaction can be generalized to these 
of cooperative processes. In addition, a SDE should 
provide support for both predefined synchronization 
strategies and knowledge based synchronization. 
3.3 Deducing a conceptual architecture 

As a consequence of design principle 1, we observed 
the processing of a traditional transaction with the 
objective to, in a first time, extract basic service lay- 
ers, and in a second time, to generalize them to sup- 
port synchronization strategies as needed in software 
processes (section 3.3.1). From these layers, we de- 
duced the conceptual architecture introduced in sec- 
tion 3.3.2.  Different specific architectures can be in- 
stantiated from this conceptual architecture. Our 
COO system is one of them (section 2-B). See [18], 
chapter 4 and chapter 5 for a more highly developed 
analysis of some european process-centered environ- 
ments in the frame of this conceptual architecture. 

3.3.1 

Before a transaction is authorized to modify the object 
ba.se, it goes through several layers which act as filters. 
We can distinguish between five layers: 

Processing of a traditional transaction 

1. Control o f  the transactaon call wzth regards t o  the 
znterface definztzon. This includes at least syntac- 
tical controls, report on abort or success ... 
This layer is not really affected by the character- 
istics of advanced transactions related to software 
processes. We call it Interface in our conceptual 
architecture. 

2.  Control o f  the transactzon call wzth regards to the 
process definztzon. A transaction cannot execute 
if it is not in accordance with the process sched- 
ule. 

In traditional applications, e.g. banking, trans- 
actions are temporally constrained. For example, 

3. 

4. 

- 

it is not accepted that one can withdraw some 
money from an account which does not have a 
positive balance. 

This is yet true for software processes. Any ad- 
vanced protocol makes some hypothesis about the 
order in which (sub)-processes are issued. The 
difference is that control need not be done a pri- 
ori, but can be done during or at the end of 
the processes. Typically, in order to assert con- 
sistency between code and design, a traditional 
transaction protocol would prevent a coder to be- 
gin before the designer has finished. At the op- 
posite, a strategy to synchronize a coder and a 
designer in a real software process must allow the 
coder to start its job with an incomplete design 
but must prevent him to terminate its job without 
having taken into account all the modifications of 
the design. 

We call this layer Knowledge in our conceptual 
architecture. 

Control of the transaction call with regards to con- 
carrency between transactions. 

Several concurrency control protocols exist. Most 
of them assert the serializability of executions and 
support ACID transaction3. This step makes a 
hypothesis about the previous one: each transa.c- 
tion is an individual and correct piece of code, i.e. 
code which executes correctly if isolated. 

Even if things are more complicated in soft- 
ware development applications, especially due to 
their interactive and long term nature, different 
advanced concurrency control mechanisms have 
been developed. As with traditional classical pro- 
tocols, their synchronization rules are established 
before the transaction starts its execution. We 
call this layer Predefined strategies in our concep- 
tual architecture. 

Modification of copies 

In most cases, a traditional transaction does not 
directly modify the objects of the object base. 
It operates on transient copies of objects, loaded 
in its own private space. Modifications are done 
locally in this private space. 

- 
3ACID means Atomicity, Consistency, Isolation and Dura- 

bility. The general idea is that a process which executes as an 
ACID transaction has no interaction with other processes and 
that its effects on the object can be seen by other processes 

only when it terminates. The most popular protocol for ACID 
transactions is the two phases locking protocol (ZPL). 
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This is largely more sensitive in our applications 
because of two things: first, the long duration of 
our processes imposes to manage persistent coop- 
erative versions [ll] of objects; second the number 
of points of view requests different representation 
of the same object in different workspaces. We 
call this layer Workspace in our conceptual archi- 
tecture. 

5. Effective modification of the object base. 

Finally, the modifications of copies are reflected 
into the object base; the transaction effect be- 
comes effective either for its enclosing transaction 
in the case of a nested transaction [17], or in the 
object base in the case of a flat transaction or a 
root transaction. 

Software processes are generally nested and open, 
and a transaction can make a result visible, some- 
times before it terminates, to any of its sibling 
transactions. 

Finally, our architecture rests on a basic layer 
called Repository, the objective of which is espe- 
cially to store software artifacts in their different 
versions. 

3.3.2 A layered conceptual architecture 

This section gives some details of the layers we just 
pointed out. 

Interface As classically, the interface must support 
control. It can also directly support cooperation, as 
an example by displaying notifications in a convivial 
way (see flags in Merlin [19]). 

Knowledge This layer exploits the knowledge in 
the software process model in order to support the 
correctness of the enacted processes, either in combi- 
nation with the Predefined Strategies layer if it exists 
or not. It can also be enriched to provide coopera- 
tion guidance to the users. In the event that it does 
not exits a Predefined Strategzes layer [2], this layer is 
directly connected to the lower layers. 

Predefined Strategies This layer is responsible 
for the description and the enforcement of predefined 
synchronization strategies. In addition, it must allow 
for the combination of different strategies and support 
recovery in case of failure. The cooperative transaction 
model of COO, the Semantic Concurrency Control of 
Marvel and the Programmable Concurrency Control 
Mechanism of Merlin belong to this category. 

Workspaces A workspace is the set of objects and 
tools used by a user (or a group of users) to perform a 

(sub)-tiisk. It manages the view (type and representa- 
tion) that the user has on the object base. It allows a 
user to operate on objects in isolation when requested. 
At the same time and in combination with a synchro- 
nization strategy, it allows a user to coordinate its 
work with other interacting users. We consider that 
it is also a foundation to support cooperation. This 
idea comes especially from the Software Configuration 
Community and we find it,  among others, in Adde [5], 
COO [I31 and Epos [lo]. 

Repository The bottom layer is the repository 
layer which mainly provides for object and schema 
management services. The repository can be dis- 
tributed. It must allow view definition and should sup- 
port view integration. It must also provide an ACID 
transaction model (there is always a level of abstrac- 
tion where transactions execute in a serializable way). 
It can provide a triggering mechanism. 

3.4 The COO architecture 
This section describes the COO architecture which 

instant-iates the above conceptual architecture. It sim- 
ply assumes that a COO process breaks down into 
sub-processes with atomic processes, called activities, 
at the leaves. We prefer to describe it with a bottom- 
up approach, starting with the repository layer, for a 
better comprehension. 

Repository The COO repository, called P- 
ROOT [8, 91 is an object oriented database. It imple- 
ments an object orientation of the PCTE interfaces: 
its data model is based on an ERA data model ex- 
tended with encapsulation, inheritance, dynamic bind- 
ing and composite objects. Data types are grouped in 
schemas. The view of a process is defined by the union 
of a set of schemas it has defined as its working schema 
(we corne back on the union of schema in section 4.2). 
It provides also an ACID transaction protocol which 
directly supports the isolation of atomic processes and 
a triggering mechanism based on a simple event-action 
model. 

Workspaces There is one workspace per process. 
A workspace, except the root workspace, has a par- 
ent and can have several children. The workspace 
layer implements a base/sub-base architecture. It is 
mainly based on a cooperative version manager. To 
operate on an object, a process must transfer this ob- 
ject from one of its chain of ancestor workspace into 
its proper workspace (a  check-out activity). This ac- 
tivity c:reates a new persistent version of the object. 
Thus several copies of the same logical object can ex- 
ist in d.ifferent workspaces. Versioning is transparent 
to processes and a process issues a request to a logical 
object. Mutually, one process can transfer an object, 
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Figure 2: A. General Service Layers-B. COO Service Layers 

from its workspace to its parent workspace (a c h e c k i n  
activity). A last transfer activity is defined to  update 
the value of an object in a workspace with the corre- 
sponding value in the parent workspace. This activity 
creates a new version of the object by merging the two 
values of the object. check-out, c h e c k i n  and update 
are atomic activities. 

Predefined strategies COO implements a coop- 
erative transaction model based on the correctness cri- 
teria described in [l]. It distinguishes between three 
levels of consistency: globally stable objects, locally 
stable objects (also called intermediate  values or re- 
sults)  and non stable objects [13]. A process can 
make an intermediate result visible by explicitly up- 
ward-commiting it in its parent workspace. To main- 
tain consistency with regards to intermediate results, 
we can impose that when a process A has read an in- 
termediate value of a process B, it cannot t e rmina te  
without updating this value with the corresponding fi- 
nal value. When the dependencies between interact- 
ing processes create a cycle, the deadlock is solved 
by a kind of two phase commit protocol. This di- 
rectly supports the server-consumer and share-writing 
paradigms. c h e c k i n  is now reserved for transfer of fi- 
nal results when a process terminates. Nevertheless, 
advanced check-ins of a final result, i.e checkin before 
commit, are allowed to support the server-mediator- 
consumer  paradigm. The behavior of the COO pro- 
tocol is close to the nested 2PL protocol [17] relaxed 
with the ability to  upward commit intermediate re- 
sults. This rests either on the responsibility of human 
agents or can be programmed depending on the pro- 
cesses in conflict. A COO protocol can be heteroge- 
neous in that a sub-process can run its proper proto- 
col. This is achieved by, on the one hand, the ability to 

define a”1ock” model4 and, on the other hand the abil- 
ity to  attach a locking model to  a workspace (a locking 
model overrides transfer operations with locking oper- 
ations). We will study this aspect more thoroughly in 
section 4.3. 

Knowledge The predefined strategzes layer asserts 
consistency on the basis that processes are consistent 
with regards to their definition and to a mode of execu- 
tion. In other words, i t  makes the hypothesis that, in- 
dependently of parallelism of execution, processes are 
correct, i.e. they do not start or terminate their exe- 
cution when it is not appropriate. In [14], we demon- 
strate how (atomic) processes can be decorated with 
pre- and post-conditions to  assert this pre-parallelzsm 
correctness. 

Interface We have not deeply investigated this as- 
pect in COO. Nevertheless, our internal process or- 
ganization can support process notifications when re- 
quested. In addition, we are developing an environ- 
ment to  support process model design. 

4 Implementing COO 
This section describes the technology used to ini- 

plement COO. It is mainly based on Subject-Orzented 
Programmzng [15] which connected with a layered de- 
sign approach produces an extremely effective software 
architectural style. 

4.1 The LS software architectural style 
Layerzng ( L )  is a natural way to get an abstract 

view of a complex system, but i t  is not precise enough 

4when a process want to operate an object, it must set a lock 
on this object. Depending on the current lock on this object, 
it can either be authorized to operate this object or be asked 
to perform another operation, including wait and abort in the 
more simple cases 
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to  express its architectural style. Layers can be con- 
nected in different ways which lead to  different styles. 
We use Subject-Orzented Programming (S) to  glue our 
layers together. The idea is that the concepts at a 
particular layer must not be understood as an imple- 
mentation of the concepts of the upper layer, but that 
the different layers implement different points of view 
of the same concepts. In fact, in the LS style, layers 
are superimposed to  produce the global view of the 
system. An analogy can be done with superimposi- 
tion of color in photography (blue plus yellow mix to  
give green) in opposition to immiscible oil and water 
layers (the layer of oil rest on the layer of water with 
a very thin interface). Typically, in COO, a software 
artifact is the superimposition of the reposztory view, 
the workspace view, the predefined strategaes view, the 
knowledge view and the znterface view. 

4.2 Subject-Oriented Programming in P- 

P-ROOT is the repository layer of the COO system. 
Its central part is an object oriented database5, the 
characteristic of which is to  provide active support 
for view integration by means of a schema integra- 
tion mechanism. More precisely, the view a tool (or a 
service) has on the object base is described by means 
of an Entity-Relationship like schema extended with 
a procedural attachment. To work with , processes 
must integrate the schemas of all the tools and ser- 
vices they wish to use. We call such an aggregate a 
Workzng Context. Workzng contexts form the basis for 
building environments in COO, the behavior of which 
depends on the aggregated schemas. Thus, the way 
this integration of schemas into working contexts is 
done is a key point in understanding how COO envi- 
ronments are built. 

Roo T 

Schemas and working contexts Schemas de- 
scribe objects structure and behavior. A particu- 
lar and very important point is that the same type 
can have multiple and diflerent definitions in differ- 
ent schemas. Thus, the observed structure and be- 
havior of a given object may vary depending on the 
schemas used by the process which observes it. This 
is illustrated in figure 3, where the same object type, 
say C-source is defined twice: in schema 1 with the 
compile and white-edit operations attached to  it,  
and in schema 2 with the grey-edi t  and beau t i fy  
operations. Thus, depending on the schema in use, a 

5P-RooT i s  implemented on top of the Emeraude implemen- 
tation of the PCTE interfaces [7], and provides an 00 interface 
of these interfaces. 

C-source object can be white-edited and compiled 
or grey-edited and beaut i f ied .  

A working context is now defined as an ordered list 
of schemas. Properties (structure and behavior) of an 
object type in a working context are built by doing the 
union of its properties in the different schemas. this 
union is computed by a dynamic binding procedure. 
I t  is important to  note that thanks to the notion of 
a working context, the behavior of an object depends 
on its type but also on the context in which it is used. 
In addition, dynamic binding allows this context to 
dynamically evolves. 

Names binding and Horizontal overriding As 
said above, the union of properties of an object type 
is dynamically computed. This is quite easy to do ex- 
cept in the case where properties in different schemas 
have the same name. Naming conflicts are solved on 
the basis of the order in which schemas appear in the 
working context: for a given name, the selected def- 
inition is the first found while traversing the schema 
list. This way of binding names to  definitions, when 
applied to  methods, leads to the notion of horzzontal 
overriding. 

A method can be overridden in two ways: firstly, 
inside lone schema, a type can specialize another fol- 
lowing the classical 00 way and a method applied to 
this tylpe can override an operation applied to  one of 
its supertypes; secondly, different methods with the 
same name can be applied to  the same object type in 
different schemas of the same working context. In such 
a case, the binding is done by by traversing schemas 
first (horizontally), then secondly by traversing the in- 
heritance hierarchy (vertically). Thus by default, it is 
the first more specialized method which exists in the 
ordered list of schemas which is selected (see figure 
3 (B)). We use horzzontal overrzdzng in opposition to 
classical vertical overrzdzng. 

Normal binding By default, the binding of an op- 
eration to  a method is done by applying the horizontal 
overriding rule. As an example, in the working con- 
text of figure 3 (B), in any call mysource.edit () issued 
from any schema, where mysource is an instance of 
source, edit is bound to e d i t  2 of schema I. 

When developers wish to  escape from this rule, they 
can either use the classical super operator of 00 lan- 
guages, the next operator, or an explicit binding. 

The next operator In the implementation of a 
method, one can explicitly ask the system to skip the 
current schema and to search for the method in the tail 
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Figure 3 :  A. Schema and Types -B.Working context and Name Binding 

of the schema list. In the working context of figure 3 
(B), in any call mysource.edit nex t  issued from schema 
1 , edit is bound to edit 3, while the same call issued 
from schema 2 is bound to editd. This operator has 
been introduced to allow a service (i.e. a method) to  
be defined by reusing and extending an existing one 
implemented in another schema. N e x t  can be related 
to super in 00 languages. 

Explicit binding The user may explicitly provide 
the name of the schema and/or the ancestor type in 
which the method has to  be searched for when an op- 
eration is called. This mechanism can be useful but its 
use reduces the level of flexibility of the environment 
and must remain exceptional. 

Horizontal overriding, the nex t  operator and work- 
ing context dynamic composition allow object types to  
be dynamically refined. The next section shows how 
this can be used to define and integrate services in a 
very flexible and powerful way. 
4.3 Using subjectivity to  build and tailor 

environments 
4.3.1 Building a COO environment 

A particular COO environment is built by combining 
together different services belonging to the different 
layers pointed out in section 3.4. These different ser- 
vices are provided by the framework in the form of 
schemas. Thus, a COO environment is defined as a 
working context in which schemas are installed in the 
layers' order in the corresponding conceptual architec- 
ture: the most external first and the most internal last. 
Thus, in reference to  architecture in figure 2-(B) the 
Interface layer  schema is the first and the Reposi tory 
layer  schema is the last. This does not mean that the 
idea of layer corresponds exactly to this of schema. 
Indeed, a layer can be implemented through several 
schemas. As an example, in the current COO imple- 
mentation, the "predefined strategy" layer can corre- 
spond to three schemas, as illustrated in figure 4A. Figure 4: The COO services 
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To illustrate more precisely the way COO environ- 
ments are built, let us detail some services provided 
by different schemas. 

Basic transfer operations between workspaces, i.e 
check-in, check-out and update are implemented by 
the WORKSPACE schema. LOCK SERVER permits the def- 
inition of locking models and provides operations to 
set and unset locks, say s e t l o c k  and u n s e t l o c k .  

Several other schemas add semantics to  these ba- 
sics services, mainly by setting additional constraints 
in order to maintain consistency with regards to  the 
current cooperation policy. Thus, all these schemas 
reuse the basics services provided by WORKSPACE and 
LOCK SERVER, but override them to add their own se- 
mantic. Concretely, each schema redefines the transfer 
operations but reuse the existing service by issuing a 
call with the next  operator. 

In this way, PROTOCOL provides for intermediate re- 
sult management; it introduces the upward-commit 
method and overrides check-in and check-out to  man- 
age consistency in presence of intermediate results. 
LOCK extends transfer operations with locking capa- 
bilities, by overrinding them so that they call the 
s e t l o c k  or u n s e t l o c k  basic services. Finally, the 
KNOWLEDGE schema also override transfer operations 
to check additional conditions and constraints corre- 
sponding to the process model. 

From these schemas, different environments with 
different behavior can be built. In figure 4B, the en- 
vironment is built with only four schemas. A transfer 
operation (e.g. check-out) issued in this context is 
bound to the one defined in the KNOWLEDGE schema. 
This one checks different conditions and makes a call 
with the next operator. This call is then bound to 
the operation defined in the WORKSPACE schema, which 
will do the effective transfer. This environment thus 
does not use any predefined strategy. This is not the 
case of this depicted in figure 4C, where the PROTOCOL 
schema has been added. In this case, the call issued 
from KNOWLEDGE is bound to  the operation defined for 
PROTOCOL which again issues a call bound to the one in 
WORKSPACE. In 4C, intermediate results will be man- 
aged. Finally, figure 4d illustrate a case in which a 
locking strategy has been added to  the environment. 

4.3.2 I n s e r t i n g  a schema-ex tens ion ,  evolution, 
tailoring 

A schema can be inserted either in the head, the mid- 
dle or in the tail of the list. In general, insertion in 
head is used to  extend the environment with new func- 
tionalities. A method in the new schema can override 
another in an internal schema, indeed the last schema 

itself. In other terms, some operation calls previously 
bound to  a method of an existing schema can be bound 
now to a method in the new schema. 

Insertion in the middle or in the tail is generally 
used to add or make an internal service evolve. A 
process will be able to use this new service without 
modification. Any operation call, previously bound 
to  a method which is now overridden by a method in 
the inserted schema, is now bound to this overriding 
met hod. 

For example, the installation of a LOCK schema 
is optiional. If a LOCK schema is missing, coopera- 
tion is, controlled only by PROTOCOL (which allows 
intermediate result visibility and shared writing with- 
out restriction). Nevertheless, a LOCK schema can 
be dynamically added (see figure 4, c and d). It will 
apply in the current development to  all the following 
concurrent accesses without requesting the KNOWL- 
EDGE schema to be modified. 

4.3.3 R e m o v i n g  a schema-tazlorzng,  evolutaon 

A schema can be dynamically suppressed without no 
consequence under two conditions: firstly, that there 
is no explicit call to  a method of this schema, and that 
the other operation calls, which are currently bound 
to a method of the schema being removed, can be 
bound to a more core method previously overridden by 
a method of the removed schema. Secondly, that the 
process definition allows it: if subjectivity technically 
simplify code evolution, (process) semantic considera- 
tions can prevent or delay this evolution. As an exam- 
ple, if subjectivity allows to transform a strict policy 
(isolated work) to  a more permissive policy (shared 
writing), what to  do with documents which has been 
declared as not accessible in shared writing. The first 
condition is in the scope of this paper, not the second. 

Similarly to the previous example, the LOCK 
schema can potentially be removed (see figure 4, c). 
If no process is using the LOCK services, this can 
be done immediately because the LOCK check-out, 
check-zn, ... methods override the check-out, check-zn, 
... methods of PROTOCOL and will be replaced by 
these methods. If a process is running, this is related 
to dyinamic evolution of a process and is somewhat 
more complicated: a decision must be made about 
the objects currently constrained by locks. 

4.3.4 R e p l a c i n g  a schema-evo lu t ion ,  tailoring 

Replacing a schema can be seen as the combination of 
both the suppression and the insertion of a schema. 
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Figure 5: Hierarchical organization and heteroge- 
neousprotocol 

As an example, a cooperation policy can be changed 
simply by replacing a LOCK schema by another (see 
figure 4, a and d) or a PROTOCOL schema by an- 
other. This is easy if the previous policy is extended 
by the newer one. If not, the problem is the same as 
when removing a LOCK schema. 

4.3.5 Support to hierarchical organization of 
processes 

As described in the previous section, a cooperation 
policy is built in COO by aggregating and ordering 
several distinct schemas in the same working context. 
Thus, different sets of schemas define different coop- 
eration policies. This is of the highest importance to  
support the requirement of integrating different coop- 
eration policies in the same environment, as stated in 
section 2.1. 

Applied to COO, each sub-process executes in its 
proper working context (its proper ordered set of 
schemas) which defines (especially) its proper cooper- 
ation policy. Thus, different cooperation policies can 
to be attached to the different nodes of a COO pro- 
cess tree (as introduced in 2.3). This is illustrated in 
figure 5 where a root process and two sub-processes 
are described. Each one has its own set of schemas 

and, as a consequence, its own cooperation policy. In- 
deed, each one has its proper "Knowledge", defined 
in the KNOWLEDGE, KNOWLEDGE 1, and KNOWLEDGE 2 
schemas. In addition, while SUBYROCESS 1 uses a ba- 
sic cooperation protocol defined by schema PROTOCOL, 
PROCESS and SUBSROCESS 2 refine this protocol by 
adding their own locking strategy through the LOCK 
SERVER, LOCK and LOCK 2 schemas. This allows us 
to install heterogeneous cooperation policies as intro- 
duced in figure 1. 

With this organization, when an object is trans- 
ferred from a workspace to another, the policy which 
governs its evolution changes also and the policy in 
the source workspace and the target workspace must 
respect some compatibility rules. Clearly, not all com- 
binations of cooperation policies to build a global het- 
erogeneous policy are consistent. But this goes out of 
the scope of the paper. 

5 Lessons learned and conclusion 
5.1 Evaluation of the  L S  style 
Advantages 

1. LS assumes a natural continuity between design 
and implementation, 

2. schemas formalize and document components: 
objects and relationships types allow a graphical 
description of components and describe the inter- 
face of the service, 

3. subjectivity provides a powerful way to connect 
components. It allows a schema in a Working 
Context to  impact, by method overriding and es- 
pecially usage of the next operator, one of the 
subsequent ones. This is very powerful and con- 
necting different schemas in a Working Context, 
is a particularly constructive task. As an exam- 
ple, we derived, from an initial browser, differ- 
ent browsers by simply exchanging the order of 
some schemas in a working context with very few 
interventions in the code of methods. With re- 
gards to speciabization, subjectiviyu allos to man- 
age classes in a more modular way, 

4. schemas definition and insertion in a working con- 
text guide architectural design. The behavior of 
an environment can be (more) simply tested and 
changed. 

Drawbacks The main drawback is that it is not al- 
ways easy to evaluate the complete impact of a schema 
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insertion or suppression in a working context: an in- 
serted schema impacts all the operations which over- 
ride now one of its. A schema suppression can sup- 
press a basic service on which an upper layer schema 
is based. These dependencies should be automatically 
managed. Especially, the hypothesis of a schema con- 
cerning the existence of a lower layer method should 
be explicit. 

One can also argue that our approach is more suited 
to the building of new environments from scratch 
rather then to integration of different heterogeneous 
components into one environment. Our response 
taken from the literature is that: it is currently dif- 
ficult to  integrate pre-existing tools and that new in- 
tegration technologies need to  be developed [la]. Our 
proposition goes in this direction because, on the one 
hand, the way we model services is based on two stan- 
dards (PCTE and CORBA), and on the other hand, 
some technical choices are directly related to  integra- 
tion (as an example, the workspace concept has been 
introduced with heterogeneity and distribution sup- 
port in mind, and subjectivity itself is such an inte- 
gration technology). 

Design guidelines This work reports on our expe- 
rience when developing P-ROOT and COO which is a 
130 000 lines of C code system. We can give the fol- 
lowing advice: 

Separate concerns. This is a well known means to  
facilitate software reuse and maintenance. We experi- 
mented it. For example, several transaction protocols 
are based on version management. Thus, we devel- 
oped an independent version management service that 
we reused for different protocols and which can be used 
independently of transactions. 

Prefer multiple short schemas. We demonstrated 
empirically that this is a better guarantee to  limit the 
coupling between schemas and to support and favorize 
reuse. This is related to the previous item. 

Concentrate on lower layers. The lower layers are 
the foundation of the environment and need a partic- 
ular focus. We experimented that the higher we went 
in the layer, the shorter and the quicker the develop- 
ment was. This is probably due to  the expertise which 
resides in the lower levels and which can be reused. 

Manage dependencies. It is important to  document 
dependencies between schemas. Currently, this is done 
by hand but it can and should be partially automated. 
This is related to our first drawback. 
5.2 Conclusion 

when developing the COO system. 
In this paper, we have reported on our experience 

We have demonstrated how the LS style allowed us 
to  fulfill our requirements and to implement heteroge- 
neous and hybrid cooperation policies. Although our 
examples where in the context of cooperation, our dis- 
course about the LS style can be generalized. In fact, 
it is well adapted to system developments for which 
a layered design is appropriate. We think this it is 
the case for most SDE developments and it applies for 
most software process oriented applications. 

The COO project is continuing, with the objective 
to, on the one hand, provide a more active support for 
the safe definition of heterogeneous cooperation pro- 
tocols and for recovery in case of failure, and, on the 
other hand, to formalize a methodology for designing 
and maintaining LS style software. 
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