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Abstract. Stochastic deterministic finite automata have been intro-
duced and are used in a variety of settings. We use them to model musical
styles: a same automaton can be used to classify new melodies but also
to generate them. Through grammatical inference these automata are
learned and new pieces of music can be parsed. We show that this works
by proposing promising classification results and discuss further work.
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1 Introduction

A long standing debate has been animating generations of philosophers, psy-
cholinguists, semiologists and musicologists as to whether music is a language
or not. What is clear beyond this battle of words is that there exists striking
similarities between the two, running throughout all their respective levels of de-
scription. The obvious similarity is that both are conveyed by acoustic signals,
i.e. variations of air pressure propagating through space and unfolding in time.
The amplitude of these variations can be coded numerically after quantization
of the temporal dimension, allowing numerical recordings.

However, the analogy between language and music runs deeper than this, on
more abstract, higher-level descriptions. In fact, a much easier way to under-
stand language is through the study of its symbols (words), the relationships
between the grammatical classes they form, and the syntactic rules these follow
grammatical rules.

In music, notes are grouped (played sequentially or simultaneously in the case
of chords) to instantiate classes (e.g. the sequence of notes C-E-G-C instantiates
the C Major scale because it contains its more important notes, a scale being an
ordered subset of the 12 notes used in western music). Further, there exists rules
of well-formedness and typical sequences in the structure of musical passages,
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which vary according to musical styles, just like a verb can be in the middle or
at the end of a sentence depending on the language.

The above considerations suggest that tools used for language modeling such
as formal language theory and grammatical inference could be of great help for
the analysis and understanding of music [LJ83,Nar92,CV98].

Grammatical inference is concerned with finding grammars or automata cor-
responding to strings, sentences or other structured data. The inferred grammar
is supposed to generate the language from which the data has been extracted.
Techniques can be empirical or provable. There is a variety of problems depend-
ing on whether the data is clean or noisy, or if there is additional knowledge
about the distribution of the strings, about some partial rules or if we are given
counter-examples [Sak97,dlH05]. Grammatical inference has been applied to a
variety of settings, including pattern recognition, robotics or computational bi-
ology.

We have followed in this paper the lines of previous work by Cruz and Vi-
dal [CV98]: music can be encoded in a simple way through the pitch and the
length of the notes of a melody. Obviously this encoding does not take into ac-
count polyphony or even the characteristics of the instruments. A melody will
therefore be a string and from a set of melodies/strings it will be possible to
infer a grammatical representation of the language corresponding to the musi-
cal style. Because of the characteristics of the task and the good performances
obtained in other settings (speech for example) we have chosen to represent the
languages by stochastic deterministic finite automata (Sdfa). We used algorithm
Mdi [TDdlH00] to learn these automata, and ideas from grammatical inference
[KdlH02] to adapt the algorithm.

Through a careful experimentation over melodies of 4 different styles (reels,
jigs, Gregorian music and pieces by Scarlatti) we show that:

– music can be encoded in such a way as to allow a same Sdfa to be used for
classification and for music generation;

– classification results are as good as previous state of the art techniques;
– more experiments over other types of music are necessary.

The paper is organized as follows: we visit in section 2 the relationship be-
tween music and formal language theory. Stochastic deterministic finite state
automata (Sdfa) are described in section 3 as a means of describing musical
styles. We introduce grammatical inference in section 4, with special interest to
the case of learning stochastic grammars. We give in section 5 the results of our
experiments and discuss them before concluding in section 6.

2 Music: problems and encoding

Following a structure seems necessary for music to be interesting and pleasant:
a random sequence of notes is hardly ever perceived as really being music. These
structures can be more or less complex, and are comparable to those found in
poetry rhymes: ABA or ABC ABC ABA for instance. According to [Mey56],



Learning Stochastic Finite Automata for Music 3

musical emotion arises when the listener is surprised, as long as this remains
within the (fuzzy) limits of a certain coherence with general stylistic rules. To
be surprised, one has to have expectations, implied by a given musical context.
These are generated by the repetition of sequences (a theme or motif) which can
find its source within the same piece or in other pieces. We thus distinguish intra-
opus from extra-opus references, the latter generating stylistic expectancies when
several are combined together. From this point of view, the talent of a composer
can be schematically seen as setting up expectations, to either fulfill (thereby
reinforcing future similar ones) or deny them (to create a surprise effect) in the
best possible way.

These consistencies across pieces, especially within a given musical style pro-
vide the ground for the extraction of stylistic rules through machine learning.
Musical sequences are ruled by principles of perceptual similarity at all hier-
archical levels: note-, chord- or scale-level. A sequence made up of elements
perceptually similar will appear as smooth, fluid and aesthetically pleasant. On
the other hand, a rupture in perceptual similarity within a sequence will make
it less logical, stable and coherent.

Perceptual similarity stems from a complex interaction between acoustical
similarity (their overlapping degree, depending on the number of elements in
common: harmonics for the notes, notes for chords and scales), perceptual group-
ing principles, familiarity of their co-occurrence, psycho-acoustical, neurobiolog-
ical and cognitive constraints (e.g. how many notes or how long sequences can
our brain hold efficiently in memory), etc... Thus similarities are not apparent
at every level even though they are implicitly present, given that they condition
distributions and co-occurrences of musical events. To illustrate this relationship
between levels, we detail here the acoustical reasons underlying perceptual note
similarity.

Except for pure tones generated electronically, a sound is a complex wave
that can be seen as resulting from the addition of a (possibly infinite) series of
pure sinusoidal waves of different frequencies and amplitudes, called harmonics.
These components of a note generated by a musical instrument (apart from
drums and voice) are all multiple of a same basic frequency identifying the
pitch of the note and called the fundamental (F0). As a consequence, different
notes can have common harmonics if they share multiples of their fundamental
frequencies, that is if they define a simple ratio (e.g., 3/2 in the case of C and
G). The more harmonics in common, the greater the perceived similarity and
the more the notes will blend in perceptually.

It is possible to measure an acoustic signal quickly enough (sampling) to be
able to record and then reconstruct it. This is the principle behind the .wav files
found on CDs for instance, for which a sampling rate of 44.1 KHz will yield a
good sound quality. However, the time scale of the measures (1 every 23µs) makes
this description level of the sound very remote from the psychological reality of
a note or a fortiori of a whole melody or composition. To have a description
relevant to the latter, the best way is to encode music symbolically, that is by
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the notes themselves along with their starting and ending times. This coding
system is at the core of MIDI files.

Symbolic encoding of music allows a melody to simply translate into a string
of letters (or a tree [RIMS03]), each representing a note. The structural regulari-
ties of a given musical style being embedded in such sequences over many tunes,
it is not far fetched to consider a set of tunes or strings as being a language and
the melodic regularities as corresponding to those of regular languages. There-
fore, automata appear as being good candidates for their extraction. For other
links between formal language theory and music see [PB04].

The advantage of symbolic encoding is twofold. First, it reduces drastically
the amount of data to be processed, thereby permitting the use of techniques
that would not be able to handle millions of data. Second, it seems a necessary
step to access the semantic level, which is important if we aim at a deeper under-
standing of music and care about the explanational capabilities of the models.
Compared to the acoustic point of view, this opens the door to approaching the
same problems differently (e.g. style recognition) or to tackle altogether different
problems such as composer recognition.

As noted by [PC00,AP03], the concept of musical style or genre is ill-defined
because of the subjectivity involved, and it can be based on many different as-
pects of the music: sound/instrument (“piano, distorted guitar”), period (“Baro-
que, 60s”), dance type (“Salsa”)... We refer here to musical style as it relates
to the tonal (choice of notes), compositional, structural aspect of a piece. This
ignores the acoustic level, the sound quality (or timbre) characterizing each in-
strument, even though this could be very relevant to other classification strate-
gies.

We chose the style classification task for several reasons: it seems reasonably
challenging, difficulty can be adjusted by picking more or less different style
classes, inspection of the automata could yield interesting insights regarding the
characteristic features of a given style (or the features differentiating them), and
it addresses a major problem encountered by Internet music distributors. Being
able to guide the listener through millions of titles is probably the bottleneck
nowadays in electronic music distribution and the pertinence of personalized
musical recommendations becomes increasingly crucial. Musical style classifica-
tion could allow a user-centered, more sensible indexing of songs than the usual
statically pre-defined categories such as “pop”, “rock”, “folk”, etc...

3 Stochastic finite automata to describe music

Probabilistic finite-state automata [Paz71], hidden Markov models [Rab89], n-
grams [Ney92], probabilistic suffix trees [RST94], deterministic stochastic or
probabilistic automata [CO94], weighted automata [Moh97] are variants of fi-
nite state machines used to model and generate distributions over sets of strings
of possibly infinite cardinality, sequences, words, phrases but also terms and
trees.
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These models have been successful in a wide amount of fields ranging from
computational linguistics [Moh97] to pattern recognition [Fu74], and includ-
ing language modeling in speech recognition [Jel98], bioinformatics [LP01] or
machine translation [ABC+01].We give here the main definitions concerning
stochastic deterministic finite state automata. A recent survey in which details
can be found is [VTdlH+05].

Let Σ be a finite alphabet and Σ? the set of all strings that can be built
from Σ, including the empty string denoted by λ.

A language is a subset of Σ?. By convention, symbols in Σ will be denoted
by letters from the beginning of the alphabet (a, b, c, ...) and strings in Σ? will
be denoted by end of alphabet letters (..., x, y, z).

A stochastic language D is a probability distribution over Σ?.

We denote by PrD(x) the probability of a string x ∈ Σ? under the distribu-
tion D; it must verify

∑
x∈Σ? PrD(x) = 1. If the distribution is modeled by some

syntactic machine A, the probability of x according to the probability distribu-
tion defined by A is denoted PrA(x). The distribution modeled by a machine A
will be denoted DA and simplified to D in a non ambiguous context.

If L is a language over Σ, and D is a distribution over Σ?, PrD(L) =∑
x∈L

PrD(x)

Definition 1. A Stochastic Deterministic Finite Automaton (Sdfa) A is a tu-
ple (Q, q0, Σ, δ, π), where Q is a set of states with q0 the initial state, Σ is an
alphabet, δ : Q × Σ → Q is the transition function and π is a function with two
profiles: π : Q×Σ → Q+ ( transition probabilities) and π : Q → Q+ (final-state
probabilities).

Function π is recursively extended to π : Q × Σ∗ → Q+ such that π(q, λ) =
π(q) and π(q, ax) = π(q, a)π(δ(q, a), x).

The probability of a string x starting from the state q is defined as p(q, x) =
π(q, x)π(δ(q, x)). The probability of a string x is p(x) = p(q0, x).

As the stochastic languages define probability distributions over Σ∗, it is
required that 0 ≤ p(x) ≤ 1 ∀x and p(Σ∗) = 1 (consistence condition).

Usually
∑

a∈Σ
π(q, a) + π(q) = 1, ∀q ∈ Q is also required. This condition

is not strictly necessary, as the Sdfa ({q0, q1}, q0, {a}, {δ(q0, a) = q1, δ(q1, a) =
q0}, {π(q0, a) = 27, π(q1, a) = 0.5/27, π(q0) = 0.5, π(q1) = 0}) is consistent and
does not fulfil the condition. The above definition of the probability of a string
can be used to immediately derive a linear parsing method. In practice, probabil-
ities are usually encoded by their logarithms, which allows to parse by summing
these instead of multiplying them. It is known that Sdfa are not equivalent to
their non deterministic counterparts; these are as powerful as hidden Markov
models and do not gain expressive power by accepting λ-transitions. We will
concentrate on the deterministic case as parsing is easier and there are good
learning techniques in this setting.
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4 Grammatical inference

Grammatical inference consists in building, from data that are generally strings
or trees, an automaton or grammar representing the language corresponding to
the information we are given [Sak97,dlH05]. The process is inductive in the sense
that we should account not only for the seen data, but also for the unseen data.
Additional information about the language or the data may be known.

When dealing with noisy data, or when what is expected is that the distri-
bution of the strings is regular (not just the actual language) it makes sense to
learn a stochastic finite automaton instead of a finite automaton. This line has
been followed by several authors who have come up with different algorithms for
the task, of which Alergia and Mdi are best known [CO94,TDdlH00].

As shown in [KdlH02], one can tune these algorithms in order to learn only
specific sorts of automata. In the case of music it will be of use to have two
types of states: those reached by pitch information, and those corresponding to
the length or duration of the notes.

When using Sdfa the issue of learning has to be dealt with but also the one of
parsing and the related question of smoothing. This is not as simple a question as
in the case of non probabilistic finite automata. The main problem with parsing
is that if at some point the next symbol cannot be read, then the parsing halts
with probability 0. If having a null probability is in itself not a problem one
can see easily that between a string that has been well but only partially parsed
and a string that is completely parsed with very low probability, the question
of deciding which is more probable is, in practice, going to be problematic. A
number of ideas have been developed in the literature to deal with these problems
[DA00,Tho01].

Another question that needs to be addressed when dealing with Sdfa is
that of evaluation: how do we know that the inferred automaton is good? More
importantly, how do we decide that the learning algorithm is good on this task?

In an experimental setting perplexity over a test set is used: one measures
the harmonic mean of the probabilities given by the automaton over the strings
in the test set. Again, smoothing is essential for this measure to make sense.

Another way of comparing algorithms is through theoretical results. There
are several convergence criteria that can be met either by Alergia or Mdi:
Pac learning or identification in the limit with probability one. Due to room
constraints we will not discuss these important questions here but refer the
reader to [TC04,dlHO04].

5 Musical style classification

The task considered here is that of style classification as discussed in section
2. For complexity reasons, we do not consider here the many possibilities of
chords (simultaneous notes) so we restrain the processing to one-voice melodies
(monophonic music), excluding accompaniment. A note has two independent
features, pitch and duration, which can take a limited number of discrete values
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and will therefore be coded by two symbols. However, regarding the perceptual
identity of a melody, the absolute values of pitches are not as meaningful as
the intervals defined by two consecutive ones. This is confirmed by [CV98] who
obtained better results with this relative coding than with an absolute pitch
coding, so the former will be used, coding the 1st note with the special start
symbol S. As for durations, a symbol is used for each, n for a quarter note, c

for an eighth... (Ex. of the beginning of a piece: S n 2 c 1 c 0 c -1 c 1 c 2 c 0 c

2 c -4 c 5 c...)

One automaton is built for each style to be recognized, a style being defined
by a set of strings. The algorithm (Mdi) starts by constructing a maximal Dfa

(also called Prefix Tree Acceptor, Pta). Then states of this automaton are iter-
atively merged when considered similar or when some entropy measure indicates
that the intended merge is valid; this process results in a much smaller Sdfa

which generalizes the learning sample.

To classify a new melody into one style, we parse the corresponding string
through each of the Sdfa. It is then assigned to the style corresponding to the
Sdfa yielding the highest parsing probability. Smoothing techniques [Tho01] are
developed in order to cope with parsing failures by an Sdfa.

The melody code alternates pitch and duration symbols that constitute two
separate alphabets. Therefore in the original automaton generated, transitions
are always between two states of different types. However after the state merging
step, this rule does not hold anymore, since differently typed states have been
merged. Nevertheless, it is possible to type the automaton, that is, assign a type
to each state in order to allow merges only between same-type states [KdlH02].
We used both typed and non-typed automata to check whether a heterogeneous
merge would hinder performance and see whether it is important to explicitly
have the coding structure represented within the automata structure.

We used a dataset by [CV98] made up of 100 pieces for each of the 4 styles
“Gregorian”,“Jig”,“Reel” and “Scarlatti”. These are clearly different from each
other except for jigs and reels which are subtypes of Celtic folklore, and share a
lot of tonal and melodic patterns in spite of different rhythmic structures. This
should give us insight about the capacity of automata to differentiate classes on
the basis of principally one dimension (durations) and on the nature of confusions
(between remote vs. styles related on one dimension).

Melody lengths range from 61 to 1825 notes (mean= 550). We used a 10-fold
cross-validation to generate the confusion matrices presented in Table 1, allowing
direct comparison between typed and non-typed automata performances.

As can be seen, results are excellent, close to 100%. We get close to a per-
formance ceiling effect, so interpretation of the differences have to be taken
cautiously. Both types of automata yield identical overall performances, in spite
of slight differences of confusions. The main effect of preventing fusion between
different-types states seems to be the decrease of the “Gregorian” automata
precision, compensated by the increase of that of the “Jig”. In all cases, the
“Scarlatti” pieces are the most difficult to recognize, because of false positives
by the “Reel” and “Jig” automata.
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reel scarlat jig greg recall reel scarlat jig greg recall

Reel 98 0 1 1 98 95 0 1 4 95

Scarlatti 6 90 4 0 90 5 93 2 0 93

Gig 0 1 99 0 99 0 1 99 0 99

Gregorian 2 0 0 98 98 2 0 0 98 98

Total 106 91 104 99 96.25 102 94 102 102 96.25

Precision 92.45 98.90 95.19 98.99 96.38 93.14 98.94 97.06 96.08 96.30

Table 1. Confusion matrix of musical style classification by non-typed and typed
automata

It is surprising that except for one piece, jigs and reels are perfectly dis-
tinguished. This shows that differences in the rhythmic component are enough
to overcome the similarities between pitches. However the common points be-
tween these styles could explain that both these automata are responsible for
mistakes on the Scarlatti pieces; typing the automata increases the difference
between these false positives (6/4 vs. 5/2) probably because it allows a better
exploitation of rhythmic differences.

Comparing these results with others (for instance [CV98]) is not easy. It
seems nevertheless that purely statistical models work better, event if they are
then incapable of being used for composition.

The main specifity of our approach is that it can be used to generate music
in a straightforward way. This is one of the reasons behind typing the automata,
since it has to follow a strict alternation between generation of pitch and duration
symbols. The main issue here would be to give a global coherence to the piece,
the automata having no memory of past events precise enough to impose one in
the generation process.

6 Open questions and conclusions

The results we have presented do not concern enough musical styles and pieces
to be able to prove more than the feasibility of the techniques we propose. For
them to be convincing a number of issues must be raised:

– Smoothing is a vital problem in all language modelling tasks. It is the same
in this case: the fact that at some point a Sdfa can parse no more means
that the probability (being multiplicative) is zero. There can be many ways
of dealing with this question, but in all cases it remains to be solved.

– Melody extraction from a polyphonic file is also a hard problem.
– Benchmarks need to be built and shared by the community. This is a key

problem for music. Copyright problems are presumably a blocking factor.
– Music generation and the hardness of deciding what is a good generation is

a difficult question.
– Notes are not just symbols: there are relations between them, due to percep-

tual and physical closeness. This should be taken into account to get better
classification results.
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If the reliability of our approach is confirmed, we can imagine tackling a few
other problems:

– “Original song or theme retrieval”: using automata devoted to single songs,
we could recognize variations of the original theme or song found in alterna-
tive versions (live versions, recording demos, remixes). One application could
be the automatization of royalties calculation.

– “Composer recognition task”: using pieces of a single composer to build up
the training set, to know whether a new piece is likely to be one of his
creations.

– “Coherent radio programming”: using the “distance measure” to rank the
pieces could provide us with a smooth, progressive path of songs leading
from one style to another in the most coherent possible way.
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