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Learning with Queries

Among the more interesting remaining
theoretical questions are: inference in the
presence of noise, general strategies for in-
teractive presentation and the inference of
systems with semantics.

Jerome Feldman, in [Fel72]

La simplicité n’a pas besoin d’être simple,
mais du complexe resserré et synthétisé.

Alfred Jarry

We describe algorithm Lstar introduced by Dana Angluin, and which

has inspired several variants and adaptations to other classes of languages.

13.1 The Minimally Adequate Teacher

A minimally adequate teacher is an Oracle that can give answers to mem-

bership queries and strong equivalence queries. We will analyse in Section

9.2 the case where you want to learn with less.

The main algorithm that works in this setting is called Lstar. The general

idea of Lstar is:

- find a consistent observation table (representing a Dfa);

- submit it as an equivalence query;

- use the counter-example to update the table;

- submit membership queries to make the table closed and complete;

- iterate until the Oracle, upon an equivalence query, tells us that the correct

language has been reached.
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318 Learning with Queries

The observation table we use is analogous to that described in Section 12.3,

so we will use the same formalism here.

13.1.1 An observation table

An observation table is a specific tabular representation of an automaton.

An example is given in Table 13.1(a).

λ a

λ 0 1
a 1 0
b 1 0
aa 0 1
ab 1 0

(a) An observation table.

qλ qa

a, b

a

b

(b) The corresponding automaton.

Fig. 13.1. The observation table and the corresponding automaton.

The meaning of the table can be made reasonably clear. By concatenat-

ing the name of a row r with the name of a column c we get a string rc.

The string is in the language if the corresponding cell Ot[r][c] contains a 1,

does not if it is a 0. If the table complies with certain conditions of consis-

tency an automaton can easily be extracted from the table. The automaton

corresponding to Table 13.1(a) is depicted in Figure 13.1(b). We formally

describe a procedure allowing to extract a Dfa from a table (when possible)

in Section 13.1.2.

An observation table is a triple 〈Sta,Exp,Ot〉 with:

- Sta = Red ∪Blue is a set of strings, denoting labels of states;

- Red ⊂ Σ⋆ is a finite set of states.

- Exp ⊂ Σ⋆ is the experiment set;

- Blue = Red ·Σ \Red is the set of states successors of Red that are not

Red;

- Ot : (Sta)×Exp→ {0, 1, ∗} is a function such that:

- Ot[u][e] =







1 if ue ∈ L

0 if ue 6∈ L

∗ otherwise (not known).

Again, to simplify, Red and Blue will be sets of strings also used to label

the states.

There are a number of key ideas one wants to understand in order to grasp

this algorithm.
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Definition 13.1.1 (Holes) A hole in a table 〈Sta,Exp,Ot〉 is a pair

(u, e) such that Ot[u][e] = ∗.

A table is complete ifdef it has no holes.

λ a b

λ 1 1
a 1 1 0
ab 0 0
b 1 1
aa 1 1
aba 0 1 0
abb 1

(a) An incomplete table.

qλ

qaa

qab

b

qb

b

qaa
a

qaba
a

qabb
b

(b) The corresponding automaton.

Fig. 13.2. The automaton corresponding to an incomplete table.

The problem with incomplete tables is that we do not have all the infor-

mation needed to extract a Dfa from a table. In Section 12.3 (page 286)

this was the key problem and no satisfying solution was given. Consider for

instance Table 13.2(a). There are several holes that could be filled in various

manners. For example, the hole corresponding to Ot[ab][b] indicates that

there is no fixed or known value for δ(qab, b). In order to build a Dfa from

this incomplete table, we notice that δ(qab, b) could be just as well qλ as qab.

The situation is represented Figure 13.2(b).

13.1.2 Building a Dfa from a complete and closed table

Building an automaton from a table 〈Sta,Exp,Ot〉 can be done very easily

if certain conditions are met:

- The set of strings marking the states in Sta must be prefix-closed;

- The set Exp is suffix-closed;

- The table must be complete and therefore have no holes;

- The table must be closed.

If these conditions hold we can use Algorithm Lstar-BuildAutomaton

(13.1, similar to Algorithm 12.5, page 291).

Example 13.1.1 Consider Table 13.3(a). We can apply the construction

from Algorithm 13.1 and obtain Q = {qλ, qa}, FA = {qa}, FR = {qλ} and δ
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Algorithm 13.1: Lstar-BuildAutomaton.

Input: a closed and complete observation table (Sta,Exp,Ot)

Output: Dfa 〈Σ, Q, qλ, FA, FR, δ〉

Q← {qu : u ∈ Red ∧ ∀v < u Ot[v] 6= Ot[u]};

FA ← {qu ∈ Q : Ot[u][λ] = 1};

FR ← {qu ∈ Q : Ot[u][λ] = 0};

for qu ∈ Q do
for a ∈ Σ do δ(qu, a)← qw ∈ Q : Ot[ua] = Ot[w]

end

return 〈Σ, Q, qλ, FA, FR, δ〉

is given by the transition Table 13.3(b), then the Automaton 13.3(c) can be

built:

λ a

λ 0 0
a 0 0
aa 0 0
aab 1 0
b 1 0
ab 1 0
aaba 0 0
aabb 1 0

(a) The observation
table.

a b

qλ qλ qb
qb qλ qb

(b) The transition
table.

qλ qb

b

a

a b

(c) Automaton.

Fig. 13.3. An automaton and a table.

13.1.3 Consistency

Definition 13.1.2 (Consistent table) Given an automaton A and an ob-

servation table 〈Sta,Exp,Ot〉, A is consistent with 〈Sta,Exp,Ot〉 when

the following holds:

- Ot[u][e] = 1 =⇒ ue ∈ LFA
(A);

- Ot[u][e] = 0 =⇒ ue ∈ LFR
(A).

Remember that LFA
(A) is the language recognised by A by accepting states,

whereas LFR
(A) is the language recognised by A by rejecting states.
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Theorem 13.1.1 (Consistency Theorem) Let 〈Sta,Exp,Ot〉 be an ob-

servation table closed and complete. If Sta is prefix-closed and Exp is

suffix-closed then Lstar-BuildAutomaton(〈Sta,Exp,Ot〉) is consistent

with the data in 〈Sta,Exp,Ot〉.

Proof Lstar-BuildAutomaton(〈Sta,Exp,Ot〉) is built from the data

from 〈Sta,Exp,Ot〉.

Completing the table by submitting membership queries should allow to

solve some of the ambiguity issues, even if not all.

13.1.4 Tables with no holes

We consider here the case where there are no holes in the table. To reach

this situation, we will have filled the holes by using membership queries.

Definition 13.1.3 (Equivalent prefixes and rows) Two prefixes u and

v are equivalent ifdef Ot[u] = Ot[v]. We will denote this by u ≡Exp v.

The next definition is similar to Definition 12.3.6, page 290.

Definition 13.1.4 (Closed table) A table 〈Sta,Exp,Ot〉) is closed ifdef
given any row u of Blue there is some row v in Red such that u ≡Exp v.

Checking if the table is closed is straightforward. But what can the algorithm

do once it has found that the table is not closed? Let s be the row (of Blue)

that does not appear in Red, add s to Red, and ∀a ∈ Σ, add sa to Blue.

This corresponds to the promotion introduced in Section 12.2.3, page 285.

By repeating this until the table is closed, we are done. Notice that the

number of iterations is bounded by the size of the automaton.

Example 13.1.2

In Gold’s algorithm (Section 12.3) all the Red states were obviously different

one from the other. Moreover, a state was moved to the upper part of the

table only when this condition was met. Because of the lack of control the

learner has over the Oracle, this is not the case here.

An inconsistent table is one from which an automaton cannot be ex-

tracted. This is different from Section 12.3: In this case it is possible to

have Red prefixes/states that seem equivalent and need separating.
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λ a

λ 0 1
a 1 0
b 1 0
aa 0 1
ab 1 1

(a) A table that is not
closed, because of row
ab.

λ a

λ 0 1
a 1 0
ab 1 1
b 1 0
aa 0 1
aba 1
abb

(b) Closing the table.

Fig. 13.4. Closing a table.

Definition 13.1.5 A table is consistent ifdef every equivalent pair of rows

in Red remains equivalent in Sta after appending any symbol.

Ot[s1] = Ot[s2] =⇒ ∀a ∈ Σ, Ot[s1a] = Ot[s2a].

What do we do when we have an inconsistent table? If it is inconsistent,

then let a ∈ Σ be the symbol for which Ot[s1] = Ot[s2] but Ot[s1a] 6=

Ot[s2a]. Let e be the experiment for which the inconsistency has been found

(Ot[s1a][e] 6= Ot[s2a][e]). Then by adding experiment ae to the table, rows

Ot[s1] and Ot[s2] are different. Indeed, Ot[s1][ae] 6= Ot[s2][ae].

Example 13.1.3 Table 13.5(a) is inconsistent: rows a and ab look the

same, but, upon experiment a they fail to be equivalent, since rows aa and

aba are different. Therefore column (and experiment) aa is added, resulting

in Table 13.5(b).

On the other hand, Table 13.5(c) is consistent, since not only Ot[a] =

Ot[ab], but also Ot[aa] = Ot[aba] and Ot[ab] = Ot[abb].

λ a

λ 0 1
a 1 0
ab 1 0
b 1 0
aa 0 1
aba 0 0
abb 1 0

(a) An inconsistent table
(because of a and ab).

λ a aa

λ 0 1 0
a 1 0 1
ab 1 0 0
b 1 0
aa 0 1
aba 0 1
abb 1 0

(b) The table has become
consistent.

λ a

λ 0 1
a 1 0
ab 1 0
b 1 0
aa 0 1
aba 0 1
abb 1 0
(c) A consistent table.

Fig. 13.5. Consistency.
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Once the learner has built a complete, closed and consistent table, it can

construct the Dfa using Algorithm Lstar-BuildAutomaton and make

an equivalence query!

Obviously, if the Oracle returns a positive answer to the algorithm’s equiv-

alence query, it can halt. If she returns a counter-example (u), then the

learner should add as Red states all the prefixes of u, and complete the

Blue section accordingly (with all strings pa (a ∈ Σ) such that p is a prefix

of u but pa is not. In this way at least one new Red line obviously different

from all the others will have been added.

13.2 The algorithm

Algorithm Lstar (13.2) can now be described. First the observation table is

initialised by Algorithm Lstar-Initialise (13.3). This consists in building

one Red row (λ) and as many Blue rows as there are symbols in the

alphabet. Then the iterative construction begins. When the table is not

closed an extra row is added (Algorithm Lstar-Close (13.4)), when it

is inconsistent an extra column is added (Algorithm Lstar-Consistent

(13.5)). At every moment, membership queries are made to fill in the holes.

When ready and the table is closed and consistent, an equivalence query is

made and if unsuccessful, new rows are added (Algorithm Lstar-UseEQ

(13.6)).

Algorithm 13.2: Lstar Learning Algorithm.

Input: –

Output: Dfa A

Lstar-Initialise;

repeat

while 〈Sta,Exp,Ot〉 is not closed or not consistent do
if 〈Sta,Exp,Ot〉 is not closed then

〈Sta,Exp,Ot〉 ← Lstar-Close(〈Sta,Exp,Ot〉);

if 〈Sta,Exp,Ot〉 is not consistent then

〈Sta,Exp,Ot〉 ← Lstar-consistent(〈Sta,Exp,Ot〉)
end

Answer← Eq(〈Sta,Exp,Ot〉);

if Answer 6= Yes then

〈Sta,Exp,Ot〉 ← Lstar-UseEQ(〈Sta,Exp,Ot〉, Answer)
until Answer= Yes ;

return Lstar-BuildAutomaton(〈Sta,Exp,Ot〉)
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Algorithm 13.3: Lstar-Initialise.

Input: –

Output: table 〈Sta,Exp,Ot〉

Red← {qλ};

Blue← {qa : a ∈ Σ};

Exp← {λ};

Ot[λ][λ]←Mq(λ);

for a ∈ Σ do Ot[a][λ]←Mq(a);

return 〈Sta,Exp,Ot〉

Algorithm 13.4: Lstar-Close.

Input: a table 〈Sta,Exp,Ot〉

Output: table 〈Sta,Exp,Ot〉 updated

for s ∈ Blue such that ∀u ∈ Red Ot[s] 6= Ot[u] do
Red← Red ∪ {s};

Blue← Blue \ {s};

for a ∈ Σ do Blue← Blue ∪ {s · a};

for u, e ∈ Σ⋆ such that Ot[u][e] is a hole do Ot[u][e]←Mq(ue)
end

return 〈Sta,Exp,Ot〉

Algorithm 13.5: Lstar-Consistent.

Input: a table 〈Sta,Exp,Ot〉

Output: table 〈Sta,Exp,Ot〉 updated

find s1, s2 ∈ Red, a ∈ Σ and e ∈ Exp such that Ot[s1] = Ot[s2] and

Ot[s1 · a][e] 6= Ot[s2 · a][e];

Exp← Exp ∪ {a · e};

for u, e ∈ Σ⋆ such that Ot[u][e] is a hole do Ot[u][e]←Mq(ue);

return 〈Sta,Exp,Ot〉
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Algorithm 13.6: Lstar-UseEQ.

Input: a table 〈Sta,Exp,Ot〉, string Answer

Output: table 〈Sta,Exp,Ot〉 updated

for p ∈ Pref(Answer) do
Red← Red ∪ {p};

for a ∈ Σ : pa 6∈ Pref(Answer) do Blue← Blue ∪ {pa}
end

for u, e ∈ Σ⋆ such that Ot[u][e] is a hole do Ot[u][e]←Mq(ue);

return 〈Sta,Exp,Ot〉

13.2.1 A run of Lstar
We run Lstar over an example. We start with the empty table, in which

Red = {λ} and Exp = {λ}. A first membership query is made with string

λ. The answer is Yes. a and b are then added to Blue and the member-

ship queries a and b are made. Suppose again the answers are Yes. The

corresponding Table 13.6(a) is closed and complete, so an equivalence query

is made for the automaton depicted in Figure 13.6(b).

Let abb be the negative counter-example returned by the Oracle. The

table is updated to Table 13.7(a). The table is closed so the holes are filled

through membership queries are made, yielding Table 13.7(a).

λ

λ 1
a 1
b 1

(a) A consistent table.

0

a, b

(b) The automaton corresponding to
the Table 13.6(a).

Fig. 13.6. Consistency.

But the Table 13.6(a) is not closed as rows Ot[a] and Ot[ab] coincide

whereas rows Ot[a · b] and Ot[ab · b] do not. Experiment b is the reason

for this so it is added as an experiment and the new Table 13.7(c) has to

be completed. Table 13.7(d) is therefore obtained which is now closed and

complete and can be transformed into an automaton that will be proposed

as an equivalence query (Figure 13.8).

We suppose this time the equivalence query is met with a positive answer

so we halt.
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λ

λ 1
a 1
ab

abb 0
b 1
aa

aba

abba

abbb

(a) Table after
equivalence query
returned abb (as
not in L).

λ

λ 1
a 1
ab 1
abb 0
b 1
aa 1
aba 1
abba 0
abbb 0

(b) Membership
queries are made:
Table is not
closed.

λ b

λ 1 1
a 1 1
ab 1 0
abb 0 0
b 1
aa 1
aba 1
abba 0
abbb 0

(c) Adding a column
to make the table
closed.

λ b

λ 1 1
a 1 1
ab 1 0
abb 0 0
b 1 0
aa 1 1
aba 1 1
abba 0 0
abbb 0 0

(d) The table after
filling the holes is
closed and consistent.

Fig. 13.7. Running Lstar.

qλ qab qabb

b

a

b

a a, b

Fig. 13.8. Automaton after running Lstar.

13.2.2 Proof of the algorithm

On the first hand the algorithm Lstar clearly terminates: Since every reg-

ular language admits a unique minimal Dfa, let us suppose, without loss

of generality, that the target is this minimum Dfa with n states. But since

any Dfa consistent with a table has at least as many states as different rows

in Red, and if a table is closed and consistent then the construction of a

consistent Dfa is unique, therefore the table can only grow ‘vertically’ until

it has n different rows.

Now, each closure failure adds one different row to Red, each inconsis-

tency failure adds one experiment, which also creates a new row in Red.

Each counter-example adds also one different row to Red (notice that many

rows can appear because of the prefixes, but what matters is that at least

one different from the others appears). If to this you add that every time

the table is not consistent or an equivalence query is met by a counter-

example, at least one new row is introduced. Furthermore, the number of

steps between two of such events is also finite. So the total number of these

operations is bounded.

Now, for correction, if the algorithm has built a table with n obviously
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different rows in Red, and n is the size of the minimal Dfa for the target,

then it is the target.

The algorithm therefore is correct and terminates.

Let us now study the complexity of Lstar:

- At most n experiments will be made (including λ), since an experiment

introduces necessarily a new different row. So |Exp| ≤ n.

- For the same reasons at most n equivalence queries are made.

- The number of membership queries is bounded by the total size of the

table which is at most n (the number of experiments/columns) multiplied

by the number of lines (≤ nm where m is the length of the longest counter-

example returned by the Oracle).

Therefore the total number of queries made is at most n2m. A computation

of this number at each step of the algorithm is possible and gives similar

results: The table only grows with the size of the counter-examples returned

by the Oracle.

13.2.3 About implementation issues

One difficulty with the implementation of Lstar comes from maintaining

the redundancy. Actually it is not necessary to implement the actual table.

A better idea is to manage three association tables:

• A first table Mq contains the result of the membership queries. It can be

consulted in constant time to know if a particular string has been queried

or not and if it has if it belongs or not to the language.

• A second table Pref contains the different names of rows, and for each

row, the status: is it Red or Blue?

• A third table just contains the different experiments.

The actual observation table is only simulated by a function Ot(u, v)

which will return the value Mq[uv].

13.3 Exercises

13.1 Run algorithm Lstar on the automaton from Figure 13.9. You will

need to simulate the Oracle too!

13.2 Replace the equivalence queries with the use of sampling query Ex()

in the above. What values of mi should you consider?
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0

1

2

b

a

b

a

b

a

Fig. 13.9. A target automaton.

13.3 It was suggested in Section 9.4 (page 224) that equivalence queries

can be replaced by sampling. Write the algorithm allowing to actu-

ally simulate the equivalence query.

13.4 If one chooses to sample instead of making equivalence query, one

problem is: What do we do with all the examples that did fit the

hypothesis until a counter-example was found? One alternative is to

enter all this information into the observation table. Another is to

ignore it. Which is better? Why?

13.4 Conclusion of the section and further reading

In Chapter 9 we discussed a number of implications of active learning. In

particular, negative results were given.

13.4.1 Bibliographical background

Algorithm Lstar was is due to Dana Angluin [Ang90] and was later adapted

for a robotics scenario by Ron Rivest and Robert Schapire [RS93], and has

led to a number of variants (both in description and in the combination

between the membership and the equivalence queries [KV94, BDGW94b]).

We have concentrated in this chapter on Dfa. In the case of context-free

grammars the negative proofs by Dana Angluin and Michael Kharitonov

[AK91] with Mats are related to cryptographic assumptions. On the other

hand, if structural information is available, Yasubumi Sakakibara proves

the learnability of the class of context-free grammars in this model [Sak90].

Learning balls of strings from different types of queries has also been studied

[dlHJT08].

Returning to the Dfa case, it should be noticed that the Oracle has

no reason to return the counter-example the learner really needs. A more

helpful setting was studied in [BBS00].

Other studies contemplate the fact that the Oracle is somehow bounded:
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In practice, it may be difficult to imagine that the Oracle has the resources

to return an exponentially long example; furthermore, if the Learner can

find a hypothesis correct over the strings of reasonable length only, this may

be sufficient. These questions are discussed in [Wat94, Cas01].

13.4.2 Some alternative lines of research

The model has received considerable attention and there are many papers

on learning with different sorts of queries. Yasubumi Sakakibara [Sak87]

learns context-free grammars from queries; Takashi Yokomori [Yok96] learns

2-tape automata from both queries and counter-examples, and in [Yok94]

non-deterministic finite automata from queries also in polynomial time, but

depending on the size of the associated Dfa; Juan-Manuel Vilar extends

queries to translation tasks in [Vil96], Oded Maler and Amir Pnueli [MP91]

learn Büchi automata from queries over infinite strings.

A recent idea is that of combining membership queries and equivalence

queries in some way. Correction queries [BBBD05, BBDT06] correspond to

strings that the learner hypotheses as being in the language. The Oracle

then presents some correction of the string if the string does not belong

to the language. There are many ways of defining such corrections, some

being more theoretical and other (using the edit distance) closer to possible

applications [Tir08, Kin08, BBdlHJT08]. Again, as in other questions, the

problem of correctly defining a topology over the languages is here of crucial

importance, as the sort of correction one would expect is one of a string

close to the queried string.

In practice, getting hold of equivalence queries is considered to be the

hardest of problems. One way around this is to sample. An evolutionary

algorithm following this line is proposed in [BL05].

One can also consider the case where the Oracle can answer probabilistic

queries. We visit this question in the corresponding chapters (Chapter 10

for some negative results, and Chapter 16 for some positive ones). A typical

idea is to introduce specific sampling queries in order to learn probabilistic

machines [dlHO04].

13.4.3 Open problems and possible new lines of research

We proposed in Section 9.6.3 some problems relating to learning with queries.

More generally, there are a number of reasons for which inventing new query

learning algorithms are making the existing ones more efficient (not just in
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time, in number of queries also) are important issues, and our feeling is that

more research in this area should be encouraged.


