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Learning from Text

No queŕıa componer otro Quijote -lo cual es fácil-
sino el Quijote. Inútil agregar que no encaró nunca
una transcripción mecánica del original; no se pro-
pońıa copiarlo. Su admirable ambición era pro-
ducir unas páginas que coincidieran palabra por
palabra y ĺınea por ĺınea con las de Miguel de Cer-
vantes. Mi empresa no es dif́ıcil, esencialmente leo
en otro lugar de la carta. Me bastaŕıa ser inmortal
para llevarla a cabo.

Jorge Luis Borges, Pierre Menard, autor del
Quijote, Ficciones

Apart from the fascinating (and phoney) linguis-
tic challenge (could a computer, like the young
Tarzan of the Apes, learn a language by simply
reading books written in it?), it has an interesting
position in syntactic pattern recognition.

Laurent Miclet (about grammatical inference)
in [Mic90]

If we suppose that the data has been obtained through sampling, that

means that we have (or at least believe in) an underlying probability over

the strings. In most cases we do not have a description of this distribution,

and we describe three plausible learning settings.

8.1 Identification in the limit from text

Learning from text is considered by many to be the essence of language

learning. It is in a sense the initial problem, the one with least constraints,

and the one that, once we show that it cannot be solved, allows us to consider
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202 Learning from Text

making the problem easier by adding some helpful information like negative

examples, knowledge about the structure or the possibility to interrogate an

Oracle.

We survey the problem, give alternative ways of seeing it and conditions

that have to be met for learning to be possible. We also discuss the issue of

polynomial learning from text.

8.1.1 Why is this a hard problem?

Given only text, that is, strings from a language, guess this

language.

This can be considered as the most pure problem of grammatical inference

or at the very least as the basic problem from which the others derive. In

many cases the other questions are specialisations of this one, they could be

called learning with extra help.

Furthermore there are arguments, in many applications, to believe that

negative information or added bias is not always available. Take the very

much discussed question of language acquisition by children: While it is clear

that text is presented to the child (by the mother), it is quite unreasonable to

hope for labelled negative examples, moreover if we require a presentation of

all possible counter-examples. Even if this point deserves a longer discussion

(one alternative being to describe an interactive learning setting where some

sort of corrections is given, which should be returned in an exploratory

dialogue), the general agreement is that learning from text is the paradigm

in which we should study language acquisition.

Another argument is that even in those cases where negative data may

exist, there are many reasons to believe that these negative strings arrive

in a biased way: It is obviously not the same to learn from near-misses or

from random strings that are not in the language. Taking again the case of

language acquisition, a negative example could be a string that is slightly

wrong: ‘this is me car’, a string in a different language ‘Ceci est ma voiture’,

a random set of words that cannot be parsed ‘car when cooking whereas’ or

even any sequence of symbols ‘gyilgfcliq saauas cfjaeafea’.

Another point worth discussing concerns the type of convergence that we

may want or hope for. Identification in the limit is in this case the better

candidate, but trying to add complexity criteria is again going to be an

issue. Pac learning is possible but not a very exciting question as noticed

in Section 10.4: Only positive data is given for the inference yet positive
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and negative data could be used in testing. As soon as there are instances

of data for which there are two different consistent minimal (for inclusion)

languages, this proves to be impossible.

8.1.2 About languages and grammars

Most of the results in this section have been obtained inside the algorithmic

learning theory community and by inductive inference specialists. In many

cases the words ‘grammar’ and ‘language’ are interchangeable. We will try

to avoid following this trend as we are not only concerned by learnability

but also by ‘efficient’ learnability, and in this case we will consider with care

the question of the representations of the languages.

Adapting from Section 7.2:

Definition 8.1.1 Let L be a class of languages over an alphabet Σ. A Text
presentation of a language L is a function φ : N → Σ⋆ where φ(N) ∈ L.

If L = φ(N) then we will say that φ is a presentation of L.

Text(L) = {φ : N → Σ⋆ : φ(N) = L}.

Note that in the above definition we have abusively not included the

special case of the empty language, for which we either have to allow partial

functions are the presentation of a special symbol not in Σ.

Remember that L is the naming function, it takes a grammar G, and

returns a language L(G) in the class L.

Definition 8.1.2 A class of languages L is identifiable in the limit

from text ifdef there is an algorithm A for which, given any language L

and any presentation φ in Text(L), there exists a rank n such that ∀i ≥ n,

L(A(φi)) = L and A(φi) = A(φn).

In the above definition the class of grammars concerned is implicit. If ex-

plicit, we can rewrite this as follows:

Definition 8.1.3 A class of grammars G is identifiable in the limit from

text ifdef there is an algorithm A for which, given any grammar G in G and

any presentation φ in Text(L(G)), there exists a rank n such that ∀i ≥ n,

L(A(φi)) = L(G) and A(φi) = A(φn).

We will use both definitions, but will prefer the second one when dealing

with complexity issues that depend usually on the type of grammars under

scrutiny. In both definitions, not using the restriction that ∀i ≥ n, A(φi) =

A(φn) leads to the definition of behaviourally correct identification :
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The algorithm may switch indefinitely often between various equivalent de-

scriptions of the language.

8.1.3 The main results, grammar independent

We proved in Section 7.2 (Theorem 7.2.3, page 173) that no super-finite class

of languages was identifiable in the limit from text. A class is super-finite

if it contains all the finite languages and at least one infinite one. The goal

of this section is to generalise this result, and, more importantly, to try to

understand the reasons for which it holds, mainly in order to get around it.

We first provide negative results which show that learning from text is

going to be an arduous task. These do not depend on a specific represen-

tation of the languages. The first two theorems indicate that constructive

proofs may not be available:

Theorem 8.1.1 (Non-union theorem) Let L1 and L2 be two classes of

languages, each identifiable from text. Then L1∪L2 may not be identifiable

from text.

Proof Let L1 = FIN (Σ) be the set containing all finite languages over

some alphabet Σ and L2 = {Σ⋆}. L1 and L2 are identifiable from text but

not L1 ∪ L2.

Theorem 8.1.2 (Non-concatenation theorem) Let L1 and L2 be two

classes of languages, each identifiable from text. L1 ·L2 may not be identi-

fiable from text.

Proof Let L1 = FIN (Σ) as above and L2 = {Σ⋆, {λ}}. Then both L1

and L2 are identifiable from text but L1 · L2 is not.

We turn now to finding necessary conditions for identification in the limit

from text.

Definition 8.1.4 (Limit point) A class L of languages has a limit point

ifdef there exists an infinite sequence Ln, n ∈ N of languages in L such that

L0 ( L1 ( . . . ( Ln ( . . ., and there exists another language L in L such

that L =
⋃

n∈N
Ln.

L is called a limit point of L.

Clearly the class of all regular languages has a limit point since one can

consider an infinite sequence of finite languages, and this is the case for any

super-finite class.
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Theorem 8.1.3 If L admits a limit point, then L is not identifiable from

text.

Proof In the proof of Theorem 7.2.3, page 173, L∞ is the limit point.

Note that the absence of a limit point is a necessary condition for learnabil-

ity; for sufficient conditions, strong computability constraints are required,

but not only (see Exercise 8.4).

Definition 8.1.5 (Accumulation point) A class L of languages has an

accumulation point L ifdef L =
⋃

n∈N
Sn where S0 ⊆ S1 ⊆ . . . ⊆ Sn ⊆ . . .,

and given any n ∈ N there exists a language L’ in L such that Sn ⊆ L′ ( L.

The language L is called an accumulation point of L.

Clearly, if L is a limit point then it is also an accumulation point. In both

cases we will also say that the associated class of grammars G has a limit

or an accumulation point. Not having an accumulation point means that

given any increasing sequence of examples there is always a moment where

the target is one of the smallest consistent languages.

But this can also be a sufficient condition. To prove this we need to rely

on a grammar formalism. We leave this question to the next section.

In the above theorems and definitions the goal, to prove non-identifiability,

is to build an infinite sequence of languages such that identification of at

least one of these languages is impossible: If a learning algorithm takes the

risk of naming a language, that means that no inductive bias is possible:

Why should the learner want to ‘skip’ all the smaller languages and reach

directly for the larger one?

Definition 8.1.6 (Infinite Elasticity) A class of languages L has infinite

elasticity ifdef there exists an infinite sequence of languages L1, . . . , Li, . . .

in L, and an infinite sequence of strings x0, x1, . . . , xi, . . . such that ∀ i ∈ N,

{x0, . . . , xi} ⊆ Li and xi+1 6∈ Li.

Theorem 8.1.4 If L admits a limit point, it has infinite elasticity.

Proof The proof is straightforward.

Definition 8.1.7 (Finite elasticity) L has finite elasticity ifdef it does

not have infinite elasticity.

Again, this will be used to state that a class is identifiable, but will still
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depend on a grammar representation for the class of languages. And an

even stricter restriction allows to obtain positive results even more nicely:

Definition 8.1.8 (Finite thickness) L has finite thickness ifdef given

any non-empty set X, the number of languages in L that contain X is finite.

If a class has finite thickness, identification from text will be possible as

soon as (1) L is recursively enumerable, and (2) we have grammars for each

language in L.

Definition 8.1.9 Let L be a class of languages. A set TL ⊆ L is a tell-tale

set for language L ifdef ∀L
′ ∈ L, TL ⊆ L′ =⇒ L′ 6⊂ L.

Notice that a tell-tale set is a set defined by a language, whereas a charac-

teristic sample depends also on the learning algorithm. Notice also that a

tell-tale set is not the set for which the minimum language containing it is

the target, but only for which the target is a minimal language in the class

of all languages containing this set. Furthermore, we do not (contrarily to

the original definition) require the tell-tale set to be computable.

Proposition 8.1.5 A language L in L has a tell-tale set if and only if L is

not an accumulation point of L.

Proof If a language L is an accumulation point, then given any finite set S of

strings in L, there is another language L′ in L with S ⊆ L′ ( L. Therefore

there is no tell-tale set.

Conversely let L be a language without a tell-tale set, then it means that

for any finite subset S of L, there exists a language LS with S ⊆ LS ( L,

i.e. we can always build a smaller language containing any set, so no set can

be a tell-tale. This enables the construction of an accumulation point.

8.1.4 Grammar depending results

For sufficient conditions for polynomial identification to be expressed we

will have to use grammars, since computation issues are at stake. So let

us suppose that we have associated with the class of languages L a class of

grammars G, for which the membership problem (w ∈ L(G)?) is decidable.

Suppose we have an algorithm that given a positive sample can always

return the smallest consistent solution for that sample, in the following sense:

Definition 8.1.10 MinCons is an algorithm which given a sample S, re-

turns the minimal grammar G in M for a good total order <G, where M is
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the set of smallest (for language inclusion) consistent grammars, i.e. those

such that if S ⊆ L(G′) ⊆ L(G) then L(G′) = L(G).

Notice that we require that the algorithm MinCons returns a grammar

corresponding to a language such that there is no smaller one that contains

the sample, and furthermore which is the smallest grammar for some well

defined (Noetherian) order.

If G (with corresponding class of languages L), which admits a MinCons

algorithm, is algorithmically minimisable, the following two theorems hold:

Theorem 8.1.6 If G is algorithmically minimisable and has finite elasticity,

then G is identifiable in the limit from text.

Proof If G has finite elasticity, then MinCons identifies G in the limit.

It should be added that without the condition that the class of grammars is

algorithmically minimisable, identification remains possible.

Theorem 8.1.7 Let G be algorithmically minimisable. G admits an accu-

mulation point if and only if G is not identifiable from text.

Proof We can use the proof of Theorem 7.2.3, page 173, to show that G is

not identifiable from text.

Conversely suppose the class has no accumulation point, then every se-

quence S0 ⊆ S1 ( . . . ( Sn ( . . . is either finite or, if it is infinite then

there is a point n where there is only one language L such that Sn ⊆ L. If

we have an algorithm that can find a minimally consistent language, we are

done.

One way to learn is to associate with each language some typical examples,

in such a way that we have some enumeration of the languages and the

algorithm returns the first (for the enumeration) language for which all the

typical examples have been seen. This leads to the following definition:

Definition 8.1.11 (Characteristic sets) Let L be a class of languages

and L ∈ L. Let A be a learning function that identifies L from text. Let

L ∈ L.

Then Cs ⊂ Σ⋆ is a characteristic set for 〈L,A〉 ifdef for any presenta-

tion φ ∈ Text(L), ∀n ∈ N, Cs ⊆ φn =⇒ L(A(φn)) = L.

The same definition, if centred on grammars, becomes:
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Definition 8.1.12 (Characteristic sets (grammars)) Let G be a class

of grammars and G ∈ G. Let A be a learning function that identifies G from

text.

Then Cs ⊂ Σ⋆ is a characteristic set for 〈G,A〉 ifdef for any presenta-

tion φ ∈ Text(G), ∀n ∈ N, Cs ⊆ φn =⇒ L(A(φn)) = L(G).

Note that in the case of learning from text, we can use characteristic set

for characteristic sample.

The above definition deserves to be discussed: No condition is put on

the way the examples should be chosen or even on some inclusion relation

between the languages and the characteristic sets. Furthermore the char-

acteristic set obviously depends on the algorithm we are using: Take an

algorithm that decides to reject every odd example and learn only from the

even ones. This algorithm would not be able to use the same characteristic

set as one that uses all the data. We leave as an exercise (8.3) to prove that

there is no universal characteristic set.

Example 8.1.1 Let Σ = {a, b} and consider class FIN (Σ) represented

by finite sets of strings. Consider algorithm ReturnSample which returns

as a grammar the exact set of strings seen so far. Then the characteristic

sample is the exact set of strings composing the language.

We can relate characteristic samples with identification in the limit:

Theorem 8.1.8 A language class L is identifiable in the limit by an algo-

rithm A if and only if each language in the class has a characteristic sample

for 〈L,A〉.

To prove Theorem 8.1.8, we need Lemma 8.1.9 which tells us that the

order in which the presentation is given does not matter for identification.

Definition 8.1.13 An order independent learner A is a learning algo-

rithm such that ∀n ∈ N, ∀φ, ψ ∈ Text(L), if φn = ψn, A(φn) = A(ψn).

Remember that φn is the set of the n first elements from presentation φ, so

φn = ψn corresponds to set (and therefore order-independent) equality.

Lemma 8.1.9 If a class of languages L is identifiable from text, then it is

identifiable by an order independent learner.

Proof Let A1 be eventually an order dependent learner, we construct a new

learner A2 that reads its input, reorders it in some total order, eliminates
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repetitions and runs A1 on this data and returns the result. It is easy to see

that identification will be reached by A2 which is no longer order dependent.

Proof [of Theorem 8.1.8] If L admits characteristic sets, the associated algo-

rithm A1 identifies in the limit. Conversely, if L is identifiable from text, it

is also (by Lemma 8.1.9) identifiable by some order independent algorithm

A2. And consider any set Y such that A2 does not make any further mind

changes. Then this set is characteristic.

Theorem 8.1.10 If L is identifiable in the limit then every language in L

admits a tell-tale set.

Proof If a language does not admit a tell-tale set it is an accumulation point

by Proposition 8.1.5, and we can conclude by using Theorem 8.1.7.

Example 8.1.2 Let us consider five simple classes of languages over a fixed

alphabet Σ of size at least 2. In each case the associated grammars are

implicit:

- SINGLE(Σ) is the set of all singleton languages, i.e. Lu = {u};

- ABO(Σ) is the set of the ‘all but one’ languages Lu, where for each

u in Σ, Lu = Σ⋆ \{u};

- FIN (Σ) is the set containing all finite languages over Σ;

- Let K(u) = {x ∈ Σ⋆ : x ≤sub-seq u}. CONE(Σ) = {K(u) : u ∈ Σ⋆};

- Similarly let KK(u) = {x ∈ Σ⋆ : u ≤sub-seq x}. COCONE(Σ) =

{KK(u) : u ∈ Σ⋆}.

Class Accumula-
tion point

Finite
elasticity

Finite
thickness

Tell tale
sets

Characte-
ristic sets

FIN (Σ) No No No Yes Yes

SINGLE(Σ) No Yes Yes Yes Yes

ABO(Σ) No Yes No Yes Yes

CONE(Σ) No No No Yes Yes

COCONE(Σ) No Yes Yes Yes Yes

Table 8.1. Some classes and their status for learning from text.

Some of the above classes were discussed in Section 3.6.
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It can be easily checked that if we consider the definitions of finite thick-

ness, finite elasticity, characteristic sets, tell tale sets and accumulation

points, one obtains the results represented in Table 8.1.

8.1.5 Polynomial aspects

There are a number of ways of bounding the resources: One can ask for

only a polynomial (in the size of the target) number of examples before

identification. We can want to only change our mind a small number of times

or even only make a number of errors that is reasonable before converging

More precisely, suppose we are given a learning algorithm and we want to

measure the quality of the algorithm. Then we should be able to limit:

- the complete run time of the algorithm, over a typical example or over a

worst case;

- the runtime of the algorithm when needing to update the hypothesis, i.e.

to get from A(fn) to A(fn+1);

- the size of the characteristic set;

- the number of implicit prediction errors;

- the number of mind changes.

This leads to a number of definitions, as for instance the one already

defined in the general case (as Definition 7.3.7, page 178):

Definition 8.1.14 An algorithm A identifies from text a class G of gram-

mars in the limit in Poly-Ipe time ifdef

- A identifies in the limit G from text;

- A has polynomial update time;

- A makes a polynomial number of implicit prediction errors.

Note that the fact of counting implicit prediction errors, sizes of char-

acteristic sets, or mind changes depends on the intended application. One

should naturally count whatever resource is going to be expensive.

8.2 Exercises

8.1 Propose a learning algorithm that identifies in the limit from text a

specific class, but that does not admit characteristic samples.

Hint: Consider a learner that is order dependent, i.e., that will be

influenced by the order in which it sees the examples.
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8.2 The following version of a definition of infinite elasticity (to be com-

pared with Definition 8.1.6, page 205) was proposed in the literature:

Definition 8.2.1 (Infinite Elasticity 2) A class of languages L

has infinite elasticity ifdef there exists an infinite ascending chain

of languages L0 ( L1 ( · · · ( Ln ( . . . .

A class would again have finite elasticity if it did not have infinite

elasticity. Let us call this form of finite elasticity restricted finite

elasticity. Find a class that has restricted finite elasticity but that

cannot be identified in the limit from text.

Hint: one may want to use as a starting point the set of the ‘all

but one’ languages ABO(Σ) introduced in Example 8.1.2, page 209.

8.3 Prove that as soon as a class of languages is non-trivial there is

no universal characteristic set, i.e. one from which any identifying

algorithm will identify each language as soon as the corresponding

set has been presented.

8.4 Find a class that admits accumulation points but not limit points.

8.5 Let BLC(Σ) be the class Ln = {w ∈ Σ⋆ : |w| ≤ n}. Find an

algorithm that identifies BLC(Σ) in the limit from text.

8.6 Prove that the algorithm from Exercise 8.5 works in polynomial up-

date time.

8.7 Prove that the algorithm from Exercise 8.5 does not admit a poly-

nomial characteristic sample.

8.8 Prove that the algorithm from Exercise 8.5 makes an exponential

number of implicit prediction errors, and also an exponential number

of mind changes.

8.9 Prove that BALL(Σ) and GB(Σ) (see page 74) are both identifiable

in the limit from text.

8.10 Prove that BALL(Σ) cannot be identified by a polynomial number

of mind changes, nor of implicit prediction errors.

8.3 Conclusions of the chapter and further reading

8.3.1 Bibliographical background

The approach followed here has concentrated on the algorithmic (and com-

plexity related) aspects of learning from text. The alternative approach,

closer to the computability issues, uses notation TxtEx for the class of

language families that are identifiable in the limit from text.
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Identification from text (Section 8.1) was introduced in E. Mark Gold’s

seminal paper [Gol67]. A lot of work in the field has been done by researchers

in the field of inductive inference, and more specifically in that of algorithmic

learning theory. There have been a lot of variants. We have chosen here to

present things through the questions of complexity theory.

The general picture of identification in the limit from text we have given

here is chiefly based on Christophe Costa Florencio’s PhD [Flo03] and on

Satoshi Kobayashi’s ideas as expressed in [Kob03]. Other sources for this

brief presentation are Takashi Yokomori’s analysis [Yok04], and Dana An-

gluin and Carl Smith’s survey [AS83]. Theorem 8.1.6 (page 207) is usually

attributed to Keith Wright [Wri89] who also introduced the definition of

infinite elasticity, later corrected by Tatsuya Motoki et al. [MSW91]. The-

orem 8.1.7 (page 207) is by Shyam Kapur [Kap91].

Henning Fernau generalised a number oh such results by introducing the

elegant notion of function distinguishability [Fer00, Fer02]: If the language

admits a (special sort of) function to sort out the cases of non-determinism,

then learning from text is easier.

The results of characteristic sets are to be compared with Dana Angluin’s

definition of tell tale sets [Ang80] or Lenore and Manuel Blum’s definition

of locking sequences [BB75]. The flavour is more here that of grammatical

inference, in the line of [dlH97].

Theorem 8.1.10 is by Dana Angluin who introduced the tell-tale sets (page

209) [Ang80], even if her definition also takes into account computability

aspects.

Section 8.1.5 describes work on polynomial identification from text: actu-

ally too little has been studied in this setting, one notable exception being

papers by Takashi Yokomori [Yok03, Yok05].

8.3.2 Some alternative lines of research

The inductive inference community has obtained a variety of results in the

setting of identification from text. The classes of grammars under scrutiny

are sometimes more artificial, but one can find ideas concerning how to do

one-shot learning (the learner has to say ‘halt’ when it knows it has learned),

or how to refute (the learner has to declare, when necessary that no concept

in the class is going to be acceptable) [AS83, OdJMW97, JORS99].

A particular issue arises when probabilities are introduced. One can either

draw a distribution over the presentations or over the examples themselves.

Typically, the definition of identification in the limit will include the adden-

dum ‘with probability one’. We will explore some of these ideas in Chapter
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10. Other lines of research have been followed in [Zeu06] and in the inductive

inference papers.

8.3.3 Open problems and possible new lines of research

Identification in the limit and the polynomial variants may be of use when

trying to study complexity for online and incremental problems. The key

question of being able to study complexity issues in problems that do not

obey to the traditional ‘here is the data, this is the decision or optimisation

problem you have to solve, solve it’ may be able to receive at least a partial

answer through more effort on the question of polynomial identification in

the limit. Indeed, there is a mixture of short term goals (do as well as you

can with the data available at that point) and long term goals.




