
10

Learning Distributions over Strings

El azar tiene muy mala leche y
muchas ganas de broma.

Arturo Perez Reverte

All knowledge degenerates into
probability.

David Hume, A Treatise on
Human Nature, 1740

If we suppose that the data has been obtained through sampling, that

means that we have (or at least believe in) an underlying probability over

the strings. In most cases we do not have a description of this distribution,

and we describe three plausible learning settings.

The first possibility is that the data is sampled according to an unknown

distribution, and that whatever we learn from, this data will be measured

with respect to this distribution. This corresponds to the well known Pac-

learning setting (Probably Approximately Correct).

The second possibility is that the data is sampled according to a distri-

bution itself defined by a grammar or an automaton. The goal will now

no longer be to classify strings but in order to learn this distribution. The

quality of the learning process can then be measured either while accepting

a small error (most of the time, since a particular sampling can have been

completely corrupted!), or in the limit, with probability one. One can even

hope for a combination of both these criteria.

There are other possible related settings that we only mention briefly here:

An important one concerns the case where the distribution in the Pac model

is computable, without being generated by a grammar of an automaton. The
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232 Learning Distributions over Strings

problem remains a classification question for which we have only restricted

the class of admissible distributions. This responds in part to a usual attack

against the Pac model, namely that wanting to beat any distribution is too

hard and the reason for which there are so few positive results. This leads

to definitions based on Kolmogorov complexity, usually called Simple-Pac

or Pac-S: A good distribution is (in a very simplified view) one where the

simple strings have higher probability, whereas the complex ones (those that

are incompressible) have very low probability.

A common feature in all cases is that the distribution does not change

over time.

Another common feature is that the learning algorithm has to learn a

grammar given a confidence parameter δ and an error parameter ǫ. The

error parameter ǫ will measure how far from the ideal solution we should

accept to be. Obviously the smaller this parameter, the more examples and

time the learner should be allowed in order to meet the bound. Typically,

these resources will be function of 1
ǫ
. On the other hand one can never

be sure that the sampling process is significant. Obviously, we will only

sample a finite number of times, and therefore, we can expect to be unlucky

from time to time. This is taken account of by the confidence parameter δ.

Inside δ we will put the probability that sampling has gone wrong. Again,

the smaller the δ, the more resources the learner will need.

10.1 About sampling

The first problem about sampling is that it may not be that easy to do!

There are many situations where there is a distribution over the strings,

but just ‘picking a string’ is not that easy. Let us suppose nevertheless for

the moment that this is not the case and that we are in a context where

sampling is possible.

From a theoretical point of view let us imagine we are sampling by using

a Pfa. This defines a distribution over strings so it seems that it would be

easy to use the Pfa. But, unless the underlying language is finite, the gen-

eration process only terminates with probability one! Indeed, since a string

is generated character by character, there is a loop in the Pfa (if the under-

lying language is infinite) and therefore the probability of adding another

character is not null. Indeed, the probability of generating an infinitely long

string is zero, but the problem remains.

We will therefore have to make a distinction between learning using prob-

abilistic queries (such as Ex) and learning using exact queries (for instance

if we interrogate the oracle and ask for the probability of a given string).
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In the case of learning from strings, when sampling, we have to deal with

several different issues: the cost, the distribution and the fact of being able

to specialise the queries.

Even if in practice, sampling may have a cost, we will consider that sam-

pling is done through using a very simple query Ex(), which returns in O(1)

a string, with its label; the length of this string therefore only intervenes

when we read it. Again, by doing this we are not addressing the difficult

question of the generating process terminating only with probability one.

The position we choose is more practical than theoretical.

If we have access to different distributions, we will indicate which one

we use when sampling as follows: ExD() gets a new example using the

distribution D.

We are going to sample examples which will be used to learn from. In

the case of strings, there always is the risk (albeit often small) of sampling

a string too long to account for in polynomial time. In order to deal with

this problem, we can sample from a distribution restricted to strings shorter

than a specific value given by the following lemma:

Lemma 10.1.1 Let D be a distribution over Σ⋆. Then given any ǫ > 0

and any δ > 0, with probability at least 1-δ we have: If we draw, following

distribution D, a sample S of size ↾ S ↿ at least 1
ǫ
ln 1

δ
, the probability that

a new string x is longer than any string seen in the sample, is less than ǫ.

Formally, if we write µS = max{|y| : y ∈ S}, then PrD(|x| > µS) < ǫ.

Proof Remember that the sample can be considered as a random variable.

Denote by µǫ the smallest integer such that the probability for a randomly

drawn string to be longer than µǫ is PrD(Σ>µǫ) < ǫ.

A sufficient condition for PrD(|x| > µS) < ǫ to hold is that we take a

sample large enough to be nearly sure (i.e. with probability at least 1 − δ)

to have at least one string longer than µǫ. On the contrary, the probability

of having all (n) strings in S of length bounded by µǫ is at most (1 − ǫ)n.

Using the fact that (1− ǫ)n > δ implies that n < 1
ǫ
ln 1

δ
, it follows that it is

sufficient to take n > 1
ǫ
ln 1

δ
to have a convenient value of µS .

The above result should not mislead us to believe that we have gone from

distribution free learning to a setting where the distributions are controlled.

We are just indicating that if we are asked to learn for a given pair ǫ, δ we

can test (for δ/2 and ǫ/2) in order to get a bound we can work with. That

means that at the end of the learning process the errors will sum up and we

will get the desired result over all strings in Σ⋆.
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There are usually two ways of describing a distribution learning algorithm.

The first consists in supposing the sample is already present, that it has

randomly been drawn according to the distribution. In that case we should

learn from there, and the sample being part of the data, it is reasonable to

consider tractability issues depending on the size of this sample. In practical

settings this is usually what the algorithms do, and we will present them

in that way for the task of learning probabilistic automata (in Chapter 16)

or for that of estimating the parameters of an automaton or a grammar (in

Chapter 17). The second possibility (which we will follow in this chapter)

is that the learning algorithm starts from nothing and that sampling is part

of the learning process. This allows a better measure of the hardness of the

learning problems (which is the goal here). It should be added that both

paradigms can reduce one to the other, at the price of technical details.

The algorithm can query an Oracle: It may ask for an example randomly

drawn according to the distribution D. The query will be denoted Ex().

When the Oracle is only being queried for a positive example of a language

we will write Pos-Ex(). Finally, if we pass a value m bounding the length

of the admissible strings, we will write Ex(m) (or Pos-Ex(m)) and the

Oracle will return a string drawn from D(L), D(Σ≤m) or from D(L∩Σ≤m),

where we denote by D(L) the restriction of distribution D to the strings in

L: PrD(L)(x) = PrD(x)
PrD(L) if x ∈ L, 0 if not. PrD(L)(x) is undefined if L is the

empty set.

This idea is extended to the notion of specific sampling (which we dis-

cussed briefly in Chapter 7, page 188) consisting in sampling for a string

that has a chosen property.

10.2 Some bounds

A soon as an underlying distribution exists over Σ⋆, we can consider sam-

pling and the first important question is:

How good is my sample?

Now the question in itself is ill-posed: Is a sample of 500 heads and 500

tails good or bad for an unbiased coin? In other words, once the sample is

there, where is the randomness?

The correct question is therefore a priori :

How good is my sample going to be?
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This means that when measuring statistical properties related with a sam-

ple, we will consider the sample as a random variable.

The next issue is to measure this, and we will have to use distances. The

key idea is to be able to say that the sample is with high probability going to

be representative, in which case learning should be able to take place. We

recall here some of the main sampling bounds used in machine learning.

Chernov additive bounds measure the probability that in a sample ran-

domly drawn from a distribution D, if we are measuring some event of

probability p over this sample, then we have

∀ǫ > 0, ∀n ∈ N, P rD
(f

n
− p > ǫ

)

< e−2nδ2

where the sample is of size n and the observed frequency is f . Notice that

the test is one-sided only.

The Hoeffding bound derived goes as follows: For the observed frequency

f (over n trials) of a Bernouilli variable of probability p, given some value

δ > 0 and ǫ =
√

1
2n

log 2
δ
, then with probability greater than 1-δ,

∣

∣p−
f

n

∣

∣ < ǫ (10.1)

If we now turn our attention to the size of a sample with respect to δ

and ǫ, we can rewrite Equation 10.1 as: If we sample at least n > 1
2ǫ2

log 2
δ

elements, then with probability greater than 1-δ:

∣

∣p−
f

n

∣

∣ < ǫ

Practically, we may be given two samples extracted from the same distri-

bution, and we want to measure if (with high probability) these two samples

come from the same distribution or not. We cannot do the first without prior

knowledge of the parameters, but if we have two samples of respective sizes

n1 and n2 over which the observed frequencies of the event are respectively

f1 and f2, we can use:

∣

∣

f1

n1
−

f2

n2

∣

∣ < ǫ

which is true with probability at least 1-δ, with ǫ =
√

1
n1+n2

log 2
δ
.

Suppose now we have a distribution D over Σ⋆, and suppose we sample n

strings following D. We denote such a sample by XD,n, which can therefore

be used as a random variable. Then the empirical distribution corresponding

to this random variable is denoted X̂D,n.
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Consider now some testable property φ over a set of strings. We want to

measure how close X̂D,n is to D using φ as a measure. This means that in

the above equations we use |XD,n|φ instead of f and |XD| instead of n, where

the notation |XD,n|φ measures the number of times property φ is verified in

sample XD,n (see Section 5.4.2, page 119).

10.3 Pa-learning languages

The question here is not to learn underlying distributions, but to learn a

classifier in a world where the strings belong (or not) to a language and

there is a distribution over the strings, distribution that will be followed

both when we sample strings to learn from and when we have to sample

strings to check if whatever we have learnt is of any value.

The combinatorial results from Chapter 6 imply that exact polynomial

identification is very often too hard to obtain for most classes of grammars;

this might still leave room for approximately learning. The Pac (Proba-

bly Approximatively Correct) paradigm has been widely used in machine

learning to provide a theoretical setting for this.

Definition 10.3.1 (ǫ-good hypothesis) Let G be the target grammar and

H be a hypothesis grammar over Σ. Let D be a distribution over Σ⋆. We

say, for ǫ > 0, that H is an ǫ-good hypothesis with respect to G ifdef
PrD

(

x ∈ L(G)⊕ L(H)
)

≤ ǫ.

A learning algorithm is now asked to learn a grammar given a confidence

parameter δ and an error parameter ǫ. The algorithm must also be given

an upper bound on the size of the target grammar and on the length of the

examples it is going to get (perhaps using an extra sample built thanks to

Lemma 10.1.1, page 233).

Definition 10.3.2 (Polynomially Pa-learnable) Let G be a class of

grammars. G is Pac-learnable ifdef there exists an algorithm A with the

following property:

For each n in N, for every grammar G in G of size at most n, for every

distribution D over Σ⋆, for every ǫ > 0 and δ > 0, if A is given access to

Ex(m), m and n, ǫ and δ then, with probability at least 1-δ, A outputs an

ǫ-good hypothesis with respect to G.

If A runs in time polynomial in 1
ǫ
, 1

δ
, |Σ|, m and n we say that G is

polynomially Pa-learnable.

Notice that in order to deal with the unbounded length of the examples
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we have implicitly used an ǫ′ = ǫ
2 and a fraction of δ to compute m and

accept to make an error of at most ǫ′ over all the strings of length more

than m, and then use Ex(m) instead of Ex().

10.4 Pa-learning from text

In certain cases it may even be possible to Pac-learn from positive examples

only. In this setting, during the learning phase, the examples are sampled

following Pos-Ex() whereas during the testing phase the sampling is done

following Ex(), but in both cases the distribution is identical. Again we

can sample using Pos-Ex(m), where m is obtained by using Lemma 10.1.1

and little additional cost. It is easy to see that if in a class there are two

languages L1 and L2 such that L1 ∩ L2 is not in the class, then the class is

not polynomially Pac-learnable from text.

Lemma 10.4.1 If L contains two languages L1, L2 such that L1 ∩ L2 6= ∅
and L1 ∩ L2 6∈ L, then L is not Pac-learnable from text.

Proof Let w1 be a string in L1 − L2, w2 be a string in L2 − L1 and w3 be

a string in L1 ∩ L2. We now consider distribution D1 where PrD1
(w1) =

PrD1
(w3) = 1

2 and distribution D2 where PrD2
(w2) = PrD2

(w3) = 1
2 . It is

easy to see that learning L1 from D2 and learning L2 from D1 will reach

necessarily an identical result. But when testing, the error will be, in one of

the two cases, of at least 1
2 .

Note that Lemma 10.4.1 is given in terms of languages (and not gram-

mars), because the actual representations are not at stake.

10.5 Identification in the limit with probability one

If we are attempting to learn distributions represented by probabilistic finite

automata or grammars, we have the alternative either to try to measure

success through approximation and therefore to learn a distribution close to

the intended distribution, or to try to identify the distribution. In this case

the presentation is going to follow the distribution itself, and we will hope to

obtain results with probability one: The idea is that it is impossible to get

on the long run, empirical distributions too far away from the theoretical

one.

Identification in the limit with probability one should be understood as

follows: When given an increasing sequence of strings (constituting at each

moment the sample), identification can only be avoided for a finite period of
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time. Just like in the case of identification in the limit, the actual moment at

which identification will be achieved is usually not guaranteed. We comment

immediately upon some important points:

- Why say ‘identification with probability one’? This is better understood

if we argue that in the limit, the probability of having an amazingly long

sequence of bad luck decreases to zero, i.e. the probability ad infinitum

of having some bizarre event like only heads is 0. Therefore, the comple-

ment, or the probability of not having an amazing sequence of events, is

one. This also can be understood as saying that even if some event with

probability p can be avoided for a very long time, this cannot be the case

for ever.

- Again this should primarily be read as a necessary condition. Even if

identification in the limit with probability one does not involve a partic-

ular goodness in practice of the learning algorithm, on the other hand

not having this property always means that some bias is not correctly

described.

We introduce some notations first. Suppose we have a learning algorithm

A, attempting to learn a distribution D. Let ρ be a run of this algorithm.

This run consists in iterating

(i) having a current hypothesis Hi−1,

(ii) making a query to the Oracle,

(iii) receiving the i-th answer wi from the Oracle,

(iv) adding this string to the current sample S,

(v) updating the hypothesis and building Hi.

The first hypothesis is H0 and the first example is a w1.

Definition 10.5.1 (Identification in the limit with probability one)

A class of probabilistic grammars G is identifiable in the limit with

probability one ifdef there exists an algorithm A that for any grammar G

in G, uses ExDG
() to build a series of hypothesis H0, H1, . . . Hn . . . With

probability one, for all but a finite number of values of n, L(Hn) = L(G).

We will also say that A identifies G in the limit with probability one.

The key lemma necessary to derive results in the limit and with probability

one is the following, based on the iterated logarithm:
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Lemma 10.5.1 Let φ be a property over Σ⋆. Let D be a distribution over

Σ⋆ and p be the probability that φ holds on a string randomly drawn following

D. Let c be a constant (c > 1) and let I(n) =

√

6c(log n)
n

.

Then, if we consider a random variable X corresponding to a sample of

size n, sampled following D, with X̂D,n the empirical distribution built from

X,

- with probability at least 1− n−c,

- with probability one and for all but a finite number of values of n,

L∞

( |X̂D,n|φ
n

, p
)

≤ I(n)

The first part of this lemma was introduced as Lemma 5.4.2, page 123.

10.5.1 Identifying probabilities

If one is measuring some event and is counting how often the event is realised,

the fraction number of successes
number of trials is of course going to vary with time. Therefore,

to identify a fraction, one should return some other value than just the direct

estimation. From Lemma 10.5.1 above, we can build a test that is false

infinitely often for all but the correct fraction.

Algorithm 10.1: Enumeration identification algorithm.

Input: a property φ : Σ⋆ → {0, 1}
Output: PrD(φ(x))

a← 0;

b← 0;

while true do
x← ExD();

a← a + φ(x);

b← b + 1;

i← 0;

j ← 1;

while L∞(a
b
, i

j
) >

√

12(log b)
b

do

〈i, j〉 ← Next Fraction(〈i, j〉)
end

print i
j

end

Thus if we have a way of enumerating all fractions, we can identify any
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fraction. This is the goal of Algorithm 10.1. We leave the construction of

function Next Fraction to Exercise 10.2, page 248: This function has to

produce, one after another, all the possible fractions. Note that Algorithm

10.1 never halts and just prints, after each query, the first fraction in the

enumeration acceptably close to the recorded relative frequency.

An alternative to enumeration is to explore the set of all probabilities in

a different manner. We use Stern-Brocot trees for this in Algorithm 10.2.

Stern-Brocot trees are introduced to represent the set of all fractions in

normal forms. The number of these fractions is of course infinite, but the

spirit of the construction can be understood in Figure 10.1. The idea is

that more and more complex fractions can be obtained through summing

both numerators and both denominators of two consecutive fractions. This

operation can be performed generation after generation: In the first gen-

eration the process starts with 0
1 and 1

1 : The median 0+1
1+1 is built and the

three fractions, once ordered, are 0
1 , 1

2 and 1
1 . With the same operation in

between two consecutive fractions we next obtain 0
1 , 1

3 , 1
2 , 2

3 and 1
1 . The rest

of the process is best described in Figure 10.1. Let us note that it can be

proved that any fraction (between 0 and 1) will be generated at some point

or another.
0

1

1

1

1

2

1

3

2

3

1

4

2

5

3

5

3

4

1

5

2

7

3

8

3

7

4

7

5

8

5

7

4

5

Fig. 10.1. The first fractions using Stern-Brocot trees.

Algorithm 10.2 identifies in the limit any fraction in ]0, 1[. If we want to

add rationals 0 and 1, two lines specific for these cases have to be added

before the loop.
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Algorithm 10.2: Stern-Brocot identification.

Input: z, n

Output: estimation of z
n

a1 ← 0;

b1 ← 1;

a2 ← 1;

b2 ← 1;

while
∣

∣

z
n
− a1+a2

b1+b2

∣

∣ > I(n) do /* Too far from a nice fraction */

if z
n

> a1+a2

b1+b2
then

a1 ← a1 + a2;

b1 ← b1 + b2

else
a2 ← a1 + a2;

b2 ← b1 + b2

end

end

return a1+a2

b1+b2

Note that the Stern-Brocot encoding allows to encode fractions as strings.

This can be done by means of Algorithm 10.3. For example, the encoding

corresponding to fraction 2
7 is string llr. Algorithm 10.3 encodes rational

numbers in ]0; 1[, but an extension to cope with all fractions is easy to

implement.

10.5.2 Complexity issues in identification with probability one

The first definition we shall discuss has led to the implicit definition of

polynomial identification that has been used in the literature. It basically

states that identification has to be obtained by using an algorithm that

has polynomial runtime. It therefore does not put any requirement on the

number of examples needed for the identification to take place. This does

not mean that a polynomial number of examples may be sufficient. We will

refer to this definition as weak polynomial identification:

Definition 10.5.2 (Weak polynomial identification in the limit with

probability one) A class of probabilistic grammars G is weakly polyno-

mially identifiable in the limit with probability one ifdef there is an algorithm

A and a polynomial p for which, for any grammar G in G:

- A identifies G in the limit with probability one;
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Algorithm 10.3: Encoding a fraction as a string.

Input: a pair of integers z and n corresponding to fraction z
n

Output: a string over {l, r}
a1 ← 0;

b1 ← 1;

a2 ← 1;

b2 ← 1;

s← λ;

while z
n
6= a1+a2

b1+b2
do

if z
n

> a1+a2

b1+b2
then

a1 ← a1 + a2;

b1 ← b1 + b2;

s← s · l
else

a2 ← a1 + a2;

b2 ← b1 + b2;

s← s · r
end

end

return s

- A works in time polynomial with the size of the learning data obtained

through sampling.

Notice that the quantity of sampling required to learn is not made precise

in the above definition. This leads to a serious flaw:

Theorem 10.5.2 Let G be a recursively enumerable class of grammars for

which distance L∞ is computable (i.e. we can compute L∞(S,G) for any

sample S). G is weakly polynomially identifiable in the limit with probability

one.

Proof We sketch the proof as follows. Suppose we have a simple enumerative

algorithm, without any polynomial limitations. Then we use this simple

enumerative algorithm to find the first grammar consistent with the current

sample S in the following sense:

Consistent(S,G) = L∞(S,G) < I(|S|), with I(n) =

√

6a(log n)

n
.

It is easy to see that this enumerative algorithm will identify the target in

the limit with probability one, since with probability one each of the (finite
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number of) grammars that appear before the target in the enumeration will

be inconsistent with the sample an infinite number of times. And the actual

target grammar will (because of Lemma 10.5.1, page 239) be consistent all

but a finite number of times.

But then, obviously, this algorithm is not polynomial! To make the algo-

rithm fit with the complexity constraints, we just make the algorithm keep

track of the time it is entitled to from the current examples. The algorithm

then computes as far as it can go with that time and returns whatever so-

lution it has reached at that point. With the next example the algorithm

is given more time and can continue the computation further. There is a

point where the algorithm will converge.

Corollary 10.5.3 DPFA(Σ) is weakly polynomially identifiable in the

limit with probability one.

An alternative definition which would bound the overall time is as follows:

Definition 10.5.3 (Strong polynomial identification in the limit

with probability one) A class of probabilistic grammars G is strongly

polynomially identifiable in the limit with probability one ifdef there is an

algorithm A and two polynomials p and q for which, for any grammar G in

G and any δ > 0:

- A identifies G in the limit with probability one;

- A works in time in O(p(‖support(S)‖, 1
δ
)), where S is a learning

sample;

- if |S| ≥ q(‖G‖, 1
δ
), A computes with probability at least 1 − δ a rep-

resentation H such that L(H) = L(G).

The above definition takes into account two aspects: As before, the algo-

rithm is required to identify in the limit and to work in time polynomial in

the total lengths of the strings in the sample; furthermore, with high prob-

ability, identification is expected from a polynomial number of examples

only.

We prove now that even in the case where we have only to choose one

probability out of n, identification requires a number of strings that is too

important. The argument is independent of the encoding of the grammars

and of the priorities. Putting it simply it says that if you want to distinguish

with high certitude between n probabilities, you are going to have to work

from a sample of size exponential in n. To do so we do not make any

assumption on the way the learning algorithm is to use the information it

receives. Let us consider n probabilistic languages D1, D2,. . . , Dn over a set
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of only two strings, x and y: precisely PrDi
(x) = pi and PrDi

(y) = 1 − pi.

We have also ∀i, j ≤ n, pi 6= pj .

Proposition 10.5.4 Let L be a class of distributions that contains distri-

butions D1, D2,. . . , Dn as above, let G be a grammar class for L, let A

be any algorithm that identifies G with probability one and m be an integer.

Given any polynomial p(), there is a Di in L such that the probability that

A(XDi,m) returns a grammar H with L(H) = Di, is at most 1
p(m) .

Proof [sketch] In the above definition, the algorithm may be randomised.

One should note that the different distributions are all binomials and an al-

gorithm is certain to make errors between Di and Dj every time the samples

coincide. This corresponds to computing an upper bound on the tails of the

binomials. In order for A to distinguish each binomial with probability at

least 1-δ, it needs an exponential number of strings in n.

The above proposition seems to leave room for polynomial sampling to

be sufficient in order to achieve identification in the limit with probability

one, and do this with probability at least 1 − δ, but we should remember

that the number of samples is here polynomial with the number of possible

probabilities. And if in a reasonable encoding scheme these are encoded in

base 2, then we have a problem, since the number of different probabilities

that can be encoded with k bits is 2k.

As this applies to regular languages when represented by Dpfa as a corol-

lary we have:

Theorem 10.5.5 DPFA(Σ) is not strongly polynomially identifiable in

the limit with probability one.

In Section 10.9.3 we will propose to restrict the number of possible prob-

abilities in order to overcome this obstacle.

10.6 Pa-learning distributions

In the previous section, the criterion of identification with probability one

suffers from the same problems as identification in the limit in the non-

probabilistic setting: From a given sample it is not only impossible to know

if identification has taken place, but even how far from being correct we

are. In order to do better we turn to the Pac setting which can be adapted

to the problem of learning distributions: Errors are no longer counted as
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misclassifications, but as distances between the expected probabilities and

the real ones.

In turn, if we don’t access the real (target) probabilities, these can be

estimated from a sample.

Definition 10.6.1 (ǫ-good hypothesis) Let G be the target probabilistic

grammar and H be a hypothesis grammar. Let Lα be a distance between

distributions. We say, for ǫ > 0, that H is a Lα-ǫ-good hypothesis with

respect to G ifdef Lα

(

L(G), L(H)
)

≤ ǫ.

Note the importance of the choice of the distances:

Definition 10.6.2 (Polynomial Lα-Pa-learnable distributions) Let

G be a class of probabilistic grammars. G is Lα-Pac-learnable ifdef there

exists an algorithm A with the following property: For every grammar G

in G of size at most n, for every ǫ > 0 and δ > 0, if A is given access to

Ex(m), m and n, ǫ and δ then with probability at least 1-δ, A outputs a

Lα-ǫ-good hypothesis with respect to G. If A runs in time polynomial in 1
ǫ
,

1
δ
, |Σ|, m and n we say that G is polynomially Lα-Pa-learnable.

The above definition’s power will very much depend on the distance you

use. For instance, using L∞:

Proposition 10.6.1 DPFA(Σ) is polynomially L∞-Pac-learnable.

Proof This is a consequence of Lemma 10.5.1. Let us consider the simple

algorithm ReturnPta (see Section 5.4.2, page 119) which, given a learning

sample, constructs a Dpfa that represents exactly the empirical distribution

corresponding to the sample. Obviously, ReturnPta is no good at iden-

tifying Dpfa. Nevertheless ReturnPta will polynomially L∞-Pac-learn

Dpfa as, with high probability, the distance according to norm L∞ between

the empirical distribution and the target distribution converges very fast.

On the other hand, it can be shown that the above result is no longer

true when the distance is taken according to another norm. For instance,

for the norms L1 and L2, a language which shares the mass of probabilities

in a uniform way over an exponential number of strings will not be closely

approximated by the empirical distribution drawn from only a polynomial

number of strings.

We will not prove here the following proposition:
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Proposition 10.6.2 DPFA(Σ) is not polynomially L1-Pac-learnable.

10.7 Learning distributions with queries

We first adapt the definitions from Section 7.5 about active learning, to the

case of learning distributions with probabilistic queries.

Definition 10.7.1 A class G is identifiable in the limit with probability one

with queries from Quer ifdef there exists an algorithm A such that ∀G ∈ G,

A identifies G in the limit with probability one, i.e., returns with probability

one a grammar G′ equivalent to G and halts.

And the polynomial aspects are taken account by the following definition

(adapted from Section 7.5.3):

Formally, let Quer be a fixed set of queries, G be a grammar class and A

be a learning algorithm. Suppose that to identify G, algorithm A makes on a

particular run ρ queries q1, . . . ,qn. We denote by Lq(ρ, i) the length of the

longest counter-example (or information) returned by the queries q1, . . . ,qi

in ρ, and Rt(ρ, i) the running time of A before interrogating the Oracle

with query qi. Lq(ρ, n + 1) and Rt(ρ, n + 1) refer to the values of Lq and

Rt at the end of the entire run ρ.

Definition 10.7.2 A class of grammars is polynomially identifiable in

the limit with probability one with queries from Quer ifdef there exists an

algorithm A and a polynomial p() for which ∀G ∈ G, A identifies G in the

limit with probability one, and, for any valid run ρ with n queries, we have

∀i ≤ n + 1, Rt(ρ, i) ≤ p(‖G‖, Lq(ρ, i)).

Let ρ be a run of a learner A. Let 〈r1, r2, . . . , rm〉 the sequence of replies

to queries 〈q1,q2, . . . ,qm〉 the Oracle makes during run ρ. We will say that

A is polynomially bounded ifdef there exists a polynomial p(, ), which,

with probability one, when given any target grammar G, any run ρ, at any

query point k of the run, denoting the runtime up to that point by tk, we

have:

- |qk| ≤ p(‖G‖,max{|ri| : i < k}

- tk ∈ O(p(‖G‖,max{|ri| : i < k})

10.7.1 Extended membership queries

An extended membership query is made by providing to the Oracle a string

x. The Oracle then has to return the probability of x.



10.7 Learning distributions with queries 247

It is easy to show that Dpfa are learnable from extended membership

queries only if Dfa are learnable from membership queries, which is known

not to be the case as will be shown in Section 9.2.

Theorem 10.7.1 DPFA(Σ) is not identifiable in the limit with probability

one by a polynomially bounded learner from extended membership queries

only.

Proof If not DFA(Σ) would be identifiable from membership queries.

We transform a completed Dfa A = (Q,Σ, δ, qλ, F ) into a Dpfa B =

(Q′,Σ′, δP, q′λ, FP) as follows:

- Q′ = Q ∪ {qf};

- Σ′ = Σ ∪ {′+′,′−′};

- ∀q ∈ Q, δP(q,′ +′) = qf , δP(q,′−′) = qf ,

∀q ∈ Q,∀a ∈ Σ, δP(q, a) = δ(q, a);

- q′λ = qλ;

- ∀q ∈ Q, FP(q) = 0, FP(qf ) = 1;

- ∀q ∈ Q, ∀a ∈ Σ, FP(q, a) = 1
2·|Σ| , ∀a ∈ Σ, FP(qf , a) = 0,

if q ∈ F then FP(q,′ +′) = 1
2 , FP(q,′−′) = 0,

if q 6∈ F then FP(q,′ +′) = 0, FP(q,′−′) = 1
2 .

The above construction is made from a completed Dfa, i.e. a Dfa to

which eventually an extra non-final state has been added and is reached by

all absent transitions. This ensures that through the construction we have

w ∈ LA ⇔ PrB(w+) = (2·|Σ|)−|w|

2 . An extended membership query therefore

gives us the same information on the underlying Dpfa as a membership

query would.

10.7.2 Extended prefix language queries

An extended prefix language query is made by submitting to the Oracle

a string w. The Oracle then returns the probability Pr(w Σ⋆). It can be

noticed that an extended membership query can easily be simulated through

|Σ| extended prefix language queries.

Theorem 10.7.2 DPFA(Σ) is not identifiable in the limit with probability

one by a polynomially bounded learner, from extended prefix language queries

only.
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Proof Let w ∈ Σn and consider the following probabilistic language Dw:

∀x ∈ Σn, x = w ⇒ pDw
(x) = 0, x 6= w ⇒ pDw

(x) = 1
2n , pDw

(wa) = 1
2n . For

all other strings pDw
(x) = 0.

This language is recognised by a Dpfa with at most 2n + 2 states. Call

Ln the set of all languages Dw with w ∈ Σn. Now let the Oracle answer to

each extended prefix language query ‘x’ with the quantity 1
2|x|

if |x| ≤ n, 0 if

not. Then it is straightforward that in the worse case 2n queries are needed.

10.8 Exercises

10.1 Compute, for ǫ = 0.1 and δ = 0.1, the values of n derived from the

Hoeffding bound and the Chernov additive bound.

10.2 Write the algorithm Next Fraction that can enumerate all frac-

tions, used in Algorithm 10.1 (page 239).

10.3 Compute how many examples are needed to separate two probabil-

ities: Given δ > 0, how large does a sample have to be in order to

tell with probability at least 1 − δ if we are facing one probability

or the other? Obviously, if we can choose the two probabilities, the

question can be trivial. But what happens in a general case?

10.4 Consider the following game: Player 1 chooses k coins, each with its

bias (the probability of ‘heads’. Then he gives the coins to Player 2

who chooses one of these coins and gives it back to Player 1. Player

1 must now toss the coin as many times as he needs and when he

is sure, with probability at least 1− δ that he knows which coin he

has, he should name it. How should Player 1 choose the coins for

k=2, 3 and 4? What about the general case?

10.5 Derive from the preceding exercise the minimum number of tosses

Player 1 has to make. Note that this gives you the detailed proof of

Proposition 10.5.4.

10.6 Give an algorithm that learns Dpfa from both extended membership

queries and distribution equivalence query. A distribution equiv-

alence query would be an equivalence query over distributions, of

course.

10.7 Prove that the Stern-Brocot encoding of strings is reasonable in the

sense of Definition 7.3.1.
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10.9 Conclusion of the chapter and further reading

10.9.1 Bibliographical background

Learning probabilistic grammars was what allowed Ray Solomonoff to intro-

duce his ideas concerning the questions of inductive inference which led to

his definitions of intrinsic complexity [Sol97]. Jim Horning [Hor69] proved

that probabilistic context-free grammars were identifiable with probability

one and also proposed an alternative empirical algorithm, relying on finding

a (context-free) grammar giving a good compromise between the quality of

the probabilities and its simplicity. This approach was going to be followed

several times, since, with for example algorithm Mdi by Franck Thollard et

al. [TDdlH00].

The bounds we give and use in Section 10.2 are standard in computational

learning theory [KV94]. It should be noted that they are the simplest ones,

and that further work on these questions would deserve stronger bounds,

but also more analysis of the priors. There are many papers and books on

the topic of statistical machine learning where this sort of information can

be found. Pac-learning is presented in Section 10.4.

An important Pac study concerning the problem of approximating distri-

butions, written by Naoki Abe and Manfred Warmuth [AW92] shows that

even the seemingly simpler problem of estimating correctly the probabili-

ties, given the structure provided by a finite non-deterministic automaton,

is hard.

When the structure is unknown, even for the case of Dfa, most results are

negative: Michael Kearns and Leslie Valiant [KV89] linked the difficulty of

learning Dfa with that of solving cryptographic problems believed to be in-

tractable (a nice proof is published in Michael Kearns and Umesh Vazirani’s

book [KV94]). Another testimony of the hardness of approximation can be

found when examining the different competitions that have been organised

for grammatical inference: In each case an error of 1% was allowed, but

didn’t seem to help.

The model has been adapted by taking into account only certain types

of distributions and simple Pac-learning has been considered with more

success [DG97, Den01]. If languages are defined in another way (through

equations, these are then sometimes called semi-linear sets), one can obtain

some positive Pac-like results [Abe95].

The question of identification in the limit with probability one is studied in

[Ang88]. The analysis in this setting of the well known algorithm Alergia is

given in [CO94b, dlH98, CO99]. Adaptation to a special class of context-free

grammars is in [dlHO03], where is also noticed the fact that weak polynomial
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identification in the limit (Definition 10.5.2, page 241) is insufficient. An

alternative analysis can be found in [dlHO04].

Stern-Brocot trees were used in [dlHT00] to identify the probabilities of a

Dpfa. They were introduced in the nineteenth century [Ste58, Bro61], and

then used in computer science [GKP94].

Theorem 10.5.2 is based on work by Lenny Pitt and Dana Angluin [Pit89,

Ang88].

Proposition 10.6.2 is proved in Omri Guttman’s thesis [Gut06], as an

extension of a result by Michael Kearns et al. [KMR+94] in the case of using

KL-divergence. In both cases the proof rely on parity functions (presented

in the non probabilistic setting in Section 6.5.1).

Positive results in Pac-learning Dpfa depend on many parameters. The

question of dealing with edges in the automaton used by too few strings, and

also the question of dealing with the unbounded length of the strings one

can get through sampling are dealt with in different ways [TC04, GVW05,

PG05].

There are few results mixing queries and Pac-learning. Whereas mem-

bership queries allows Pac-learning Dfa [Ang87a], it is proved, under cryp-

tology assumptions, that this is neither the case for Nfa and context-free

grammars [AK91].

We presented in Section 10.7 some results concerning learning distribu-

tions with queries. Most results are from [dlHO04]. Alternative sources are

[BV96, GVW05].

10.9.2 Some alternative lines of research

Simple-Pac and Pacs are two lines of research that have been explored, but

for different reasons have not prospered. The Pacs and simple Pac settings

mentioned in the introduction of the chapter rely on work by Ming Li and

Paul Vitanyi [LV91, LV93]. About Pacs one can also read the papers by

Jorge Castro and David Guijarro [CG00], or François Denis et al. [DdG96,

DG97, Den01].

One crucial question before using a bias in learning distributions is to see

how far we are going to be, even if we are successful in learning. The question

therefore becomes: Given a target from one class of distributions, how bad

is the closest distribution in another different class? Initial results by Omri

Guttman [Gut06] show that for a regular distribution to approximate an

arbitrary distribution over strings, the size of the automaton may have to

be exponentially large.
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10.9.3 Open problems and possible new lines of research

The importance of using one distance instead of another has only started to

be understood. Exploratory papers on this topic are [TC04, PG05, GVW05].

These have led to state conditions for restricted classes of Dpfa to be Pac-

learnable. But the question concerning the entire class of the Dpfa is open.

Specific sampling queries. Extended membership queries were intro-

duced in [BV96]: The learning algorithm may ask for the value p(x) on

strings x of its choice.

We may consider refining the concept to the case were the answer to the

query can be an approximate answer, obtained through a particular form

of sampling: A specific sampling query is made by submitting a pattern π:

The Oracle draws a string matching pattern π sampled according to the

distribution D. Specific sampling queries are intended to fit the idea that

the user can ask for examples matching some pattern he is interested in.

For example, specific sampling query (aΣ⋆ b) requires an example starting

with a and ending with b, sampled following the distribution induced by

D(aΣ⋆ b). We suggest that these queries could be explored in an attempt

to help us learn the class of Dpfa.

Fixing the number of probabilities. We suggest to limit the set of prob-

abilities of the automaton in order to be able to obtain positive learning re-

sults. The idea here is to learn Dpfa but where the probabilities are chosen

inside a fixed set. A typical definition could be:

Definition 10.9.1 (K−Dpfa) A K−Dpfa A is a Dpfa (Q,Σ, δP, qλ, FP, P ),

where all probabilities (transition and final) are from a set PK = { i
K

:

0 ≤ i ≤ K}.

The idea here is that the variance having diminished, the class of K−Dpfa

might now be learnable in a variety of setting. More precisely we conjecture

the class is Pac-learnable for the distances L1 and L2.
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