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Identifying Languages

On ne sait prévoir que des répétitions et compren-
dre, c’est dégager le quelque chose qui se répète.

Antoine de Saint-Exupery, Carnets, 1953

Namely, in interesting identification problems, a
learner cannot help but make errors due to in-
complete knowledge. But, using an ‘identification
in the limit’ guessing rule, a learner can guaran-
tee that he will be wrong only a finite number of
times.

E. Mark Gold, in [Gol67]

Grammatical inference is concerned with learning language representa-

tions from information, which can be text, examples and counter-examples,

or anything really that should provide us insight about the elements of the

language being sought. If the problem can sometimes be stated in such an

informal way and there are many papers presenting heuristics and ideas al-

lowing to extract some grammar or automaton from all types of information,

theoretical properties of convergence of the algorithms are usually desired.

This requires therefore more precise definitions.

7.1 Introductory discussion

Convergence is defined by not just finding some grammar but the grammar,

which means that considering that the problem is about searching for a

hidden grammar, i.e. one defined a priori, or at least one equivalent to this

ideal one. Obviously, in practice, such a hidden grammar may not exist, but

the assumption is needed to study the convergence of the algorithms.
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164 Identifying Languages

Yet, apart from very special cases, the information the learner gets is

about the language generated, recognised or represented by the grammar,

not about the grammar itself. For instance, it is usually normal to have

access to strings produced by a context-free grammar but not to the parses

that have produced these strings.

A further point is that there is now experimental evidence that theo-

retically founded algorithms work better: When competitions for learning

automata, grammars or transducers have been won, the common feature is

that the winning algorithm was based on some theoretically founded idea,

even if tuning with powerful heuristics and careful implementation were also

required conditions.

7.1.1 The setting

There are some problems whose tractability is of great importance in gram-

matical inference. We present these problems in the general setting where

L is a language class, G is a class of representation of objects in this class

and L : G → L is the naming function , i.e. L(G) (with G ∈ G) is the

language denoted, accepted, recognised or represented by G.

For example we may be considering regular languages over an alphabet

Σ, and these can be represented by Dfa, Nfa or regular expressions. In

which case we would talk about the class REG(Σ) represented by DFA(Σ),

NFA(Σ) or REGEXP(Σ).

It should be noted that in the above setting the language class is given

with reference to some set alphabet Σ.

7.1.2 Some decision problems that are central here

The first one concerns the fact that given some language class L and some

representation of objects in this class G, the following membership prob-

lem is decidable:

Given w ∈ Σ⋆ and G ∈ G, w ∈ L(G)?

For example, if we are working on context-free grammars, since there are

parsing algorithms (for example Cky, page 91), the membership problem

is, in that case, decidable.

The second problem is the equivalence problem:

Given G and G′ in G, do we have G ≡ G′ i.e. L(G) = L(G′)?
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Following with the example, it is known that the equivalence problem is

undecidable for context-free grammars, whereas it is decidable in the case of

finite automata, with an important difference in complexity depending on

whether the automaton is deterministic or not.

When we use the term ‘decision problems’ we should add that we consider

these under the point of view of complexity theory, not just of computabil-

ity. In the above we can think of classes of languages as being the regular

languages or the context-free languages, and classes of representations, in

turn, as being those of context-free grammars, deterministic finite state au-

tomata or regular expressions. The situation of these two decision problems

with respect to the main classes of language representations is summarised

in Table 7.1. In each case we denote by n the size of the grammar, mea-

sured by the number of states in the case of automata, and measured as the

length of the pattern or of the regular expression, or the number of rules

in a context-free grammar, and by m the length of the input string for the

membership problem. We discuss these sizes in Section 7.3.1 (page 174).

The results hold for an alphabet Σ of size at least two and note that the

complexities we indicate can be optimised in certain cases. Recall that most

classes have been defined in Chapter 4; patterns and pattern languages are

studied in Section 11.3, page 270.

Membership problem Equivalence problem

DFA(Σ) O(m) O(n logn)

NFA(Σ) O(n ·m) P-space complete

REGEXP(Σ) O(n ·m) P-space complete

PAT T ERNS(Σ) NP-hard decidable (if non-erasing)

CFG(Σ) O(m3) undecidable

LIN (Σ) O(m2) undecidable

Table 7.1. Status of problems for different classes of language

representations. m is the length of the input string and n is the size of the

grammar.

7.1.3 Why we need targets

An attractive notion is that of considering machine learning as a field where

good ideas can be tested and lead to algorithms, and where learning is some-

thing natural, like for human beings, where only experience will tell if what

we have learnt is correct or not. Yet this idea conveys a number of problems:
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(i) What about reproducibility? How do we know that the method or

algorithm we have used is in some sense going to reproduce the results

in another setting or on another set of data? What conditions does

the new setting need for our algorithm to work?

(ii) If we do use the method/algorithm, it will be on a given set of data, or

using some form of knowledge. Have we got enough data/knowledge

for us to believe that what we have learnt is meaningful? Suppose, for

instance, that the learning algorithm returns a Dfa with 1,000,000

states when give just a bunch of short strings to learn from. One

might consider that something has gone wrong.

(iii) If someone else comes up with a new method/algorithm, and gets

better results over the data we had experimented on, does this mean

that his method is better? Or does it only mean that it is better on

this particular set of data?

(iv) If we have tried for six months to learn in a particular setting and

after six months we have not found anything convincing, should we

consider that the task is impossible or that we are the one person

incapable of producing a learning algorithm for this task?

None of these questions can reach an entirely convincing answer through

benchmarking, if what we are looking for is a generalisable, characterisable

method. Thus some form of convergence towards a correct answer needs to

be defined and studied. In which case we could hope to answer the previous

questions as follows:

(i) If we have a learning algorithm which, given data complying with

conditions C, converges towards a correct answer for any language

in L, then we can use C as a bias and state that our algorithm can

learn a biased language.

(ii) We can study the convergence rate of our algorithm and then hope

to put some upper or lower bound on the amount of data needed for

convergence towards a correct answer to hold.

(iii) A formal framework allows to compare methods: Which one has the

stronger bias? Which one needs the most data to converge?

(iv) A formal framework allows to state that some problems are just im-

possible to solve, or that the quantity and quality of data in a par-

ticular setting is insufficient.

The trick we will use is to consider that the problem we really are inter-

ested in is not about discovering some rules (that are not necessarily present)

that would somehow explain the data, but about identifying some hidden
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target rules. The first problem then is that there are many learning situ-

ations where there is no rule nor language belonging to the intended class

(the one we are voluntarily restricting ourselves to) to be found. A typical

example is that of natural language: There have been over the years lengthy

discussions concerning the question of deciding whether natural language

is context-free or not. Therefore, studying the learnability of context-free

grammars in an identification situation may seem to be the wrong approach.

Another example corresponds to the case where, due to experimental cir-

cumstances, the data is corrupted and therefore the target cannot be found,

because it would actually be inconsistent with the data. So we have to admit

that the hypothesis of a hidden target does have drawbacks.

These criticisms have motivated the introduction of an alternative for-

malism for convergence where there there seems to be no target: The idea

is just to induce a grammar from the data in such a way as to minimise

some statistical criterion (a measure of the errors to be committed over un-

seen data, for instance). But again, whether explicitly or implicitly, there is

somewhere, hidden, an ideal solution that we can gall a target.

We will not debate further here and propose a simple idea:

- The issue is not about if there is a hidden grammar to be found or not.

The issue is about believing there is: Deciding that there is a context-free

grammar consists in adding the bias and searching for a biased solution.

- If you have decided to learn some particular form of functions or grammars

from the data, it is reasonable and necessary to believe there is such a

grammar or function to be found.

7.2 Identification in the limit and variants

We follow lines close to complexity theory which is a field where reductions

are a powerful tool allowing to reduce one problem to another, which means

that solutions for one problem can be used to solve another one in a sys-

tematic way.

In most works concerned with identification in the limit, definitions are

irksome and comparisons are hard due to a general lack of common notions

and notations. We propose a general definition and use it to derive reduction

results with a categorical flavour.

7.2.1 The learning setting

There are four questions that have to be settled in order to describe a lan-

guage learning task:
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(i) The first concerns the sort of languages that we are expecting to have

to learn. The task will clearly not be the same if we are thinking about

finite languages or about context-free languages.

(ii) The second is about the way we intend to represent the languages.

The issue will not be so much about learning, but about sizes of

what we want to learn and what we are manipulating. It is well

known that a regular language like Ln = {x ∈ Σ⋆ : ∃m ∈ N ∧ x =

(a + b)ma(a + b)n} can be represented by a regular expression or

an Nfa of size polynomial in n, whereas the same language when

represented by a Dfa requires an exponential (in n) number of states.

This has two implications:

- The first is that there is no general accepted definition of a natural

representation. Even using Kolmogorov complexity we would only

reach relative definitions.

- The fact of using a class where representatives are larger will mean

that as the size of the representation is usually linked with the in-

herent complexity of the language, then we will be allowed more

resources (examples, computation time) to learn grammars from

these classes. There is therefore an advantage to use the less con-

densed classes in that more resources will be allowed in order to

learn the same language! But this advantage may be unfair. We

discuss these issues in Section 7.3, page 174.

(iii) The third question is about what information will be available to

us: This can be strings from the language, labelled strings indicat-

ing if they belong to the language (and are called examples) or not

(and then they are called counter-examples), but also other pieces of

information about the language: noisy strings, prefixes, substrings. . .

(iv) The fourth item is the presentation protocol: How are the examples

presented? Do they follow some particular order? Are they all there?

How much time are we allowed to learn with and how should con-

vergence be reached? Questions of sampling are also important, in a

probabilistic setting (we will discuss this in Chapter 10).

We formalise these notions now:

Definition 7.2.1 Let L be a class of languages. A presentation is a

function φ : N → X where X is some set. For a given task the set of all

admitted presentations for L is denoted by Pres(L) which is a subset of
[

N→ X
]

.
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In some way these presentations denote languages from L, i.e. there

exists a function Yields : Pres(L)→ L.

If L = Yields(φ) then we will say that φ is a presentation of L.

We also denote by Pres(L) the set {φ ∈ Pres(L) : Yields(φ) = L}.

A presentation mode refers to the way in which set X is built and to

what the valid presentations are.

Let us comment upon the above definition:

- A presentation is an enumeration of elements in some set. This set can

be Σ⋆ if we are learning from text, but can be something entirely differ-

ent: Basically, set X is the set in which the elements of information are

chosen. With this definition one should not think of presentations as text

or informant (which we will define now), but in a broader sense as a

sequence of information of some type that hopefully informs us on the

language we are to learn.

- Pres(L) is the set of all admissible presentations for a given class of

languages and a given task. It should comprise, for example, all possible

enumerations of each language L in L in a text learning task.

- Yields is an implicit and non-constructive function. It depends of the

class of presentations and the class of languages. For example, we would

use Yields(φ)={φ(n) : n ∈ N} in the case of learning a language from

text.

Here are some examples of possible presentations of a language L:

Example 7.2.1

- Text(L)=
{

φ : N → Σ⋆ : φ(N) = L}. Some care is needed to deal with the

empty language: As the presentation is a total function, one possibility is to

introduce a special symbol # which does not belong to L and which, when

presented, has intended meaning ‘nothing’.

- Ordered Text(L) is the set of ordered presentations of a language L:
{

φ : N → Σ⋆ : φ(N) = L and (i < j =⇒ φ(i) ≤Σ⋆ φ(j))
}

. Note that the

order ≤Σ⋆ we choose to use has to be specified.

- Informant(L)=
{

φ : N→ Σ∗ × {0, 1} : φ(N) = L× {1} ∪ L× {0}
}

.

- Prefixes(L) is the set of all presentations by prefixes of a language L:
{

φ : N → Σ∗ × {0, 1} : φ(N) = Pref(L) × {1} ∪ Pref(L) × {0}
}

where

L ⊆ Σ∞.

Definition 7.2.2 Let L be a class of languages and Pres(L) be the set of

presentations for L, with associated function Yields. The setting is said
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to be valid when given two presentations φ and ψ, whenever their range is

equal ( i.e. if φ(N)= ψ(N)) then Yields(φ) = Yields(ψ).

If a setting is not valid, L is not going to be identifiable from Pres(L),

(see Exercise 7.4).

For learnability to be studied we need to choose some representation

scheme for L. We consider a class of grammars G with a surjective (or

onto) naming function L : G → L.

We will use the generic term grammar for a representation of a language.

In the same way as above we may with slight abuse of notation consider

presentations of a grammar G as Pres(G) = Pres(L(G)).

Definition 7.2.3 Given a presentation φ we denote the set {φ(j) : j ≤ n}

by φn. Given a presentation φ we denote by G � φ(n) (conversely G 2 φ(n))

when φ(n) is consistent with L(G).

Consistency holds when the current hypothesis may still be the target, i.e.

the new information (φ(n)) does not contradict the current hypothesis.

Definition 7.2.4 A learning algorithm A is a program that takes the first

n elements of a presentation and returns a grammar as output: A : {φi :

i ∈ N, φ ∈ Pres(L)} → G.

We summarise these notions in Figure 7.1.

L

G

Pres(L)

L

Yields

A

Fig. 7.1. The learning setting.

A particular instance of the triangular representation of the learning set-

ting is represented in Figure 7.2. Function Yields is as follows: Yields(φ)

= {w ∈ Σ⋆ : ∃i ∈ N (w, 1) = φ(i)} = Σ⋆ \{w ∈ Σ⋆ :6 ∃i ∈ N(w, 0) = φ(i)}.

Even if this setting has a clear flavour of online or incremental learning,

the idea is not to limit the definition to that setting. Indeed, with given

data, algorithm A will learn a grammar. The incremental description of the

above process just tells us how the algorithm performs with more data and

time.
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REG(Σ)

DFA(Σ)

Informant(REG(Σ))

LA

Yields

A

Fig. 7.2. The learning setting for Dfa from an informant.

A more important question is raised by the possibility that the learning

problem may be randomised, in which case, given the initial elements of

a presentation, it may not return the same grammar each time it is run.

If in Chapter 16 this will not be a problem since we will be working in a

probabilistic environment, here we are still requiring deterministic results.

This means that the type of randomisation the learner is allowed is only

limited. We will study these questions in Exercise 7.8 and discuss these issues

only when needed, but we will suppose that unless otherwise mentioned the

learning algorithms under consideration are deterministic.

Example 7.2.2 Let L be the class of singleton languages over alphabet

Σ = {a, b} and Pres(L) be the class of presentations by counter-examples

of this class:

φ ∈ Pres(L)⇐⇒ ∃w ∈ Σ⋆ : φ(N) = Σ⋆ \{w}.

Obviously, if φ(N) = Σ⋆ \{w} then we will have: Yields(φ) = {w}.

7.2.2 The definition of identification

Even if the information the learner receives concerns the languages, the

learning algorithm returns a grammar. We therefore present our definitions

and results, as much as possible, in terms of grammars. This requires a first

simplification: We write Pres(G) for Pres(L), where G and L are as in

Definition 7.2.4.

Definition 7.2.5 G is identifiable in the limit from Pres(G) ifdef there exists

a learning algorithm A such that for all G ∈ G and for any presentation φ of

L(G) (belonging to Pres(G)), there exists a rank n such that for all m ≥ n,
L(A(φm)) = L(G), and A(φm) = A(φn).

Notice that the above definition does not force us to learn the target gram-

mar but only to learn a grammar equivalent to the target. Furthermore there
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is a point from which the learner does not change its mind. This is different

from what is known as behaviourally correct identification , where only

semantical identification is required, i.e.the last condition(∀m ≥ n, A(φm) =

A(φm)) is not needed.

Example 7.2.3 Following with the previous example, it is easy to see that

the algorithm A such that A(φn) = min≤lex-length
{u ∈ Σ⋆ : u 6∈ φn} will

identify G in the limit. To prove this, consider some particular singleton

language {w} and any presentation by counter-examples of {w} (as in Ex-

ample 7.2.2). This means that every u (with u≤lex-lengthw) appears in the

presentation a first time at some rank nu = min{k ∈ N : f(k) = u}. Since

≤lex-length is a good order, there is only a finite number of such u smaller than

w and therefore the following quantity is well defined: Nw = max{nu ∈ N :

u <lex-length w}.

Notice that in the definition above (and in the rest of this book) we

have chosen to identify grammars, not languages. In the case where just

identification in the limit is wanted, without taking into account complexity

issues, it usually does not matter if we learn languages instead of grammars.

But as soon as one is interested in the actual cost of the identification, the

way the target and the hypotheses are encoded is essential. Definition 7.2.5

corresponds to what is known as behaviourally correct identification: Notice

that the learning algorithm may in fact switch grammars indefinitely often,

provided the corresponding language does not change.

When needed we will say that the associated class of languages is identi-

fiable in the limit.

Let us call convergence point of a presentation for a given algorithm

the moment the algorithm has converged on that presentation:

Definition 7.2.6 The value Conv(A, φ) is the smallest n such that ∀j ≥ n,
L(A(φj)) = Yields(φ). This is the convergence point of the presentation,

for this learner.

Example 7.2.4 In the previous example (7.2.3), we have Conv(A, φ) =

Nw where Yields(φ) = {w}.

The following lemma states simply that if two presentations supposed to

differ have not done so (yet) then one has not reached its convergence point.
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Lemma 7.2.1 Given any deterministic learner A for a class L, and two

presentations φi and φj of two languages Li and Lj (in L), φi
n = φj

n =⇒
max

(

Conv(A, φi),Conv(A, φj)
)

> n.

Proof Since the algorithm is deterministic, while it has the same data to

learn from, it will return the same grammar.

Notice that if we accepted randomised learners, this key lemma would also

hold: One of the two runs cannot have converged ‘for sure’ after having seen

the same elements.

From this definition can be derived E. Mark Gold’s well-known results:

Theorem 7.2.2 Any recursively enumerable class of recursive languages is

identifiable in the limit from an informant.

Proof Let L be a recursively enumerable class of recursive languages. As

the class is recursively enumerable we can effectively generate grammars

G0, . . . , Gn, . . . Remember also that since the languages are recursive, the

question w ∈ L(G) is decidable. Then Algorithm 7.1 clearly identifies in the

limit.

Definition 7.2.7 A super-finite language class is a class that contains all

finite languages and at least one infinite language.

This is the case, for example of the class of regular languages or of the

context-free languages.

Theorem 7.2.3 No super-finite class of languages is identifiable in the limit

from text.

Proof Now take a class of languages that is super-finite and consider first

the (there is at least one) infinite language L∞, and then the sequence of

languages L0, . . . , Ln, . . . with L0 = {x0}, Li+1 = Li ∪ {xi}, Li ⊂ L∞ and

L∞ =
⋃

i∈N
Li.

Now suppose for the sake of contradiction that we have an identifying

algorithm A, for a correct class of grammars G.

We now construct a family of valid text presentations as follows: given a

presentation φ0 of L0, let i0 = Conv(A, φ0). We build a presentation φ1

of L1 where ∀j ≤ i0, φ
1(j) = φ0(j) and φ1(i0 + 1) = x1. Again denote by

i1 = Conv(A, φ1).
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The same process can be repeated indefinitely: We build a presentation

φk of Lk where ∀j ≤ ik−1, φ
k(j) = φk-1(j) and φk(ik−1 + 1) = xk.

Now consider the presentation φ∞ such that φ∞(i) = φk(i) with k =

min{j ∈ N : j ≤ ik}.

A does not converge from this presentation, which is a presentation of

L∞, because by construction A(φ∞(i)) = A(φk(i)) = Lk.

Algorithm 7.1: Learning a recursively enumerable class.

Data: a presentation φ

Result: –

while True do
print the smallest Gm consistent with φn;

n← n+ 1
end

7.3 Complexity aspects of identification in the limit

If identification in the limit tells us that we will eventually find what we

were looking for, it does neither tell us how we know when we have found

it nor how long it is going to take.

7.3.1 About the sizes of representations

We first need to define the sizes of the objects we are manipulating. These

ought to be defined in a way consistent with what is usually done in com-

plexity theory.

Intuitively, the size of an object from class G is (polynomially linked to)

the number of bits in a reasonable encoding of the object.

Let us examine what is an encoding and furthermore a reasonable one:

An encoding for G is an injective function ξ: G → {0, 1}∗. It is usually a

good idea to be able to decode, i.e. to have another function γ : {0, 1}∗ → G

such that γ ◦ ξ is the identity function. An encoding ξ is reasonable if

there is a polynomial relationship between the number of encodings and

the number of objects encoded. In other words, even if some strings do not

encode anything, and if others may encode redundantly, we want a sufficient

fraction (a polynomial fraction) of the encodings to correspond to different
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objects, here languages. More precisely there should exist a polynomial p()

such that, for all but a finite number of values of n:

∣

∣{G ∈ G : |ξ(G)| ≤ n}
∣

∣ ≥ p
( 1

2n

)

This means, in other words, that with n bits at least a strictly increasing

polynomial number of grammars can be encoded.

On the other hand, the above is not entirely satisfactory: All these gram-

mars could in fact be equivalent one to the other, and therefore only a

logarithmic (in 2n) number of languages would be encoded with at most n

bits. Therefore, more correctly we will say that an encoding ξ is reasonable

ifdef
∣

∣{L ∈ L : ∃G ∈ G : L(G) = L ∧ |ξ(G)| ≤ n}
∣

∣ ≥ p
( 1

2n

)

.

In Equation 7.3.1 it is important to understand the idea: An encoding is

reasonable if there is a non-trivial polynomial link between the number of

encodings of size n and the number of different languages represented by

encodings of size n. Following this, in order to measure sizes we pose the

following quantities:

- ‖G‖ is the size of a grammar (related polynonomially with |ξ(G)|;

- |φn| is the number of items in the first (φ(0), . . . , φ(n)) elements of a

presentation (therefore n+1);

- ‖φn‖ is the number of symbols in the first n+1 elements of a presentation

(number of bits, in the case of a binary alphabet).

- |L| = min{‖G‖ : L(G) = L,G ∈ G} The ‘size’ of a language is the size of

the smallest grammar of the considered class that can generate it.

Practically, this justifies the sizes proposed in Table 7.1, page 165: The size

of an automaton, whether deterministic or not, can be the number of states,

the size of a pattern or of a rational expression can be its length, and the

size of a context-free grammar can be the number of non-terminal symbols

if the grammar is in quadratic normal form, or this number multiplied by

the length of the longest right-hand side of a rule if not.

7.3.2 Counting only time

The question now is to define what efficient identification should mean. In

computer science, ‘efficient’ is usually linked with the polynomial complexity

classes. But in the case of identification in the limit there are several ways

to count.
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The first definition is by far too optimistic and can only be used on very

limited classes of languages with extremely precise presentations since the

idea is to want to identify as soon as a polynomial quantity of information

has been presented to the learner. It implies that all the necessary infor-

mation is given early: This is a far too strong constraint. Indeed with no

additional constraint if there are two languages which cannot be differen-

tiated through one element of presentation, then it suffices to present that

element an exponential (in the size of the largest language) number of times

for no identification to take place. Again, we are considering the problem for

a language class L, a grammar class G and presentations which are functions

in [N→ X].

Definition 7.3.1 (Overall polynomial time) An algorithm A is said to

have overall polynomial time ifdef there exists a polynomial p() such that

∀G ∈ G, ∀n ≥ p(‖G‖), ∀φ ∈ Pres(L(G)), L(A(φn)) = L(G).

The next definition just states that to produce its next hypothesis the al-

gorithm only requires polynomial time. In this case what can happen is that

any identifying algorithm can be transformed into a polynomial update

time learner through the following trick: Let the learner not only compute

its solution but also count the time it is using; if at step n the learner notices

that the computation of the hypothesis takes too long (longer that the time

allowed at that point), the learner returns the previous hypothesis. It will

then continue its computation as soon as a new item of data is provided

and gives the learner an extra time allowance. In this case the moment at

which convergence is reached will certainly be differed, but identification in

the limit is no problem.

Definition 7.3.2 (Polynomial update time) An algorithm A is said to

have polynomial update time ifdef there is a polynomial p() such that, for

every presentation φ and every integer n, constructing Hn = A(φn) requires

O(p(‖φn‖)) time.

A curious alternative (discussed in Exercise 7.15) is to accept that the

time can be polynomial in the size of the previous hypothesis (‖A(fn−1)‖)
and the size of the new example (|f(n)|).
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7.3.3 Counting the number of examples

An alternative to bounding the number of examples needed to identify is to

bound the number of good examples a learner needs. A ‘good example’ is

one a teacher would want to show the learner:

Definition 7.3.3 (Polynomial characteristic sample) A grammar class

G admits polynomial characteristic samples ifdef there exist an algo-

rithm A and a polynomial p() such that ∀G ∈ G, ∃Cs ⊆ X,

‖Cs‖ ≤ p(‖G‖) ∧

∀φ ∈ Pres(L(G)), ∀n ∈ N : Cs ⊆ φn =⇒ L(A(φn)) = L(G).

Such a set Cs is called a characteristic sample of G for A. If such

an algorithm A exists, we say that A identifies G in the limit in Cs
polynomial time.

What is implied is that there is a sufficiently small set (of polynomial size),

called the characteristic sample, or sometimes the teaching sample, which,

when included in a presentation, makes the learner identify. We make a few

additional points here:

- The first point is that the sample is only characteristic for a specific

learner. The existence of a general characteristic sample (usually called a

tell tale set) is also a question worth considering (see Exercise 7.6, page

195).

- The second point is that the size of the characteristic sample should be

counted as a polynomial function of the number of bits needed to encode

it. This is due to the possibility of being presented very long strings.

Therefore just counting the number of strings is not enough (see Exer-

cise 7.7, page 195).

- If from an identification point of view having a characteristic sample of

unmanageable size is clearly a problem, this is not so from a learning

perspective: What is wrong with learning a logarithmically small grammar

from a sample, one that would compress the data enormously?

7.3.4 Counting the number of implicit errors

In the above definitions, what causes problems and delay in identifying seems

to be the presence of useless non-informative examples. An example that

comes to reinforce the current hypothesis should perhaps not count nega-

tively towards identification.
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Definition 7.3.4 (Implicit prediction errors) Given a learning algo-

rithm A and a presentation φ, A makes an implicit prediction error

( Ipe) at time n ifdef A(φn−1) 2 φ(n).

An algorithm that changes its mind when the current hypothesis is seen

as an error with the new presented element is said to be consistent.

Algorithm A makes a polynomial number of implicit prediction er-

rors ifdef there is a polynomial p() such that, for each grammar G and each

presentation φ of L = L(G),
∣

∣{k ∈ N : A(φk) 2 φ(k + 1)}
∣

∣ ≤ p(‖G‖).

Combining ideas, one gets:

Definition 7.3.5 An algorithm A identifies a class G in the limit in Ipe-
polynomial time ifdef

- A identifies G in the limit;

- A has polynomial update time;

- A makes a polynomial number of implicit prediction errors.

Note that neither condition is implied by the other two.

7.3.5 Counting the number of mind changes

A nice alternative to counting the number of errors is that of counting the

number of changes of hypothesis one makes. On its own, this is meaningless

(why change?), but if combined with identification in the limit the definition

makes sense:

Definition 7.3.6 (Polynomial number of mind changes) Given a

learning algorithm A and a presentation φ, we say that A changes its

mind at time n ifdefA(φn) 6= A(φn−1).

An algorithm that never changes its mind when the current hypothesis is

consistent with the new presented element is said to be conservative.

Algorithm A makes a polynomial number of mind changes (Mc)

ifdef there is a polynomial p() such that, for each grammar G and each

presentation φ of L = L(G),
∣

∣{k ∈ N : A(φk) 6= A(φk+1)}
∣

∣ ≤ p(‖G‖).

Combining ideas, one gets:

Definition 7.3.7 An algorithm A identifies a class G in the limit in Mc-

polynomial time ifdef

- A identifies G in the limit;

- A has polynomial update time;
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- A makes a polynomial number of mind changes.

Here also, neither condition is implied by the two other.

Finally, it is easy to see that a consistent algorithm makes at least as

many mind changes than implicit prediction errors, whereas a conservative

algorithm makes at least as many implicit prediction errors as mind changes.

So we deduce the following theorem:

Theorem 7.3.1 If A identifies the class G in the limit in Mc-polynomial

time and is consistent, then A identifies G in the limit in Ipe-polynomial

time.

Conversely, if A identifies G in the limit in Ipe-polynomial time and is

conservative, then A identifies G in the limit in Mc-polynomial time.

7.4 Commuting diagrams

As in many fields, it is of interest to provide a technique enabling to derive

a learning algorithm for a new class or a new type of presentation, from a

known learning algorithm.

A learning/identifying situation can be understood by stating the class of

languages under study, the representations one is interested in and the sort

of presentations one admits.

Let LA and LB be two classes of languages represented by grammars from

(respectively) the grammar classes GA and GB.

We denote by LA (respectively LB) the surjective mapping GA → LA

(respectively LB : GB → LB).

Given a surjective mapping ζG : GA → GB, we denote by ζL a (surjective)

mapping LA → LB for which Diagram 7.1 commutes.

GA
ζG−−−−→ GB

LA





y





y

LB

LA
ζL−−−−→ LB

(7.1)

Hence ζL is the only mapping such that:

ζL ◦ LA = LB ◦ ζG

Example 7.4.1 There is clearly the possibility of transforming a Dfa into

a context-free grammar, whose language is obtained also as the image by the

identity of the regular language. Such a grammar is usually called regular.
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DFA(Σ)
ζG−−−−→ CFG(Σ)

LA





y





y
LB

REG(Σ)
ζL−−−−→ CFL(Σ)

We now concentrate on presentations. Suppose the presentations of LA are

functions in [N→ X], whereas those of LB are functions in [N→ Y],

LA
ζL−−−−→ LB

Yields

x





x




Yields

Pres(LA)
ζP−−−−→ Pres(LB)

(7.2)

Again we need the second diagram (7.2) to commute. Given a surjec-

tive mapping ζL : LA → LB, we denote by ζP a (surjective) mapping

Pres(LA)→ Pres(LB) for which the diagram commutes. So we have:

ζL ◦Yields = Yields ◦ ζP.

Function ζP transforms a presentation of one language into a presentation

of another. Note that this does not mean a point by point transformation:

One element of the first transformation can be transformed by ζP into a

finite sequence in the second.

Example 7.4.2 One can transform the learning setting of finite languages

from text into a setting where one wants to learn co-finite languages (the

complement being finite) from counter-examples).

FIN (Σ)
ζL−−−−→ CO−FIN (Σ)

Yields

x





x




Yields

Text(FIN (Σ))
ζP−−−−→ Co-Text(FIN (Σ))

As a presentation may not be a computable function, describing the com-

putation aspects of function ζP is as follows:

Definition 7.4.1

A reduction of presentations is a function ζP : Pres(LA) → Pres(LB).

The reduction is computable ifdef there exists a computable function ζP :

X→ 2Y such that
⋃

i∈N
ζP(φ(i)) = ψ(N) where ζP(φ) = ψ.
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Note that ζP is a mathematical function that takes a presentation (which

is also a function) and transforms it into a function. But in order to talk

about its computational properties we have to reduce or transform the first

presentation into the second one point to point. So ∀ i ∈ N, ζP(φ(i)) is a

finite set. ζP is therefore the description at each point of function ζP. We

will say that ζP is polynomial ifdef there exists a polynomial p() for which

given any presentation φ, we have: ∀ i ∈ N, ‖ζP(φ(i))‖ ≤ p(‖φ(i)‖), and

furthermore there is a polynomial time algorithm allowing to build ζP(φ(i))

given φ(i).

Example 7.4.3 Suppose as above that φ is a presentation of a language by

ordered text. If ψ is a presentation by informant of the same language, the

transformation consists, with every new string that is presented, to add this

string to the positive examples and to add all intermediate strings between

the last presented string and this new string to the set of negative examples.

It can be checked that the result is a complete presentation by informant of

the language. In this case ζP is computable but not polynomial (unless the

alphabet is only of size one).

Definition 7.4.2 A reduction of presentations ζP : Pres(LA)→ Pres(LB)

such that ζP(φ) = ψ is polynomial ifdef there exists a polynomial function

ζP : X→ 2Y such that
⋃

i∈N
ζP(φ(i)) = ψ(N).

Now combining both diagrams we have:

GA
ζG−−−−→ GB

LA





y





y
LB

LA
ζL−−−−→ LB

Yields

x





x




Yields

Pres(LA)
ζP,ζP−−−−→ Pres(LB)

(7.3)

Theorem 7.4.1 Let LA, LB, GA GB, ζL and ζG be as in Definition 7.4.2

and Diagram 7.3.

If GB is identifiable in the limit from Pres(LB), and there exists a com-

putable function ζM : GB → GA such that ζG ◦ ζM =Id, and ζP is a com-

putable reduction, then GA is identifiable in the limit from Pres(LA).

Before proving the theorem it will be more useful to represent the situation
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as follows:

GA
ζM←−−−− GB

LA





y





y

LB

LA
ζL−−−−→ LB

Yields

x





x




Yields

Pres(LA)
ζP,ζP−−−−→ Pres(LB)

Proof Let A2 be a learning algorithm that identifies GB from a presentation

in Pres(LB). Consider algorithm A1 below (Algorithm 7.2), which takes

the n first items (φn) and then executes:

Algorithm 7.2: Reduction between presentations.

Data: a presentation φn

Result: a grammar

ψm ←−
⋃

i≤n ζP(φ(i));

GB ←− A2(ψm);

GA ←− ζM(GB);

return GA

As ζP is computable, set ψm can be constructed.

Also if ζP and ζM can be computed by polynomial time algorithms, then A1

is polynomial time if A2 is. This can be extended, with care to definitions

of polynomial learning such as those from Section 7.3.

We visit in the following sections different results obtained by using the

reduction technique.

7.4.1 With more, get more.

Our first example is very simple. The idea is just that any class we can learn

from text is also learnable from an informant. Surprisingly, this may not be

true if complexity considerations are taken into account.
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GA
Id

←−−−− GA

LA





y





y

LA

LA
Id

−−−−→ LA

Yields

x





x




Yields

Informant(LA)
ζP,ζP−−−−→ Text(LA)

ζP : Σ∗ ∪ {0, 1} → 2Σ∗

, ζP(w, 0) = ∅, and ζP(w, 1) = {w}. Hence any

class identifiable from text is also identifiable from an informant.

7.4.2 About safe languages

Safe languages are languages of infinitary strings. In substance, a language

is safe when the limits of all the prefixes are themselves in the language.

As an example suppose strings a
n
b

ω belong to L (∀n ∈ N), then, for the

language to be safe, string a
ω should belong too.

Definition 7.4.3 An ω-language L is safe ifdef

∀w ∈ Σω, (∀u ∈ Pref(w),∃v ∈ Σω such that u.v ∈ L) =⇒ w ∈ L.

It can be easily shown that this definition is equivalent to:

∀w ∈ Σω,Pref(w) ⊆ Pref(L) =⇒ w ∈ L

or even by taking the negation of the last line:

∀w ∈ Σω, w /∈ L =⇒ (∃u ∈ Pref(w) such that ∀v ∈ Σω, u.v /∈ L)

Definition 7.4.4 A Büchi automaton is a quintuple A = 〈Q,Σ, δ, F, q1〉
where Σ is an alphabet, Q is a finite set of states, q1 ∈ Q is an initial state,

δ : Q×Σ→ 2Q is a transition function and F ⊆ Q is a set of marked states.

These states are distinguished from the others but not ‘final’, as the strings

are infinite.

A run of A on an ω-string u is a mapping ρu : N→ Q such that:

- ρu(0) = q1 and

- ρu(i+ 1) ∈ δ(ρu(i), ui), for all i ∈ N.

Note that ρu is undefined if at some point, ρu(i) is undefined.
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Definition 7.4.5 An ω-string u is accepted by A ifdef there exists a state

of F which appears infinitely often in a run of A on u. Let L(A) be the

set of all accepted ω-strings by A. We can show that an ω-language L is

ω-regular ifdef L = L(A) for some Büchi automaton A.

A Büchi automaton is deterministic ifdef |δ(q, a)| ≤ 1 for all states q

and letters a.

A DB-machine is a deterministic Büchi automaton where F = Q. As the

automaton need not be complete, the strings that are not accepted are those

that simply cannot be parsed through the automaton.

Theorem 7.4.2 L is a safe ω-regular language if and only if L is recognised

by a DB-machine.

Let SAFE(Σ) denote the class of all safe ω-regular languages, and DB(Σ)

the class of DB-machines over alphabet Σ. The learning problem we are

interested in is that of learning DB-machines from positive and negative ex-

amples. If we are to consider that asking for infinite examples is too much,

let us suppose that we want to learn from finite prefixes: A positive prefix is

one that has at least one good continuation, and a negative one is a string

which, whatever comes next, will not be accepted.

One can prove by building a new algorithm that safe languages are iden-

tifiable from such prefixes. But the result can be reached in a much simpler

way through Theorem 7.4.1:

DB(Σ)
χ

←−−−− DFA(Σ)

LA





y





y
LB

SAFE(Σ)
ζL−−−−→ REG(Σ)

Yields

x





x




Yields

Pref-Inf(SAFE(Σ))
ζP,ζP−−−−→ Informant(REG(Σ))

ζP(u, l) = {(w, l) ∈ Σ⋆ : w ∈ Pref(u)}, and ζL and χ are the natural

transformations. Details of the transformations are not given, but these can

be reconstructed.

7.4.3 Even linear grammars

Even linear languages and grammars have been analysed in the context of

grammatical inference in several papers.
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Definition 7.4.6 (Linear context-free grammars) A context-free gram-

mar G = 〈Σ, V, P, S〉 is a linear grammar ifdef P ⊂ V × (Σ∗V Σ⋆ ∪Σ⋆).

Definition 7.4.7 (Even linear context-free grammars) A context-free

grammar G = 〈Σ, V, P, S〉 is an even linear grammar ifdef P ⊂ V ×(ΣV Σ∪
Σ ∪ {λ}).

Thus languages like the set of all palindromes, or language {an
b

n : n ∈ N}
are even linear without being regular.

We denote by ELG(Σ) and ELL(Σ) the classes of even linear grammars

and even linear languages for an alphabet Σ. Given an alphabet Σ, we denote

by d(Σ) the alphabet composed of symbols
(

a1

a2

)

where a1, a2 ∈ Σ×(Σ∪{#}),
with # a symbol not in Σ.

ELG(Σ)
ζM←−−−− DFA(d(Σ))

L





y





y
L

ELL(Σ)
Id
−−−−→ REG(d(Σ))

Yields

x





x




Yields

Informant(ELL(Σ))
ζP,ζP−−−−→ Informant(REG(d(Σ)))

ζP takes a string of even length a1a2 · · · a2n and returns
(

a1

a2n

)(

a2

a2n−1

)

· · ·
(

an−1

an

)

or a string of odd length a1a2 · · · a2n+1 and returns
(

a1

a2n+1

)

· · ·
(

an−1

an+1

)(

an

#

)

.

ζM transforms a Dfa over alphabet Σ × (Σ ∪ {#}) into an even linear

grammar over Σ.

Example 7.4.4 Let G = 〈Σ, V, P,N1〉 be an even linear grammar with

- Σ = {a, b}
- V = {N1, N2}

- P = {N1 → aTb, N1 → bN2a, N2 → aN1a, N2 → a, N2 → b}

ζP takes string abbabbaab and returns string
(

a

b

)(

b

a

)(

b

a

)(

a

b

)(

b

#

)

.

The learning algorithm we might use may then return from an informed

sample the automaton depicted in Figure 7.3, which can be transformed into

a grammar equivalent to the above.

7.4.4 Trees

As the theory for trees has very often developed in a parallel way to that on

strings, it is very tempting to present a reduction like that of Diagram 7.4,
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q1

q2

q3

(

a

b

)

,
(

b

a

)

(

a

a

)

(

a

#

)

(

b

#

)

Fig. 7.3. A Dfa learnt from data transformed by ζP.

which would allow us to learn a grammar for trees by transforming the

tree data into strings, then using our string grammar algorithm, and finally

transforming the string grammar into a tree grammar.

T G(Σ)
ζM←−−−− DFA(Σ)

L





y





y
L

T L(Σ)
Id
−−−−→ REG(Σ)

Yields

x





x




Yields

Pres1
ζP,ζP−−−−→ Pres2

(7.4)

But the above construction only works for very simple classes of languages:

The expressive power of trees is much stronger than that of strings.

7.5 Active learning

In the above formalism the presentations were uncontrolled by the learner.

The most we could hope for was a fair deal: If the data was to be labelled

then the labelling should be correct (at least in a non-noisy setting) and if

specified, the presentations had to comply with some completeness condi-

tion: For instance, imposing that φ(N) = L ensured that in the limit no

essential piece of data was missing. There is nevertheless a case in wanting

to be able to control further the data we receive, and this for at least two

reasons:

- The first reason is that if, when placing ourselves in the most favourable

conditions, we still cannot learn, we should be able to derive negative

results for the general case.

- The second reason is that there may be realistic situations where we might

be able to choose the data. This is the case in testing, in situations where

robots may want to explore or interact with their environment. Another
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related setting appears when there may be too much data around, and

then learning is going to depend on interactively choosing the data. This

is clearly the case when wanting to learn from web data.

7.5.1 The Oracle

An Oracle is just some abstract machine that knows the target and answers

some queries. An Oracle (she) is generally supposed to be perfect: She

can answer any specific query (provided the learning algorithm is allowed to

make it). She can even answer queries that a concrete machine would not

be able to cope with and therefore solve undecidable questions. The ability

of the Oracle is determined by the learning setting.

In some cases the Oracle may have various possible answers. In this case

she should be allowed to give any admissible answer. As our goal when

studying Oracle learning is to consider worst case scenarios, then we will

always have to suppose the Oracle is giving us the least informative of all

possible answers.

In this sense, the analysis will be similar to that made in complexity

theory: The best case is of hardly no interest, mainly because the Oracle

could be tempted to collude and give us the answer through a very specially

encoded example. The second possibility would be to consider an average

response by the Oracle. This requires a distribution over the possible re-

sponses and brings us into an altogether different setting. Remarkably the

key problem is that of having access to an unknown distribution: One can

for instance wonder what a ‘typical’ distribution of web pages can look like.

The worse case analysis has its limits (it may be very unlikely to be in such

a situation), but it does give us an upper bound on the effort needed.

7.5.2 Some queries

There are many types of queries one can make to an Oracle. Some are

natural in the sense that there is at least some application with a biological,

mechanical or cognitive instantiation of these queries; others are defined to

build negative results only.

- Membership queries (Mq) are made by asking the Oracle if a given

string is in the target language or not. The Oracle answers Yes or No.

Extensions of these membership queries are correction queries, where

the Oracle answers Yes or returns a close string in the language, and ex-

tended membership queries where for a given string, the probability

of this string in the language is returned. An extended prefix language
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query is made by submitting to the Oracle a string w. The Oracle then

returns the probability p(wΣ∗). It can be noticed that an extended mem-

bership query for a string w can be simulated through |w| + 1 extended

prefix language queries.

- Equivalence queries can be strong (Eq) or weak (Weq). They are

in both cases made by proposing some hypothesis to the Oracle. The

hypothesis is a grammar representing the unknown language. When the

query is weak, the Oracle just answers Yes or No. When it is strong

the Oracle has, in the negative case, to return a counter-example. A

counter-example is a string in the symmetric difference between the target

language and the submitted hypothesis.

- Subset queries (Ssq) are usually strong: A hypothesis language is sub-

mitted (by proposing a grammar). The Oracle answers Yes if the hypoth-

esis language is included in the target language, and returns a counter-

example from the hypothesis and not in the target language if not. Su-

perset queries can be defined in a dual way.

- Sampling queries (Ex) exist in various forms. In all cases we have to

suppose the existence of a distribution, known or unknown but permanent,

over the strings. Then we can sample from the positive examples only,

from the negative examples only, from the set of all strings, or even from a

subset of strings having some particularity. A specific sampling query

is made by submitting a pattern: The Oracle draws a string that matches

some chosen pattern sampled according to the distribution D. Specific

sampling queries are intended to fit the idea that the user can ask for

examples matching some pattern he is interested in.

For example, a specific sampling query for aΣ∗
b requires an example

starting with a and ending with b, sampled following the distribution

induced by D over aΣ⋆
b.

For a given task we will only be allowed to ask some sort of queries. We

will denote this set by Quer. For instance:

- Quer = {Mq}. In this situation the learner is to identify with the help

of membership queries only.

- Quer = {Mq,Eq}. The learner can ask both membership and strong

equivalence queries. This query combination is known as a Mat (mini-

mally adequate teacher).
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7.5.3 Polynomial learning with queries

When learning with an Oracle, the goal is to bound the number of queries

needed to identify. This number should be:

- Polynomial in the size of the target. Obviously, complex languages (or

better said, languages whose description is complex) will need more ques-

tions than simpler ones.

- Polynomial in the amount of information received. If in the case of

membership-queries the Oracle will only require one bit to give her an-

swer, things are more complex when the Oracle has to return a string (for

example in the case of a counter-example to an equivalence query). This

is a tricky matter: As the Oracle can return the counter-example that is

worse to us, without this, an exponentially long counter-example would

not allow us to learn in polynomial time. Just reading the string is itself

too long! It should be noted that the amount of information received

varies with time, so we should measure this at every step for the algo-

rithm. Indeed we can imagine (in certain settings) a learning algorithm

that would use too many resources to learn correctly, but then defer the

moment of returning the correct solution and ‘gain’ extra resources by

querying in such a way that a very long counter-example is returned, thus

justifying a posteriori the resources spent.

Formally, let Quer be a fixed set of queries, G be a grammar class and A be

a learning algorithm. Suppose that to identify G, algorithm A makes on a

particular run ρ queries q1, . . . ,qn. We denote by Lq(ρ, i) the length of the

longest counter-example (or information) returned by the queries q1, . . . ,qi

in ρ, and Rt(ρ, i) the running time of A before interrogating the Oracle

with query qi. Lq(ρ, n + 1) and Rt(ρ, n + 1) refer to the values of Lq and

Rt at the end of the entire run ρ.

Definition 7.5.1 A class of grammars is polynomially identifiable with

queries from Quer ifdef there exists an algorithm A and a polynomial p()

for which ∀G ∈ G, A identifies G in the limit, and, for any valid run ρ with

n queries, we have

∀i ≤ n+ 1, Rt(ρ, i) ≤ p(‖G‖, Lq(ρ, i)).

In the above definition, we first consider that the learning algorithm A

identifies in the limit any target from correct answers by the Oracle. The

complexity limitations are that at any moment, the time needed by the

algorithm to build its next hypothesis is polynomially bounded by the size

of the longest information it has received so far, and the size of the target.
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There are several other definitions that seem possible, but one should steer

clear of at least the following problems:

- The definition should allow that the Oracle returns unbounded informa-

tion;

- The definition should take into account the complexity during the run: It

should not allow a learner to spend a lot, then make queries at the end

that it can solve easily in order to have a global runtime polynomial with

the information received.

7.5.4 Approximate fingerprints

The typical technique to prove negative learning results is by approximate

fingerprints. The basic proof method goes as follows. Let Hn be a set of

hypothesis of size 2n. Suppose that given any query there is an answer the

Oracle can make (of size at most polynomial in n) such that the amount of

hypothesis eliminated due to that answer is only a polynomial in n, then

it is clear that with only a polynomial number of queries there will always

remain more than one (actually most!) hypothesis consistent with all the

answers seen so far. Therefore, the class is not identifiable in the limit. We

will again write ‘L 2 a’ to indicate that the information a is inconsistent

with the language L.

Theorem 7.5.1 Let L be a class containing at least 2n different languages.

Now suppose that for every query q from Quer the Oracle gives an answer

a such that
∣

∣{L ∈ L : L 2 a}
∣

∣ < p(n), then the class L is not polynomially

identifiable with queries from Quer.

Proof The number of hypotheses that are consistent with all the information

received after having asked a polynomial (r(n)) number of queries is at least

2n − r(n) · p(n) which remains exponential in n.

It should be noted that the technique says nothing about the way the class is

encoded. It relies only on the fact that there simply are too many grammars

consistent with the answers to the queries. In this sense the technique is

information-theoretic.

Example 7.5.1 Let L be the class of all finite languages over {a, b}. We

consider Hn the class of all singletons and prove that we cannot learn Hn

by membership queries. Indeed the Oracle answers Mq(w) with no and

eliminates just one language ({w}).
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7.5.5 The halving algorithm

But information-theoretic arguments should be handled with care. The

following puzzling algorithm (Algorithm Halving, 7.3) seems to imply that

learning with equivalence queries is always possible. Let Σn be the set of all

strings of size n and let H be the set of all possible candidate languages.

Algorithm 7.3: Halving.

Data:

Result: a grammar G

H ← ∅;
while not Eq(H) do

Let w be the counter-example for Eq(H);

if w ∈ L(H) then
l← 0

else
l← 1

end

Eliminate from H the languages that disagree with (w, l) ;

H ←
{

x ∈ Σ⋆ : |L ∈H : x ∈ L| ≥ |H|
2

}

end

return H

Algorithm 7.3 makes an equivalence query based on a majority vote:

The hypothesis language H contains exactly those strings that belong to at

least half of the possible hypotheses languages. Therefore whatever counter-

example we get is going to allow us to eliminate at least half of the hypoth-

esis: If the counter-example is a string w labelled ‘1’, this string doesn’t

belong to H so therefore belongs to less than half of the languages. Con-

versely, if the string is a w with label ‘0’, it belongs to H and therefore

to at least half of the languages left. Obviously, in general, these unlim-

ited equivalence queries do not exist. It is usually required that equivalence

queries are proper (i.e. are made inside the solution class) in order to avoid

problems of this type.

7.5.6 How to obtain positive results

There is no general technique to learn with queries, because of the variety of

queries one may be allowed to use, but there is one key algorithm. The most

important positive result is that Dfa are learnable with membership and

strong equivalence queries. The algorithm (Lstar) is discussed in Chapter 9.
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There are also practical reasons for studying this setting, as it corresponds

to problems that appear in many interactive applications.

7.6 Learning with noise

As a consequence of the negative results described in the previous sections,

learning grammars in a noisy setting is going to be a very hard task, since to

the added difficulty of learning in a reasonable amount of time is added the

fact that the noisy conditions are even more challenging. Whereas in other

areas of machine learning and pattern recognition there are many methods

and results allowing to work in cases where the data may be imperfect, this

is not (yet?) the case in grammatical inference. One of the few hopes to

do anything of use in this case is to learn probabilistic automata instead,

even if this corresponds to tackling an altogether different problem (see

Chapter 16).

7.6.1 Systematic noise

As a first approach to learning with noisy data we introduce a model of noise

called systematic: Each item of data will appear in the presentation with

all its noisy variants, a noisy variant being the string to which up to n edit

operations have been added. Intuitively the intended type of noise can be

described by a spot of paint on which a heavy object is pressed. The spot

of paint will then become a blur. In an ideal world this blur is a disk. Note

that the edit distance is used because in most applications this is what best

models noise.

It is reasonable to study this kind of noise in the paradigm of identification

in the limit. A first straightforward result is that if once noise is added

two languages are not distinguishable one from the other, then the class of

languages is not resistant to systematic noise.

It is easy to notice that this is the case for the class of the regular lan-

guages, and in a broader way for all usual classes of languages in the Chom-

sky hierarchy.

The fact that parity functions can be represented as Dfa can convince

us easily that they are ill-suited to deal with noise. Parity functions are

formally defined in Chapter 6. They are functions {0, 1}n → {0, 1} defined

by a string u in {0, 1}n with fu(w) =
∑

i≤n(ui ∧ wi) mod 2. Interestingly

each function can be described by a Dfa with at most 2n + 1 states (the

construction is given in Section 6.5.1, page 152).
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These difficulties are also an argument in favour of considering classes of

languages defined outside the Chomsky hierarchy.

Definition 7.6.1 (Noisy presentation) A noisy presentation of a lan-

guage is a presentation φ : N → X with which is associated a function

isnoise : X → {0, 1} indicating if a particular element of the presentation

is noise or not.

For example a noisy text is just a text presentation of the language to which

is added its noise. The noise function N is then a function Σ⋆ → 2Σ⋆

. A

N -noisy text presentation of a language L is therefore a φ : N → Σ⋆ such

that φ(N) = N(L). We can then give a simple preliminary result:

Proposition 7.6.1 Let L be such that there exists L1 and L2 in L with

L1 6= L2 but N(L1) = N(L2). Then L is not identifiable in the limit from

N -noisy text.

The proof is trivial since in this case any presentation valid for L1 is also

valid for L2.

7.6.2 Statistical noise

In a classification problem, the noise can be on the labels: Some positive

examples are wrongfully labelled as negative, whereas on the contrary some

strings that should be in S− are labelled as if they belonged to S+.

There are very few results in this setting. On the negative side it is known

that even if only a very small fraction of strings of length at most 2n + 1

are missing, the problem of finding the correct Dfa with n states is NP-

hard. So obviously this is a strong indication of the hardness of working

with wrongly labelled strings.

On the positive side there have been attempts, with techniques from arti-

ficial intelligence, to solve the problem with varying quantities of noise. One

alternative then is, in the state-merging algorithms, to allow a merge when

the quantity of errors made is under a certain threshold.

Statistical noise corresponds to the case where either the strings can ap-

pear randomly or the labels can be wrong, depending on some distribution.

In the case of noise over the labels it is essential to deal with permanent

noise: If not, re-sampling tends to solve the problem. Again, one of the

difficulties concerns the classes of languages: If the languages offer no ro-

bustness to noise, then learning is going to be hard. The better chances are

with classes that are topologically sound, like balls of strings.
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7.6.3 Learning the noise model

Noise over strings is very often modelled by using the edit distance, the

parameters of which are supposed to reflect how close one symbol is to

another. Indeed there are many reasons to suggest that the weights between

the symbols are not equal, but then the question of obtaining the cost matrix

is posed.

If we are given this cost matrix, the noise model can also be used for

parsing. The different parsers proposed in Chapters 4 and 5 can be adapted

in order to parse taking account the distance. This allows to define alterna-

tive languages: The sets of all strings at distance at most k, called balls of

strings. In the probabilistic case, the distance allows to smooth the language

model.

But how do we get hold of this cost matrix? There may be some hope

with heuristics, but there is another way around the problem: Instead of

learning the weights, learn probabilities! The idea is to suppose that the

noise model is given by a probabilistic transducer (transducers are studied

in Chapter 18). The transducer is then used by feeding a first string as input

and parsing it in a probabilistic way, with possibly different outputs. The

weights can be learnt in such a way as to define the probability that string

w is rewritten into string w′.

The setting is important, with a certain number of interesting questions

that deserve attention:

- How well suited is the best transducer to model non-probabilistic edit

noise?

- How do we get hold of learning pairs? Can we simulate these from data

that is in all cases noisy?

- A transducer can also handle the fact that the edit weights can have

different values at the beginning or at the end of a string. Therefore,

learning transducers (see Chapter 18 for some ideas) is an alternative

approach.

7.7 Exercises

7.1 What conditions should presentation function φ meet when learning

from counter-examples only.

7.2 What conditions should presentation function φ meet when learning

from substrings only.

7.3 Consider learning by prefixes as proposed in Example 7.2.1, page 169.

Show that a same string can appear both as positive and as negative.
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Propose a limitation over the class of languages in order to avoid this

problem.

7.4 Prove that if there can be two presentations that in the limit give

the same language but do not yield a unique language, identification

in the limit is impossible.

7.5 Prove that identification in the limit from text is always possible if

L is a finite set.

7.6 Let us say that a learning algorithm A is an identification algorithm

for a class G(Σ) ifdef A identifies G(Σ) in the limit. Let us now

consider the set A(G(Σ)) of all identification algorithms for a class

G(Σ). A universal characteristic sample for A(G(Σ)) is a sam-

ple UCS such that ∀A ∈ A(G(Σ)), ∀G ∈ G, ∀φ ∈ Pres(L(G)), ∀n ∈
N : UCS ⊆ φn

)

=⇒ L(A(φn)) = L(G).

Prove that in the case where G is the class of Dfa there is no finite

universal characteristic sample.

7.7 Suppose we used the following definition of characteristic samples

for learning from text:

Definition 7.7.1 (Polynomial characteristic sample (2)) A

class G admits polynomial characteristic samples ifdef there ex-

ists an algorithm A and a polynomial p() such that ∀G ∈ G, ∃Cs ⊆ X

∀φ ∈ Pres(L(G)), ∀n ∈ N :
(

|Cs| ≤ p(‖G‖) ∧ Cs ⊆ φn

)

=⇒
L(A(φn)) = L(G).

The difference between this definition and Definition 7.3.3, page 177

relies on the fact that the size of the sample is now only counted as

the number of strings it contains: The length of these strings is no

longer an issue.

Prove (by producing a convenient, albeit artificial) class, that this

definition is weaker than Definition 7.3.3.

7.8 Propose a randomised algorithm to learn CONE(Σ). Prove that

this algorithm, given any presentation, has a convergence point.

7.9 Prove that if an algorithm does not have a convergence point for

some presentation, it does not identify in the limit. What do you

think of this definition?

7.10 Prove that BALL(Σ) (Section 3.6.1, page 74) is not identifiable in

the Ipe, Mc and Cs settings.

7.11 Prove that GB(Σ) (Section 3.6.1, page 74) is identifiable in the Ipe,

Mc and Cs settings.
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7.12 Prove that CONE(Σ) (Section 3.6.2, page 74) is identifiable in the

Ipe, Mc and Cs settings.

7.13 Prove that COCONE(Σ) (Section 3.6.3, page 74) is identifiable in

the Ipe, Mc and Cs settings.

7.14 Prove that if restricting only to conservative and consistent learning

algorithms, then the Ipe and Mc classes coincide.

7.15 There are various definitions of incremental identification. This is

one:

Definition 7.7.2 An algorithm A incrementally identifies gram-

mar class G in the limit ifdef given any T in G, and any presentation

φ of L(T ), there is a rank n such that if i ≥ n, A(φ(i), Gi) ≡ T .

Prove that DFA(Σ) are not incrementally identifiable in the limit.

7.16 Using Definition 7.7.2, find a (simple) class that is incrementally

identifiable in the limit.

7.17 Let us call a presentation infinitely redundant ifdef every element

appears infinitely often. For example an infinitely redundant text

presentation is a φ for L, such that given any w in L, the number of

i ∈ N for which φ(i) = w is infinite. How can incremental learning

of balls of strings now become possible?

7.18 Adapt Definition 7.7.2 to the case of learning with a fixed (instead

of one) number of examples in memory.

7.8 Conclusion of the section and further reading

7.8.1 Bibliographical background

The introduction of this chapter (Section 7.1) is built from different surveys

of the literature and most specifically those by Yasubumi Sakakibara [Sak97]

or Colin de la Higuera [dlH05]. Alternatively a presentation of the field for

theoreticians can be found in [FdlH04] whereas a presentation for linguists

is [AvZ04]. Satoshi Kobayashi also discusses these questions in [Kob03].

Between the elements we used to back the point about why theory should

be preferred, we mentioned the fact that grammatical inference competi-

tions had provided evidence to this respect. The best known competi-

tions are: the Abbadingo competition [LP97], the Gowachin challenge

[LPC98], Omphalos competition [SCvZ04b], the Tenjinno competition

[SvZE06, Cla06]. A competition involving noisy data also was organised

inside the community working on genetic algorithms [Luc04].

Section 7.2 is an attempt to cover the main results in identification in the



7.8 Conclusion of the section and further reading 197

limit, without entering in the algorithmic details. There have been two main

lines of direction to study convergence in a formal manner: Gold’s model

of learning called identification in the limit, with two main variants: learn-

ing from text and learning from an informant [Gol67, Gol78]. From these

pioneer works alternative models have been proposed adding complexity

constraints [dlH97], the possibility of interrogating an Oracle [Ang87a] or

probabilistic issues. We may notice that the exposition here is through four

criteria to define the problem, whereas more classically ([Gol78, AS83]) five

have been proposed. The fifth (we do not use) is about the type of learner

we have, which could be machine or human.

We concentrate in Section 7.3 on the first model and follow lines close

to complexity theory where reductions can be found allowing to reduce one

problem to another. By doing this we follow the work by Lenny Pitt and

Manfred Warmuth [PW88]. The question of polynomial learning is also of

interest. A first discussion has taken place in [Pit89], with discussions and

further ideas in [dlH97] and [Yok03]. Original ideas concerning these ques-

tions (with a notion of stochastically polynomial) can be found in [Zeu03].

Many results relating the different classes of polynomial learning can be

found in [dlHJT08].

Definition 7.2.5 is by E. Mark Gold [Gol67]. The insufficiencies of this

definition alone were shown in [Pit89]. Another definition which is shown

to be insufficient by Lenny Pitt [Pit89] is Definition 7.3.2.

Definition 7.3.3 can be tracked back to several sources. It is de facto used

in [Gol78], formalised in the teaching setting by Sally Goldman and David

Mathias [GK95], studied in a systematic way in [dlH97].

Definitions 7.3.4 and 7.3.7 are also variations of definitions by Nick Little-

stone [Lit87], or by Lenny Pitt [Pit89] or Takashi Yokomori [Yok95, Yok03].

The commuting diagrams presented in Section 7.4, were introduced in

[dlH05, TdlHJ06]. The safe languages are defined in [ADS85] and their

learnability (without reductions) is proved in [dlHJ04]. Even linear lan-

guages and grammars have been analysed in the context of grammatical in-

ference in many papers, for instance [Tak88, SG94, Mäk96, KMT97]. There

have been many results over learning from strings that have been adapted

to the case where the data is trees. A very limited list can be found in

[Sak87, Sak90, KS94, Fer02].

We shall study active learning in detail in Chapter 9. The main landmarks

are the papers by Dana Angluin [Ang81, Ang87b, Ang87a, Ang90]. Most

of the different results presented in Section 7.5 are all due to her work

even if the formalism we propose here to deal with the complexity aspects is

new. Between the special sorts of queries we mention, extended membership
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queries were introduced in [BV96] and extended prefix language queries in

[dlHO04]. The relationships between Pac learning, equivalence queries and

active learning have been studied in [AK91, Gav93]. Jose Balcázar et al.

have studied the query complexities for different combinations of queries

[BDGW94a, BDGW94b].

Learning in noisy settings (Section 7.6) corresponds to work by Frédéric

Tantini [TdlHJ06] for the systematic noise, Marc Sebban and Jean-Christo-

phe Janodet for the classification noise [SJ03]. There have also been at-

tempts to learn a transducer to model the probabilistic edit distance [OS06,

BJS06].

7.8.2 Some alternative lines of research

There are several alternative lines of research. The main one is followed by

researchers in inductive inference, and specifically in algorithmic learning

theory. Yet concrete complexity issues have not been explored.

7.8.3 Open problems and possible new lines of research

The paradigms described in this chapter are still not fully understood. Be-

tween the many possible open research lines, let us mention:

- The question of reducing from strings to trees is puzzling. There

are many papers with complex proofs to export a result on learning

classes of strings to an equivalent one on trees. Yet there is no gen-

eral transformation. Is there one? Can we show an example where

something is feasible with strings but not with trees?

- Relating the models one to the other is important. Where are the

implications?

- Several researchers [Wat94, Cas01] have noticed that expecting ex-

ponentially long counter-examples in query learning was a problem.

In the same sense, one can argue that some grammars are too small

for strings: If the grammar is of logarithmic size in the size of the

basic strings it generates, we will say that this grammar does not

have characteristic samples. Developing a nice model for this is of

real interest.

- Noise is a topic where little has been studied theoretically. There is

room for new classes of languages, motivated by topological questions,

by algorithmic considerations and, if possible, based on the knowledge

we have of formal language theory.


