
Foreword

Young men should prove theorems, old
men should write books.

Godfrey H. Hardy

There is nothing to writing. All you do is
sit down at a typewriter and bleed.

Ernest Hemingway

A zillion grammatical inference years ago, some researchers in grammati-

cal inference thought of writing a book about their favourite research topic.

If there was no agreement about the notations, the important algorithms,

the central theorems or the fact that the chapter about learning from text

had to come before or after the one dealing with learning from an infor-

mant, there were no protests when the intended title was proposed: the art

of inferring grammars. The choice of the word art is meaningful: Like in

other areas of machine learning, what counted were the ideas, the fact that

one was able to do something complicated like actually building an automa-

ton from strings, and that it somehow fitted the intuition that biology and

images (for typical examples) could be explained through language. This

‘artistic’ book was never written, and since then the field has matured.

When writing this book, I hoped to contribute to the idea that the field

of grammatical inference has now established itself as a scientific area of

research. But I also felt I would be happy if the reader could grasp those

appealing artistic aspects of the field.

The artistic essence of grammatical inference was not the only problem

needing to be tackled; other questions were requiring an answer...
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Why not have called this book ‘grammar induction’?

When one wants to search for the different published material about the

topic of this book, one finds it associated to many different fields, and

more surprisingly under a number of names, such as ‘grammar learning’,

‘automata inference’, ‘grammar identification’, but principally ‘grammar in-

duction’ and ‘grammatical inference’. Even if this is not formalised any-

where, I believe that ‘grammar induction’ is about finding a grammar that

can explain the data, whereas grammatical inference relies on the fact that

there is a (true or only possible) target grammar, and that the quality of

the process has to be measured relatively to this target.

Practically this may seem to make little difference, as in both cases what

probably will happen is that a set for strings will be given to an algorithm,

and a grammar will have to be produced. But whereas in grammar induction

this is the actual task, in grammatical inference this is still a goal, more of a

way of measuring the quality of the learning method, the algorithm, or the

learning setting.

In other words, in the case of grammar induction what really matters

is the data and the relationship between the data and the induced gram-

mar, whereas in grammatical inference the actual learning process is what

is central and is being examined and measured, not just the result of the

process.

Is this about learning languages or learning grammars?

Even if historically the task has been associated with that of learning lan-

guages (and typically with that of the children acquiring their first language),

we will concentrate on learning by a machine, and therefore (as in any com-

putational task) a representation of the languages will be essential. Given

this first point, a simple study of formal language theory shows us that not

all representations of languages are equivalent. This will justify the choice

of presenting the results with a specific representation (or grammar) system

in mind.

Why use terms from formal language theory, like finite

automata, when you could use more generic terms like finite

state machines or alternative terms like hidden Markov models?

Actually, there is a long list of terms referring to the same sort of objects:

One also finds Mealy and Moore machines, (weighted) finite state trans-

ducers. In some cases these terms have a flavour close to the applications
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they are intended for; in others the names are inheritances of theoretical

research fields. Our choice is justified by the fact that there are always some

computable transformations allowing to transform these objects into deter-

ministic or non-deterministic finite automata, with or without probabilities.

In the special case of the transducers, separate theory also exists.

By defining everything in terms of automata theory, we aim to use a for-

malism that is solidly established and sufficiently general for researchers to

be able to adapt the results and techniques presented here to the alternative

theories.

Why not have introduced the definitions just before using them?

A generally good idea is to only introduce the definitions one needs at the

moment one needs them. But I decided against this in certain cases: In-

deed, the theories underlying the algorithms and techniques of grammatical

inference deserve, at least in certain cases, to be presented independently:

• In Chapter 3 are introduced concepts related with strings, but also with

distances or kernels over strings. If the former are well known by formal

language theory specialists, this is not always the case by researchers from

other fields interested in grammatical inference. It seemed interesting to

have these definitions in one separate chapter, in order for these definitions

to be compared and depend one of each other.

• Most of the material presented in Chapter 4 about grammars and au-

tomata can be found in well-known textbooks, even if providing uniform

notations is not customary. When considering probabilistic finite state

automata this is even worse as the definitions are far from trivial and

the theory is not straightforward. We also have chosen to give here the

main algorithms needed to deal with these objects: parsing, estimating,

distances, etc. . .

• The reader just looking for an algorithm might go directly to the chapter

corresponding to the class of grammars or the type of presentations he is

dealing with. But to understand the convergence issues associated with

the algorithm he wants to use, he might want to read Chapter 7 about

learning models, and more specifically be interested in the inclusion of

complexity questions in these models.

• The panorama concerning probabilities and grammatical inference would

have been very difficult to understand if we had not devoted Chapter 10 to

this question: Whether we use the distributions to measure classification

errors or to actually learn the grammars that generate them, we try in
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this chapter to give a uniform view of the field, of its definitions and of

its difficulties.

• For very different reasons does Chapter 6, about combinatorics, group

a number of more or less well known results concerning automata, de-

terministic or non-deterministic, probabilistic or not. These are usually

hardness results and rely on special constructions that we have wanted to

give in this separate chapter.

Did the author invent all these things?

No, of course not. Many scientists have contributed with the key ideas and

algorithms in this book. Some are clearly identifiable but others are not,

the idea having ‘been around for a while’ or being the synthesis of thoughts

of several people. Moreover, in such a field as this one, where papers have

been written in a great diversity of areas and where up to now no text

book had been produced, it is difficult, if not impossible, to know who has

the paternity of what idea. I have tried to render unto Caesar the things

which are Caesar’s, and have consulted widely in order to find the correct

authorships, but there are probably going to be researchers who will feel that

I have wrongfully attributed their result to someone else. This, I hope to

have avoided as much as possible and I wish to express my apologies for not

having found the correct sources. A specific choice to increase readability

has been to leave the citations outside the main text. These are discussed

at the end of each chapter.

Is the reader right to say that he has seen these proofs before?

Yes, of course he or she is right. In some rare cases, our knowledge today

of the objects and the problems allows us to propose alternative proofs

that somehow fitted in better. In other cases (as duly acknowledged as

possible), the original proof seemed unbettered. And for many reasons,

most important of which is usually just the fact that the proof does add

that useful information, I chose to include them, with just the necessary

changes of notation.

These do not seem to be the standard notations. Why didn’t the

author use the standard notations?

In such a new field as grammatical inference there is no such thing as stan-

dard notations. Grammatical inference has borrowed notations from many
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fields: machine learning, formal language theory, pattern recognition, com-

putational linguistics. These are even in many cases conflicting. Moreover

the authors of the many papers have all different backgrounds and this di-

versity is reflected in the variety of notations, terms that are used. Choices

had to be made for the book to be readable. I have privileged notations

that could adapt smoothly to the different grammatical inference settings

reported in this book. A chief goal has been to make algorithmic ideas from

one case be reusable in another. It is nevertheless fair to say that this has

a price (for example the fact of introducing automata with two types of

final states) and specialists, used to work with their own notations, may be

inclined to disagree with these proposals.

Is this the right moment to write a book on grammatical

inference?

That is what I believe. It certainly is not too early, since most of the key

questions were asked by Noam Chomsky or Ray Solomonoff fifty years ago!

Mark Gold’s results date back another forty years, and Dana Angluin’s first

contributions to the field correspond to work done thirty years ago. The

series of conferences known as Icgi have now been running for more than

fifteen years. The theme today is present in a number of conferences and

the main algorithms are used in many fields. A noticeable thing is that the

field is broadening: More complex classes of grammars are being learnt, new

learning paradigms are being explored and there are many new applications

each year. But no basic book with the main definitions, theorems and

algorithms exist. This is an attempt to help register some of the main

results (up to now) to avoid them being rediscovered over and over.

Why exercises?

Even if this is not a text-book, since grammatical inference is not being

taught in a curriculum, there are lectures in machine learning, text mining,

or other courses where formal languages and generalisation are taught; there

have also been attempts to hold lectures on the topic in summer schools

and doctoral schools; moreover, I have received sufficient encouragement to

initiate a list of exercises in order to be able to teach, in a close future. The

exercises are intended for this purpose. They also are here to give a flavour

of a few of the interesting questions in the field.
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What about trees and graphs?

The original goal was to cover extensively the field of grammatical inference.

This of course meant discussing in detail tree automata and grammars, giv-

ing the main adaptation of classical string algorithms to the case of trees,

and even dealing with those works specific to trees. As work progressed it

became clear that learning tree automata and grammars was going to sup-

pose at least as much material as with strings. The conclusion was reached

to only sketch the specificities here, leaving the matter largely untouched,

with everything to be written. This of course is not justified by the impor-

tance of the question, but only by the editorial difficulty and the necessity

to stop somewhere. Of course, after trees will come the question of graphs...

Is this the final book?

No, yet even more preposterously, I hope it to be an initial book. One that

allows fellow researchers to want to write their positions in new books ex-

pressing the variety of points of view of a community made of colleagues with

so different interests, whether in machine learning, computational biology,

statistics, linguistics, speech recognition, web applications, algorithmics, for-

mal language theory, pattern analysis. . .


