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Estimating the Probabilities

We cannot seriously propose that a child learns the values
of 109 parameters in a childhood lasting only 108 seconds.

George A. Miller and Noam Chomsky, in [MC63].

Par exemple, il arrive qu’après les douze chiffres du milieu
sortent les douze derniers chiffres ; deux fois, mettons, le
coup porte sur ces douze derniers chiffres et passe aux
douze premiers. Une fois qu’il est tombé sur les douze
premiers, il revient sur les douze du milieu ; trois, quatre
fois de suite, les chiffres du milieu sortent, puis ce sont de
nouveau les douze derniers ; après deux tours, on retombe
sur les premiers, qui ne sortent qu’une fois, et les chiffres
du milieu sortent trois fois de suite ; cela continue ainsi
pendant une heure et demie ou deux heures. Un, trois et
deux ; un, trois et deux. C’est très curieux.

Fedor Dostöıevski, Le joueur.

Let us suppose we are given a sample and an automaton. By automa-

ton we mean the structure or at least some constraints on the number of

states and some restrictive syntactical conditions on the transitions we are

allowed to use. We are interested in finding a systematic way of converting

the automaton into a probabilistic generator such as those we studied in

Chapter 5. It would also be interesting to be able to do something similar

for grammars instead of automata. Moreover we would like the probabilities

of the automaton or of the grammar to be best suited to that sample, which,

we hope, is supposed to be representative because generated randomly.

So the problem is not really any longer about finding the best automa-

ton or grammar for a given sample, but about tuning in the best way the

numerical parameters so that the chosen grammar or automaton works best.

419
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Let us denote by G the set of all probabilistic machines that fit our set of

syntactic constraints. Typically G contains automata that all share the same

set of transitions but differ on the numerical parameters. We are searching,

in G, for the best suited grammar.

The first question is: ‘what does best suited mean?’ If we suppose that

the sample (S) has been drawn following the distribution we wish to model,

then we might like to have the automaton or grammar that maximises the

probability of drawing this sample. This corresponds to finding the model

with maximum likelihood . The best parameters, for this criterion, are

those which maximise the probability that sample S is indeed generated by

the probabilistic grammar.

We may therefore consider that the problem is about finding the grammar

in G such that PrG(S) is maximum. In other words:

argmaxG∈G{PrG(S)} (17.1)

But the problem with Equation 17.1 is that the probability of a sample

is the sum of the probabilities of the strings that belong to it. Since each

string in the sample is independently drawn, this would be a very incorrect

way of measuring the probability of generating exactly this sample (see

Exercises 17.4 and 17.5 for example): If we take the sum we will be tempted

to just provide a set of values such that the most frequent string receives

the entire mass of probabilities.

Therefore a more correct equation is:

argmaxG∈G{
∏

x∈S

PrG(x)cntS(x)} (17.2)

where cntS(x) denotes the number of occurrences of string x in multiset S.

There is an implicit bias in the above: We are supposing no prior re-

garding the probabilities. Of course, there can be applications where the

probabilities are bounded or to be chosen inside a finite set, in which case

the problem should be solved in a different way.

17.1 The deterministic case

A first case is easy to settle straight away: If we are given a Dfa structure

over which we are to estimate the probabilities and the language is therefore

supposed to be generated by a Dpfa, then each string in the sample has a

unique parse that can be used to compute the probability of each transition

or derivation rule by counting. For that, we just use the underlying Dfa

to parse the examples, count how many times each transition is used (by
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frequencies) and transform this deterministic Ffa into a Dpfa. This process

was described in Section 16.2. The same arguments can be used if the

automaton or the grammar is unambiguous, that is, if each string in the

sample can be associated to a unique parse, but with more care.

Let us suppose that each string in the sample admits a unique parse. Pre-

cisely, if we are given a sample S and denote (as in Section 5.4.2, page 119)

by |S|c the number of times condition c is met when parsing S, we will use

the following notations:

- |S|(#q)=
∑

x∈S cntS(x) · |{u ∈ Σ⋆ : ∃v ∈ Σ⋆ uv = x ∧ δ(qλ, u) = q}|: the

number of times state q is reached.

- |S|(↓q)=
∑

x∈S: δ(qλ,x)=q cntS(x): the number of times state q is used as a

final state.

- |S|(→֒q,a,q′)=
∑

x∈S cntS(x) · |{u ∈ Σ⋆ : ∃v ∈ Σ⋆ ∃a ∈ Σ uav = x∧δ(qλ, u) =

q ∧ δ(q, a) = q′}|: the number of times transition (q, a, q′) is used by the

sample.

Note that in each case, the number of times a transition or a state is used

can actually be a larger value than the number of strings in the sample.

Each of the above values can then be computed simply by counting. We can

directly compute:

PrA(q, a, q′) =
|S|(→֒q,a,q′)

|S|(#q)
(17.3)

and also

FPA(q) =
|S|(↓q)
|S|(#q)

. (17.4)

So we build a Dpfa from this by converting the relative frequencies. It

can be shown (in the case of a Dpfa, of an unambiguous Pfa or Pcfg) that

the use of Equations 17.3 and 17.4 allow to reach the Dpfa with maximum

likelihood.

Example 17.1.1 We depict in Figure 17.1 a sample (Figure 17.1(a), each

string appears with its frequency in the sample), the deterministic structure,

or set of constraints the sample is to be parsed on (Figure 17.1(b)). Using

Equations 17.3 and 17.4 the associated Ffa is obtained (Figure 17.1(c)) and

the resulting Dpfa (Figure 17.1(d)) can easily be obtained.
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λ 20
a 20
b 10
aa 15
abb 10
baa 15
bab 10

(a) Sample.

qλ qa

qb qaa

a

b a

b

a

b

(b) Dfa structure.

100 qλ| 20 qa| 35

qb| 30 qaa| 15

a 60

b 45 a 15

b 10

a 25

b 10

(c) A deterministic Ffa.

1 qλ|
4

25
qa|

7

12

qb|
6

13
qaa| 1

a 12

25

b 9

25
a 1

4

b 1

6

a 5

13

b 2

13

(d) The corresponding Dpfa.

Fig. 17.1. Obtaining a Dpfa from a sample and a Dfa.

17.2 Towards non-determinism

Let us now consider a slightly more difficult case. Suppose for the same sam-

ple used in Example 17.1.1 we want to find the set of probabilities matching

a non-deterministic automaton, or a context-free grammar. Clearly, the

simple counting arguments don’t work.

In theory, in an Nfa we can put probabilities on all the transitions. But

the knowledge we may have about the structure may again consist in im-

posing the constraint that some edges have a null value.

Definition 17.2.1 A (Pfa) constraint is a Nfa A = 〈Σ, Q, I, FA, FR, δN 〉.

We say that the Pfa B = 〈Σ, Q, IP, FP, δP〉 respects the constraint A ifdef
∀q, q′ ∈ Q, ∀a ∈ Σ,

- IP(q) > 0 =⇒ q ∈ I,

- FP(q) > 0 =⇒ q ∈ FA,

- δP(q, a, q′) > 0 =⇒ (q, a, q′) ∈ δN .
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λ 20
a 20
b 10
aa 15
abb 10
baa 15
bab 10

(a) Sample.

q1 q2

q3

a

a, b a, b

a, b

a

(b) Constraint.

Fig. 17.2. A context Nfa for a given sample.

1 q1|0 q2|0.5

q3|0.2

a 0.2

b 0.8 a 0.3

a 0.2

b 0.3

a 0.5

(a) A compatible Pfa.

1 q1|0.3 q2|0.5

q3|0.2

a 0.2

a 0.5 b 0.3

a 0.5

a 0.2

b 0.3
(b) An incompatible Pfa.

Fig. 17.3. Two Pfa for constraint in Figure 17.2(b).

One can notice that the set FR pays no part here as we are dealing with

positive examples only.

Example 17.2.1 In Figure 17.2(b) is represented a Pfa constraint. The

Pfa from Figure 17.3(a) respects the constraint (17.2(b)), whereas the right

hand side Pfa (17.3(b)) does not.

Suppose the sample is represented on the left (Figure 17.2(a)). Then

clearly string baa admits three different parses.

The problem with non-determinism or ambiguity is that we may not be

able to associate to a string in the sample a path in the automaton. There-

fore, it is no longer just about counting. One should notice the difference

with parsing: When we parse, all the paths are counted to sum up and give

the probability of a string, whereas when the string is generated only one

particular path has been used. So we cannot attribute the weight of the
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parse to any particular transition or rule since we only have access to the

information that the string has been generated, and not how it has been

generated. The problem is therefore much harder.

17.3 The Em algorithm

So we now suppose that the underlying structure is ambiguous (some strings

can have various possible generations): Given information about which

derivation has been used, the computation would be easy, but we do not

have access to that information. In fact, inferring this information would

work just as well to solve our problem, since we could then return to the pre-

vious method, and convert the Ffa into an Pfa (or deal with probabilistic

context-free grammars).

The general method used to infer the weights is called expectation max-

imisation (Em). The goal is to optimise the maximum likelihood (Ml):

argmaxG∈G

∏

x∈S

{PrG(x)cntS(x)}.

where G is the set of all grammars consistent with the given constraints.

The idea is to start with an initial set of weights, and use these with the

sample S to update the weights of the rules by using, instead of the strings,

random variables associated to each string and to each possible parse.

To be as general as possible we will say that a string x has n differ-

ent parses or explanations ex,1, . . . , ex,n and call Explanations(x) the set

{ex,1, . . . , ex,n}.

An explanation will be a path in a Pfa or a derivation in a context-free

grammar. We associate with each explanation ex,i the random variable zx,i

indicating if the explanation ex,i was followed or not. The expected value of

zx,i given a current grammar G can be computed as follows:

E[zx,i] = Pr(zx,i = 1)

= Pr(ex,i is the real explanation)

=
Pr(ex,i|G)∑

ex,j∈Explanations(x) Pr(ex,j|G)

Therefore, if we can generate all the possible explanations the equation

above can be used to produce estimated counts. These can be used to

update the different probability weights used in the grammar. This leads to

iterating:
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- the expectation step, consisting in using the weights to estimate the

counts,

- the maximisation step, consisting in using the counts to produce new

weights.

17.3.1 General remarks

Iterating the expectation step and the maximisation step is guaranteed to

lead to a local maximum (or saddle point) in the likelihood surface.

But, both for non-deterministic automata and for context-free grammars,

the number of possible explanations can be exponential with the length of

the string; therefore, generating the different explanations is far too expen-

sive. A dynamic programming technique allows us to avoid this generation

and to compute the parameters, and therefore to implement the Em algo-

rithm. In the first case this is known as the Baum-Welch algorithm; in the

second the algorithm is called inside-outside.

Notice that the expected counts have to be initialised to some arbitrary

value. And in this sort of heuristic problem, the initialisation value is in

fact an important question which we will have to return to later. Since the

guarantee is only that a local maximum is reached, heuristics might allow

us to be able to escape the local maximum, or hope to visit alternative ones.

There are a variety of heuristic approaches for escaping a local maximum

such as using for example several different random initial estimates, or ap-

plying simulated annealing.

17.4 The Baum-Welch algorithm

The Baum-Welch algorithm uses the Em computations and deals with prob-

abilistic finite state machines. Let A be the constraint. Let S be a finite

sample of training strings assumed to be drawn from a regular distribution

D. The problem is to estimate the probabilistic parameters IP, δP and FP of

A in such a way that DA approaches Ŝ.

The expectation step can be now done as follows in this context: Let

x = a1 · · · ai · · · a|x|, we estimate the count ĉx(→֒ q, ai, q
′) as

Pr(q|a1 · · · ai−1) · δP(q, ai, q
′) · PrAq′

(ai+1 · · · a|x|)∑
s∈Q
s′∈Q

Pr(s|a1 · · · ai−1) · δP(s, ai, s′) · PrAs′
(ai+1 · · · a|x|)

(17.5)
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In the same way, we estimate ĉx(↓ q):

Pr(q|a1 · · · an) · δP(q)∑
s∈Q Pr(s|a1 · · · an) · δP(s)

(17.6)

Note:

- Pr(q|a1 · · · ai−1) denotes the probability of being in state q after reading

a1 · · · ai−1. This is also called the forward probability and is computed by

the Forward algorithm (Algorithm 5.2, page 105).

- PrAq′
(ai+1 · · · a|x|) is the probability of computing string ai+1 · · · a|x| when

starting from state q′. This is known as the backward probability which

is computed by the Backward algorithm (Algorithm 5.4, page 106).

This has to be done for each symbol ai in each string in S. The number

of occurrences of each string in the sample (which is a multiset!) has also

to be taken into account.

17.4.1 The algorithm

The computations can be combined into the Baum-Welch algorithm. This

algorithm iteratively runs the expectation phase (17.1) and the maximisation

phase (17.2). In the algorithms we have chosen to mix the algorithmic tables

with the notations we have been using. We also have supposed that the

initial values correspond to the constraints: a value equal to 0 enforces the

absence of the transition, or the fact that the state cannot be initial or final.

This may not be what is wanted, in which case a slightly modified (but more

complex) algorithm should be designed. Extra care should in any case be

taken when attempting to implement it.

Initially, the Pfa A has to respect the imposed constraints. Dynamic

programming is used in order to compute the different possible paths.

The actual convergence of the algorithm can be to a local maximum,

which has no reason to be close to the optimum. Only by trying out several

initial values to the different parameters can we hope to better the results,

but theory tells us that there exist cases where only luck with the initial

choices will allow to obtain a correct estimation.

The time and space complexities of the Baum-Welch algorithm are re-

spectively O(| Q | ·B ·
∑

x∈S | x |) and O(| Q | ·maxx∈S | x |), where B is

the average number of transitions per state (branching factor) of A.

There is a weak convergence result: It can be shown that, if the distri-

bution is generated by some Pfa A with the same structural component as

the one we are using (meaning that the constraints are correct, then the
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Algorithm 17.1: Algorithm Baum-Welch (expectation step).

Data: a Pfa A, a sample S

Result: The different counts ĉS(→֒ q, a, q′), ĉS(# q) and ĉS(↓ q)

for q ∈ Q do

ĉS(↓ q)← 0;

ĉS(# q)← 0;

for q′ ∈ Q do

for a ∈ Σ do ĉS(→֒ q, a, q′)← 0;

end

end

for x = a1a2 · · · an ∈ support(S) do

Nbocc← cntS(x);

for q ∈ Q do /* Computation of Backward and Forward */
F[0][q]← IP(q);

B[n][q]← FP(q);

for i ∈ [n] do

F[i][q]← 0;

B[n − i][q]← 0;

for q′ ∈ Q do F[i][q]←F[i][q]+F[i − 1][q′] · δP(q′, ai, q);

B[n − i][q]←B[n− i][q]+B[n − i + 1][q′] · δP(q, an−i+1, q
′)

end

end

Total← 0; /* Total corresponds to PrA(x) */

for q ∈ Q do Total← Total+F[n][q] · FP(q);

for i ∈ [n] do

for q ∈ Q do

for q′ ∈ Q do

Val← Nbocc · F[i−1][q]·δP(q,ai,q
′)·B[i][q′]

Total ;

ĉS(→֒ q, ai, q
′)← ĉS(→֒ q, ai, q

′) + Val;

ĉS(# q′)← ĉS(# q′) + Val
end

end

end

for q ∈ Q do

ĉx(↓ q)← ĉx(↓ q) + Nbocc · F[n][q]·FP(q)
Total ;

ĉS(# q)← ĉS(# q) + Nbocc · B[0][q]·IP(q)
Total

end

end

return(ĉS(→֒), ĉS(↓), ĉS(#))
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Algorithm 17.2: Algorithm Baum-Welch (maximisation step).

Data: a Pfa A, the estimated counts ĉS(→֒ q, a, q′), ĉS(# q) and

ĉS(↓ q)

Result: Pfa A updated.

for q ∈ Q do /* Compute in Val the number of times we enter a

state during parsing */
Val[q]← 0

end

for q ∈ Q do

FP(q)← ccS(↓q)
ccS(#q) ;

for a ∈ Σ do

for q′ ∈ Q do

δP(q, a, q′)← ccS(→֒q,a,q′)
ccS(#q) ;

Val[q′]← Val[q′] + ĉS(→֒ q, a, q′)
end

end

end

for q ∈ Q do IP(q)← ccS(#q)−Val[q]
ccS(#q) ;

return A

Baum-Welch algorithm is guaranteed to return a distribution D which

approaches DA as the size of the sample grows to infinity.

On the other hand (see Exercise 17.6) if the constraints are bad, no pa-

rameter setting will allow to obtain a good estimation.
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17.4.2 An example run

We give a small run of the first two steps of the Baum-Welch algorithm

in the case of a very simple automaton.

q1 q2

a

a

a

(a) The structure.

1 q1|
1

3
q2|

1

2

a 1

3

a 1

3

a 1

2

(b) Initialisation.

Fig. 17.4. An example structure and initialisation for Baum-Welch.

In this example, to keep things visible, we have a one letter alphabet,

and just one initial state. Suppose we have a (very small) learning sample

consisting of S = {(λ, 2), (a, 3), (aa, 1)}. Suppose now that the constraints

are that the structure is described by the graph represented in Figure 17.4(a).

We use as an initialisation the weights given in Figure 17.4(b).

x cntS(x) i B[|x| − i][q1] B[|x| − i][q2] F[i][q1] F[i][q2] Pr(x)

λ 2 0 1

3

1

2
1 0 1

3

a 3 0 1

3

1

2
1 0

1 5

18

1

4

1

3

1

3

5

18

aa 1 0 1

3

1

2
1 0

1 5

18

1

4

1

3

1

3

2 19

108

1

8

1

9

5

18

19

108

Table 17.1. Forward and Backward computations.

We compute separately the Backward and Forward tables (Table 17.1).

Then the estimated counts are recomputed (Table 17.2). In each case, the

number of occurrences of each string in the sample is used.

The values of the estimated counts for each transition and state are as
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Rule λ + a + aa

ĉx(→֒ q1, a, q1) = 2

5
+ 14

19
= 354

95

ĉx(→֒ q1, a, q2) = 3

5
+ 15

19
= 246

95

ĉx(→֒ q2, a, q2) = 9

19
= 9

19

ĉx(↓ q1) = 1 + 2

5
+ 4

19
= 324

95

ĉx(↓ q2) = 3

5
+ 15

19
= 246

95

Table 17.2. The estimated counts.

follows:

Freq(q1) = ĉS(→֒ q1, a, q1) + ĉS(→֒ q1, a, q2) + ĉS(↓ q1) =
924

95

Freq(q2) = c→֒q2,a,q2
+ c↓q2

=
291

95

FP(q1) =
324

95
/
924

95
= 0.351

δP(q1, a, q1) =
354

95
/
924

95
= 0.383

δP(q1, a, q2) =
246

95
/
924

95
= 0.266

FP(q2) = =
246

95
/
291

95
= 0.845

δP(q2, a, q2) =
9

19
/
291

95
= 0.155

A new Pfa (Figure 17.5) can be built and compared with the original one.

The algorithm has not converged yet. Several other iterations are needed.

q1|
324

924
q2|

246

291

a 354

924

a 246

924

a 45

291

(a) The new Pfa (fractions).

q1|0.351 q2|0.845

a 0.383

a 0.266

a 0.155

(b) The new Pfa (floats).

Fig. 17.5. An example structure and initialisation for Baum-Welch.

17.5 The Inside-Outside algorithm

The Em approach has been also adapted to estimate the probabilities of a

context-free grammar. This is called the Inside-Outside algorithm.
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For a string x and a non-terminal N , let xi,j be the substring between

positions i and j. Let Pr(xi,j|N) indicate the probability that N derives

into xi,j. We define:

- the Inside probability βN (i, j) = Pr(xi,j |N);

- the Outside probability αN (i, j) = Pr(x1,i−1Nxj+1,|x| |N1).

The Inside probability βN (i, j) is the probability for non-terminal N to

derive string xi,j, whereas the Outside probability is the probability for

string x1,i−1Nxj+1,|x| to be derived from the start symbol. We represent the

situation by Figure 17.6.

The expectation and maximisation steps are implemented as follows (for

a rule N → N1N2):

ĉx(N → N1N2|x) =

j=|x|∑

j=2

i=j−1∑

i=1

k=j−1∑

k=i

βN1
(i, k)βN2

(k + 1, j)αN (i, j)Pr(N → N1N2)

Now the estimation for each x ∈ S of the new probability corresponding

to the rule N → N1N2 is as follows:

∑j=|x|
j=1

∑i=j−1
i=1

∑k=j
k=i βN1

(i, k)βN2
(k + 1, j)αN (i, j)

∑
i<j βN (i, j)αN (i, j)

Evaluating this equation requires time in O(n3), to which must be added

the time needed for computing values of α and β. Total runtime is again

cubic.

17.6 Exercises

17.1 Write the algorithm which computes |S|(#q), for a given Dpfa.

17.2 Write the algorithm which computes |S|(↓q), for a given Dpfa.

17.3 Write the algorithm which computes |S|(→֒q,a,q′), for a given Dpfa.

17.4 Let S = {(a, 5), (b, 1)} and suppose the constraints are that the

structure is the automaton represented in Figure 17.7. If we try to

maximise PrA(S), what set of weights should you select?

17.5 Consider a sample X containing once a, three times b and six times

c. Suppose the goal is to put a probability on the only possible

rules N1 → a, N1 → b and N1 → c. What is the solution to

argmaxG∈G{PrG(S)}? What is the solution to argmaxG∈G{
∏

x∈X PrG(x)}?
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N

N1

a1 ai−1 aj+1 an

Probability is outside

Probability is inside

N

ai aj

Fig. 17.6. Inside and Outside.

q1

q2

q3

a

b

Fig. 17.7. A set of constraints represented as an automaton.

17.6 Suppose the sample is generated by the Pfa represented in Fig-

ure 17.8(a). Suppose that the constraint is given by the Nfa rep-

resented in Figure 17.8(b). What is the best Pfa you can hope for

when using Algorithm Baum-Welch?

17.7 Consider the structure depicted in Figure 17.9(a). Suppose the sam-

q1

q2

q3|
1

2

1

a 1 a 1

a 1

2

(a) The target.

q1 q2

a

a

a

a

(b) The constraint.

Fig. 17.8. A wrong set of constraints.
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ple consists of {(λ, 5), (a, 5), (a2, 5), (a3, 5), (a5, 5)}. Run Algorithm

Baum-Welch on this sample, with initial probabilities as in Fig-

ure 17.9(b), then as in Figure 17.9(c).

q1 q2

a

a

a

(a) The constraint.

q1|0 q2|
1

2

a 1

2

a 1

2

a 1

2

(b) First initialisation.

q1|1 q2|0

a 0

a 0

a 1

(c) Second initialisation.

Fig. 17.9. Different initialisations for Baum-Welch.

q1|0 q2|1

b 1

2

a 1

2

(a) First initialisation.

q1|1

q2|
1

2

q3|
1

2

a 1

2

b 1

2

b 1

2

(b) Second initialisation.

Fig. 17.10. Different initialisations for Baum-Welch.

17.8 Adjust probabilities from automata 17.10(a) and 17.10(b) given sam-

ple S = {(a, 10), (b10, 1)}.

17.7 Conclusion of the chapter and further reading

A typical way of obtaining a probabilistic grammar or automaton is by

providing a structure (the graph or the set of rules) and then attempting to

find a set of parameters (the initial, final and transition probabilities in the

case of an automaton, the probability of each rule in the case of a grammar).

The best known technique to achieve this is by the Em algorithm which

starts with an initial set of parameters, then computes the probabilities of

the strings using these initial parameters (called counts) and then uses these

counts as new parameters. The actual implementation of this idea is called

the Baum-Welch algorithm in the case of Pfa and Inside-Outside in the

case of Pcfgs.
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17.7.1 Bibliographical background

The fact that the optimisation problem (Equation 17.3) is quite simple if

the given automaton is deterministic was first noticed by Charles Wetherell

[Wet80]. The expectation maximisation ideas were first presented for hidden

Markov models and Pfa by [BPSW70, Bau72]. Convergence issues of the

algorithm are discussed in [CR86].

One alternative is to use the maximum path instead of the total prob-

ability in the function to be optimised: This allows to use a simpler algo-

rithm, called the Viterbi re-estimation algorithm . This is discussed by

Francisco Casacuberta in [Cas96a], while re-estimation algorithms for other

criteria different from Ml can be found in [Cas95a, Cas96b, PC00, PC01].

The problem itself of obtaining the optimum is probably NP-Hard, as

partly shown in [AW92]. That is why only local-optimum solutions to the

optimisation problem (Equation 17.3) are possible.

The Inside-Outside algorithm, described in Section 17.5, is based on

work by James Baker, and popularised by Karim Lari and Steve Young

[Bak79, LY90, LY91]. A careful analysis can be found in [Cas94, Cas95b].

The relation between the probability of the optimal path of states and the

probability of generating a string has been studied in [SBC96].

The work presented in this chapter depends strongly on having the struc-

ture of the automaton or the grammar to work with. This assumption is

sometimes take as a sine qua non to learning probabilistic languages. Alter-

natively, many authors will argue that an alternative path consists in taking

as a starting point a complete graph with as many states as needed (what-

ever that means), and using the Em from there. Obviously this approach

only makes sense if we accept the bias that the structure is indeed small.

Yet there are many applications where this should not be the case.

We have presented in Chapter 16 the alternative approach consisting in

learning both the structure and the probabilities.

17.7.2 Some alternative lines of research

As the finite state models become more and more complex, the algorithms

to estimate the probabilities have been adapted. There are Em algorithms

for a variety of tasks, which can profit from the better knowledge of the

structure. Obviously, we should mention here that all the approaches in this

chapter rely on the heavy assumption that the correct structure is provided.

We have discussed in Chapter 16 the alternative approach of learning the

probabilities and the structure at the same time.
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17.7.3 Open problems and possible new lines of research

One important question that is not settled is to know how bad the estimation

can be. Better said, given a target automaton, given a sample, given either

correct or incorrect knowledge of the structure, how good is the best possible

estimation going to be.

Alternatively, a worse case analysis would be of help and one be interested

in designing a target for which Em is going to fail by quite lot.

Between the open lines of research corresponding to estimating probabil-

ities, one obviously concerns speeding up the Inside-Outside algorithm.

This algorithm is widely used in practice, but with few systematic studies

of its robustness made.




