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Basic Stringology

The biscuit tree. This remarkable veg-
etable production has never yet been de-
scribed or delineated.

Edward Lear, Flora Nonsensica

Man muss immer generalisieren.

Carl Jacobi

Formal language theory has been developed and studied consistently over

the past fifty years. Because of their importance in so many fields, strings

and tools to manipulate these have been studied with special care, leading to

the specific topic of stringology. Usual definitions and results can therefore

be found in several textbooks.

We re-visit here these objects from a pragmatic point of view: Grammati-

cal inference is about learning grammars and automata which are then sup-

posed to be used by programs to deal with strings. Their advantage is that

we can parse with them, compare them, compute distances. . . Therefore, we

are primarily interested in studying how the strings are organised: Knowing

that a string is in a language (and perhaps more importantly out of the

language) is not enough. We will also want to know hos it belongs or why

it doesn’t belong. Other questions might be about finding close strings oe

building a kernel taking into account their properties. The goal is therefore

going to be to organise the strings, to put some topology over them.
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52 Basic Stringology

3.1 Notations

We start by introducing here some general notations used throughout the

book.

In a definition ifdef is a definition ‘if’.

The main mathematical objects used in this book are letters and strings.

The simplest notations will consist in using italics for variables denoting

letters and strings with the letters from the beginning of the alphabet

(a, b, c, . . .,) reserved for the symbols, and the rest of the alphabet y u, v, . . . , z

used for the strings. When using examples, reference alphabets will be used.

The letters intervening in the examples will be denoted as a, b, c, . . ..

Finally when we will manipulate letters from two alphabets, one being

final (the observable alphabet) and the other being auxiliary or com-

posed of auxiliary symbols, letters of the final alphabet will be indicated

by a, b, c, . . ., whereas letters from the auxiliary alphabet by capital letters

A,B,C, . . .. Strings over the union of the two alphabets by Greek symbols

α, β, γ . . .

3.1.1 Mathematical preliminaries

- Q is the set of all rational numbers;

- N is the set of positive or null integers;

- R is the set of real numbers;

- |X| is the cardinality of any finite set X;

- max(X) is the maximum value in a set X (if it exists) (min(X) being the

minimum value in X);

- argmaxx∈X{θ(x)} denotes one value in X that yields the maximal value

over set X for function θ. Note that whereas unicity is often compulsory,

we will not follow this line here.

- argminx∈X{θ(x)} conversely denotes one value in X that yields the min-

imal value over set X for function θ.

- [n] = {1, . . . , n} (and for n = 0, [0] = ∅).

- We denote A ⊆ B and A ⊂ B) for (respectively) ‘A is a subset of B’ and

‘A is a proper subset of B’.

- When given a finite set E, a partition of E is a set of subsets of E,

denoted by Π = {E1, . . . Ek} such that on one hand
⋃

i∈[k]Ei = E and

on the other ∀i, j ∈ [k], Ei ∩ Ej = ∅. A partition defines an equivalence

relation over E: Two elements are equivalent for Π (denoted by x ≡Π y)

if they are in the same class or block of the partition. A partition Π is

finer than a partition Π′ if x ≡Π y =⇒ x ≡Π′ y.
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- A multiset is a pair M =< A, cntM > where cntM : A→ N \{0} returns

the number of occurrences of a in M . A is called the support of the

multiset: A = support(M).

- We shall denote in extension a multiset as {(a, 2), (b, 3), (c, 1)} or alter-

natively as ≪ a, a, b, b, b, c≫.

- The cardinality of a multiset written |M | is
∑

a∈A cntM (a). Alternatively

↾ M ↿=|support(M)| is the number of different symbols in M .

Example 3.1.1 Let sin : R → R be the sinus function. Then we obtain

max{sin(x) : x ∈ [0; 2π]} = 1 whereas argmaxx∈[0;2π[{sin(x)} = π
2 .

For M = {(a, 2), (b, 3), (c, 1)} we have support(M) = {a, b, c}. Also,

|M | = 6 but ↾ M ↿=3.

3.1.2 Notation in algorithms

The notation O corresponds to the asymptotic class. O(f(n)) stands for the

set of all functions dominated asymptotically by function n → f(n). That

means: g ∈ O(f(n)) ⇐⇒ limn→∞
g(n)
f(n) < +∞.

P is the class of all problems solvable in polynomial time by a deterministic

Turing machine.

NP is the class of all decision problems solvable in polynomial time by

a non-deterministic Turing machine, with the NP-complete problems those

hardest in the class and thus, if P 6= NP, not solvable in polynomial time.

Problems that are at least as hard as any NP-complete problem are NP-

hard. This concerns not only decision problems, but any problem (optimi-

sation, search) as hard as any ‘hardest’ problem in NP (for instance Sat,

the satisfiability problem).

Tables used in an algorithm will be denoted as T[x][y] when two dimen-

sional: This allows us to consider a row in the table as T[x].

3.1.3 Distances and metrics

Let X be the set over which a distance is to be defined. We will primarily

be dealing with the case where X is a set of strings, but this need of course

not necessarily be the case.
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Definition 3.1.1 A metric over some set X is a function X2 → R+ which

has the following properties:

d(x, y) = 0 ⇐⇒ x = y

d(x, y) = d(y, x)

d(x, y) + d(y, z) ≥ d(x, z)

The last condition is known as the triangular inequality, and it is inter-

esting to notice how many so called distances do not comply with it. We

choose to use the term distance for any mapping associating a value to a

pair of elements with the general idea that the closer the elements are, the

smaller the distance is. When the properties of Definition 3.1.1 hold, we will

use the term metric.

In Rn a number of distances have been well studied: let x = [x1, . . . , xn]

and y = [y1, . . . , yn] be two vectors, the Minkovski distance of order k, or

k-norm distance is denoted by Lk:

Lk(x, y) =
(
∑

i∈[n] |xi − yi|
k
)

1

k .

If now x = [x1, . . . , xn] and y = [y1, . . . , yn],

L∞(x, y) = maxi≤n

{

|xi − yi|
}

.

The notation L∞ is well founded since limk→∞ Lk(x, y) = L∞(x, y).

Note the two important special cases where k = 1 and k = 2:

- The variation metric: L1(x, y) =
∑

i∈[n] |xi− yi|, sometimes also called

the Manhattan metric.

- The Euclidean metric: L2(x, y) =
√

∑

i∈[n](xi − yi)2.

3.2 Alphabets, strings and languages

3.2.1 Alphabets

An alphabet Σ is a finite non-empty set of symbols called letters. It

should be noted that even if elementary examples will be typically given on

alphabets of size 2, the practical issues addressed by grammatical inference

in fields like computational linguistics involve alphabets that can be huge,

and in many cases of unknown and unbounded size.

3.2.2 Strings

A string x over Σ is a finite sequence x = a1 · · · an of letters. Let |x| denote

the length of x. In this case we have |x| = |a1 · · · an| = n.
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The empty string is denoted by λ (in certain books notation ǫ is used

for the empty string).

Alternatively a string x of length n can be used as a mapping x : [n]→ Σ:

If x = a1 · · · an we have x(i) = ai, ∀i ∈ [n].

Given a ∈ Σ, and x a string over Σ, |x|a denotes the number of occurrences

of letter a in x.

Given two strings u and v we will denote by u · v the concatenation of

strings u and v: u · v:
[

|u| + |v|
]

→ Σ with ∀i ∈ [|u|], (u · v)(i) = u(i) and

∀i ∈ [|v|], (u · v)(|u| + i) = v(i). When the context allows it u · v shall be

simply written uv.

We write uR = u(n) · · · u(1) for the reversal of u.

Let Σ⋆ be the set of all finite strings over alphabet Σ. We also define:

Σ+ = {x ∈ Σ⋆ : |x| > 0}

Σ<n = {x ∈ Σ⋆ : |x| < n}

Σ≤n = {x ∈ Σ⋆ : |x| ≤ n}

Given a string x, u is a substring (or a factor) of x ifdef there are two

strings l and r such that x = lur. In that case we will also say that x is a

superstring of u.

We can count the number of occurrences of a given string u as a substring

of a string x and denote this value by |x|u =
∣

∣{l ∈ Σ⋆ : ∃r ∈ Σ⋆ ∧x = lur}
∣

∣.

u is a subsequence of x ifdef it can be obtained from x by erasing letters

from x. Alternatively: ∀x, y, z, x1, x2 ∈ Σ⋆,∀a ∈ Σ:

- x is a subsequence of x,

- x1x2 is a subsequence of x1ax2,

- if x is a subsequence of y and y is a subsequence of z then x is a subse-

quence of z.

Example 3.2.1 Consider x = abbababa; then abb is a prefix of x, aba is

a suffix of x. Both are substrings of x and so is bab. bbbb is a subsequence

of x, but not a substring.

Note that:

- Finding the longest common subsequence between u and v is in O(|u| · |v|)

time;

- Finding the longest common subsequence of a set of strings is NP-hard;

- Checking if string u is a subsequence (or substring) of string x requires

O(|u|+ |v|) time.
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For u, x ∈ Σ⋆, u is a subsequence of x ifdef there exists indices i =

(i1, . . . i|i|) with 1 ≤ i1 < · · · < i|u| ≤ |x|, such that uj = xij for j ∈ [|u|]. If

u is a subsequence of x in the positions given by i, we will use u = x(i) as

notation. The length of the subsequence l(i) is i|u|− i1 +1, and corresponds

not to the length of x(i) but to the difference (+1) between the two extreme

positions.

Example 3.2.2 Consider the alphabet Σ = {a, b, c} and let x be the string

abbabacac. We have |x| = 9. The string x(2, 4, 6, 8) = baaa is a subse-

quence of length 4, but whose l(2, 4, 6, 8) in x is 7.

3.2.3 Ordering strings

Suppose we have a total order relation over the letters of an alphabet Σ. We

denote by ≤alpha this order, which is usually called the alphabetical order.

Different orders can be defined over Σ⋆:

- the prefix order : x≤pref y ifdef ∃w ∈ Σ⋆ : y = xw;

- the lexicographic order : x≤lex y ifdef x≤pref y ∨
[

x = uaw : y = ubz ∧
a≤alpha b

]

;

- the subsequence order : x ≤sub-seq y ifdef x is a subsequence of y.

A more interesting order is the length-lexicographic order (also some-

times called the hierarchical or length-lex order). We will order the

string totally according to the hierarchical order by: If x and y belong to

Σ⋆, x≤lex-length y ifdef|x| < |y| ∨
(

|x| = |y| ∧ x≤lex y
)

.

The first strings, according to the hierarchical order, with Σ = {a, b} are

λ, a, b, aa, ab, ba, bb, aaa, . . ..

In all cases we associate with each of these orders the strict orders <alpha,

<pref, <lex, and <length-lex. We should pay special attention to the above

definitions: Although the lexicographic order seems the most natural, com-

mon and therefore interesting one, in practice it suffers from several flaws

(see for example Exercise 3.5).

Example 3.2.3 Let Σ = {a, b, c} with a<alpha b<alpha c. Then aab≤lex ab,

but ab≤lex-length aab. And the two strings are incomparable for ≤pref.

Note that, if <alpha is a total order, then so are <lex and <length-lex.
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3.2.4 Languages

A language is any set of strings, so therefore a subset of Σ⋆. Operations

over languages include:

- Set operations (union and intersection)

- Product: L1 · L2 = {uv : u ∈ L1, v ∈ L2}

- Powerset: L0 = {λ} Ln+1 = Ln · L = L · Ln

- Star: L∗ =
⋃

i∈N
Li

The complement of language L is taken, if no precision is given, with

respect to Σ⋆: L = {w ∈ Σ⋆ : w 6∈ L}. But notation L1 \L2 will be used for

the complement of L2 in L1, thus:

L1 \ L2 = L1 ∩ L2 = {x ∈ L1 : x 6∈ L2}.

The symmetric difference between two languages L1 and L2 is denoted by

L1⊕L2 = L1\L2∪L2\L1 = {x ∈ Σ⋆ : (x ∈ L1∧x 6∈ L2)∨(x ∈ L2∧x 6∈ L1)}.

Example 3.2.4 Let Σ = {a, b}. We consider languages L1 = {a, ab},
L2 = {λ, b, bb} and L3 = {a, b}. Then L1 · L2 = {a, ab, abb, abbb} and

L∗
2 = {bn : n ∈ N}. Also L1 \ L3 = {ab} whereas L1 ⊕ L3 = {ab, b}.

We denote by L a class of languages. These will be indexed, in order

to be well defined, by a particular alphabet. When not mentioned, we will

suppose the size of this alphabet to be at least 2.

3.2.5 Prefixes, suffixes and quotients

Let u, v ∈ Σ∗, u−1v = w such that v = uw (undefined if u is not a prefix

of v) and uv−1 = w such that u = wv (undefined if v is not a suffix of

u). Let L be a language and u ∈ Σ∗, u−1L = {v ∈ Σ∗ : uv ∈ L} and

Lu−1 = {v ∈ Σ∗ : vu ∈ L}.

Generalising the above notation to languages, if L and M are languages,

L−1M = {v : ∃u ∈ L∧ uv ∈M} and LM−1 = {v : ∃ u ∈ M ∧ vu ∈ L}.

Let L be a language, the prefix set of L is Pref(L) = {u ∈ Σ⋆ : uv ∈ L}
and the suffix set of L is Suff(L) = {v ∈ Σ⋆ : uv ∈ L}.

A language is prefix-closed ifdef ∀u, v ∈ Σ⋆, uv ∈ L ⇒ u ∈ L. It is

suffix-closed ifdef uv ∈ L⇒ v ∈ L.

The longest common suffix (lcs(L)) of L is the longest string u such

that each string in L accepts u as a prefix. Technically, (Lu−1)u = L. The

longest common prefix (lcp(L)) of L is the longest string u such that

u(u−1L) = L.
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Example 3.2.5 Let Σ = {a, b}

Pref(Σ⋆) = Σ⋆.

ab−1 Σ⋆ = Σ⋆.

Let L = {a, aba, abba, bba, bab} and u = a. Then u−1L = {λ, ba, bba} and

Lu−1 = {λ, ab, bb, abb}.

3.3 Trees and terms

There are several ways of defining trees, depending on the point of view

and the use: In graph theory trees are just a special case of graphs, in data

structures trees will be often binary, and in formal language theory they

are usually ranked. We choose here to introduce only ranked trees: The

labels of the nodes are chosen from a ranked alphabet, each symbol having

a unique arity. In which case the order of the subtrees matters.

Well formed trees are built from a ranked alphabet Σ. In a ranked alpha-

bet each f in Σ has an associated rank given by the arity function ρ : Σ→ N.

The maximum value the arity takes is denoted by rmax= max{ρ(f) : f ∈
Σ}. This allows to partition Σ into Σ0 ∪ Σ1 ∪ · · · ∪ Σrmax.

A Dewey tree (or empty tree, or tree domain) is a (finite) language (LT )

over alphabet [rmax], which verifies, for u , v ∈ [rmax]∗, a , b ∈ [rmax]:

- u · v ∈ LT =⇒ u ∈ LT ;

- u · a ∈ LT and b < a =⇒ u · b ∈ LT .

In order to better separate the addresses (elements of the Dewey tree) and

the labels, the former are represented in bold characters: 112 is an address,

whereas a is a label.

Definition 3.3.1 A tree t over a (ranked) alphabet Σ is a total mapping

LT → Σ where LT is an empty tree and ∀u ∈ LT ,
∣

∣{a ∈ N : ua ∈ LT}
∣

∣ =

ρ(t(u)). LT is called the domain of tree t and is denoted by Dom(t).

We use typical notations and terms for trees: nodes, leaves,. . . Examples

are shown in Figures 3.1(a) and 3.1(b). In the first case, what is depicted is

the skeleton with as labels, wrongfully, the addresses of the nodes.

Definition 3.3.2 A tree t is a subtree of t′ at node u ifdef ∀w ∈ Dom(t),

t(w) = t′(uw).

Definition 3.3.3 A context C[ ] is a tree where exactly one leaf is labelled

with a special symbol $ that does not belong to Σ. If C[ ] is a context and

t is a tree, the tree C[t] is obtained by substituting node $ by the tree t.
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λ

1 2

11 12 13 21

121

(a) An empty tree.

f

g h

b h a a

a

(b) Tree.

Fig. 3.1. A tree over alphabet {a, b, f, g, h} with its tree domain.

Formally, C[t](u) = C[ ](u) ifdef u belongs to Dom(C[ ]), and C[t](uv) = t(v)

if C[ ](u) =$.

Example 3.3.1

f

g h

b $ a a

(a) A context C.

f

a b

(b) The tree t.

f

g h

b f a a

a b

(c) Tree obtained by substituting $ in
the context C by the tree t.

Fig. 3.2. Contexts and substitutions.

Other definitions are classical and are not recalled technically here:

- a node in the tree comprises an address and a label ;

- the root of a tree is the node of address λ;

- a leaf of t is a node whose address is not a proper prefix of another string

in Dom(t);

- an internal node is a node that is not a leaf;

- the frontier of a tree is the string composed by concatenating all leaves

of the tree when read in prefixial order;

- the height of a tree is the length of the longest string in the domain of the

tree.
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Definition 3.3.4 A tree t′ is a subtree of t at node u ifdef ∀w ∈ Dom(t),

t′(w) = t(uw).

In Example 3.3.1, tree t (Figure 3.2(b)) is a subtree of the tree represented

in Figure 3.2(c).

3.3.1 Defining trees as strings

To manipulate trees there are a number of possibilities: One is to convert

them to strings, and the other is to transform them into binary trees, by

means of the ‘first son, right brother’ encoding.

A linear description of a tree is obtained with the help of the following

notation:

- a is a tree of height 0 (just a leaf, labelled by a);

- f(t1 . . . tk) is a tree with root labelled by f and with k subtrees t1 . . . tk.

For example tree (a) from Figure 3.3 will be denoted by f(g(a(h(b) g(a b)))).

Another possibility is to describe a tree corresponding to a bracketed

string. If you consider string (b(a(a b))), then an alternative representation

is given in Figure 3.3(b). We will in the sequel prefer the first encoding.

f

g g

a h a b

b

(a)

.

b .

a .

a b

(b)

Fig. 3.3. Trees.

3.3.2 Associating binary trees to trees

There are many reasons for limiting oneself to binary trees: Notations are

simpler, programs may seem fitted to that case. It is therefore of interest to

be able to transform general trees into binary ones. This is always possible

through the following operation:
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t→ t′: ∀u ∈ Dom(t)

φ(λ) = λ

φ(0u) = 0φ(u)

φ(au) = 1aφ(u)

t′(u) = t(φ(u))

Note that ψ is the inverse function which transforms a string in Dom(t′)

into the corresponding string t→ t′: ∀u ∈ Dom(t)

ψ(λ) = λ

ψ(1n0u) = nψ(u)

t(u) = t′(ψ(u)).

f

a f a

b g a

b

a g

a

(a) A tree.

f

a

f

ab

g

ab

a

g

a

(b) The corresponding binary tree.

Fig. 3.4. Trees.

3.3.3 Extensions

Extensions of strings and trees include:

- Graphs and hypergraphs are even more complex to define by generative

means and grammars that produce them have been studied in specific

fields only. Typically a graph is composed of a finite set of nodes or
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vertices X and a subset of X2 of edges, but there are variants where the

graphs can be undirected, have multiple edges or hyper-edges.

- Infinite strings are used to model situations in reactive systems. We

denote by Σ∞ the set of all infinite strings defined as total functions

N → Σ. If L is a subset of Σ∞ it will be an infinitary language. In the

case where L is an infinitary language, the set of finite prefixes of L is

Pref(L) = {x ∈ Σ⋆ : xy ∈ L}.

3.4 Distances between strings

There are many good reasons to define distances between strings: One may

want to capture the notion that some string is only a slight deformation of

another, or want to use this distance for classification purposes: Given a set

of strings find some representative of this set, i.e. a string to which all the

other ones are close. We survey here some of these distances and discuss

their tractability.

Distances over strings can be defined in a number of ways, either by

selecting features which are then measured, and using a distance over Rn,

or by computing directly the distance over the strings themselves.

3.4.1 Feature distances

A typical (and very successful) approach is to transform a string into a

vector in a (usually high dimensional) space by extracting some features (or

measurable information) about the string. You can then use a conventional

numerical distance over the vectors. The construction goes as follows:

- Find a finite set of measurable features;

- Compute a numerical vector for x and y (−→x and −→y ). These vectors are

elements of some set Rn;

- Use some distance d→ over Rn. It results that d(x, y) = d→(−→x ,−→y ).

Example 3.4.1 Let |Σ| = n. Suppose we order the symbols in Σ as

a1, a2 . . . ak. With each string x over Σ we associate the vector that counts

the number of occurrences of each symbol in x: −→x = [|x|a1
, |x|a2

, . . . , |x|ak
].

This is known as the Parikh mapping. With this, it is possible to use any

distance over Rk to compare strings.

An alternative is, using the fact that the number of strings is infinite, to do

the same but in an infinite dimension:

- Find an infinite (enumerable) set of measurable features;
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- Compute a numerical vector for x and y (−→x and −→y ). These vectors are

elements of R∞;

- Use some distance d→ over R∞;

- d(x, y) = d→(~x, ~y).

The difference between the two cases is that the set of values associated

with a string is usually unbounded, but not infinite (only a finite number of

values is going to be used for the computation of the distance).

Example 3.4.2 For strings x and u in Σ⋆ denote by |x|u the number of

occurrences of string u as a substring of string x. Now order all strings of

Σ⋆ using the hierarchical order. We can now associate with each string x

the infinite vector ~x where the coordinate corresponding to u is |x|u.

For instance, string ababaa is represented by (7, 4, 2, 2, 2, 0, 0, 0, 2, 0, . . .).

Note that the value of |x|λ is arbitrarily set to 1.

We now can use the L∞ distance. Thus, in this case, d(ababaa, bba) = 3.

3.4.2 Modification distances

This class of distances is broadly defined as follows:

- Compute the number of modifications of some type allowing to change

string x to string y;

- Perhaps normalise this distance according to the sizes of x and y or to

the number of possible paths.

Typically, the edit distance (see Section 3.4.4) is of this sort, but when the

strings are of identical length, the Hamming distance is also suitable:

Definition 3.4.1 (Hamming distance) Let x and y be two strings of

identical length.

dHamming(x, y) =
∑

i∈[|x|]

∣

∣{i : x(i) 6= y(i)}
∣

∣

Example 3.4.3 dHamming(aaba, abab) = 3. Notice that a simple ‘rotation’

of the string (the first symbol becomes the last) can have dramatic effects:

dHamming(ababababab, bababababa) = 10. A rotation corresponds to imag-

ining that a string is circular, and that then, somehow, the first symbol in

the string becomes the last.
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3.4.3 Similarity distances

Another type of distance can be obtained from similarities instead of from

differences. The general idea goes as follows:

We first compute a similarity between x and y. This will be a positive

value S(x, y) ∈ R+. The idea is that the higher the value, the closer the

strings.

We then have at least two options to build a distance:

(i) - If x = y, then d(x, y) = 0;

- If x 6= y d(x, y) = 2−S(x,y).

This typically is the case of the prefix distance , or the distance

on trees defined by the following similarity:

S(t1, t2) = min{|x| : x ∈ Dom(t1) ∩Dom(t2) ∧ t1(x) 6= t2(x)}

(ii) The second idea is to define d(x, y) = S(x, x)2 − 2S(x, y)S(y, x) +

S(y, y)2. This sort of distance is typically used when we want to

transform a kernel into a distance (see Section 3.5, page 68 about

kernels).

3.4.4 The edit distance

Defined by Levenshtein in 1966 there have been many variants, studies and

extensions since then. The idea is to define some simple operations to get

from one string to the other. The basic operations are those corresponding to

typographic mistakes (insertion, deletion and substitution) and we measure

the minimum number of these operations needed to transform one string

into another.

Definition 3.4.2 Given two strings x and y in Σ⋆, x rewrites into y in one

step ifdef one of the following correction rules holds:

- x = uav, y = uv and u, v ∈ Σ⋆, a ∈ Σ (single symbol deletion);

- x = uv, y = uav and u, v ∈ Σ⋆, a ∈ Σ (single symbol insertion);

- x = uav, y = ubv and u, v ∈ Σ⋆, a, b ∈ Σ, (single symbol substitu-

tion).

Example 3.4.4

- abc→ ac (one deletion);

- ac→ abc (one insertion);

- abc→ aec (one substitution).
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λ a b
λ 0 0.5 0.7
a 0.5 0 1.3
b 0.7 1.3 0

Table 3.1. A cost matrix.

We will consider the reflexive and transitive closure of this derivation, and

x→k y ifdef x rewrites into y by k operations of single symbol deletion, single

symbol insertion and single symbol substitution.

Given two strings x and y, the Levenshtein or edit distance between x

and y denoted by dedit(x, y) is the smallest k such that x→k y.

Example 3.4.5 dedit(abaa, aab) = 2. abaa rewrites into aab via (for in-

stance) a deletion of the ‘b’ and a substitution of the last ‘a’ by a ‘b’.

In the most general case the cost of each operation may not be 1. The

cost is then given by a cost matrix . An example of such a matrix can be

found in Table 3.1. Cost matrices are an important part of the edit distance:

If one does understand the point of counting the number of errors in a text,

clearly, in many applications, some errors are more probable (and thus have

less cost that others). For instance, in biology, certain mutations are easier,

in copying a text one might make more errors through using one key instead

of its neighbour on the keyboard.

Certain conditions have to be met for the edit distance with costs still to

be a metric: The cost matrix has itself to be symmetric.

With the matrix in Table 3.1 this is the case, but the cost matrix does not

respect the triangular inequality as C[b][a] = 1.3 > C[a][λ]+C[λ][b] = 0.5+

0.7. We leave the consequences of this remark as an exercise (Exercise 3.8,

page 75).

General algorithm. The definition of the edit distance does not provide

us with a direct algorithm. Indeed using something like ‘recursively trying

out all possible operations’ will end up with an exponential amount of work.

The correct (yet inefficient) formula is:

dedit(xa, yb) = min







dedit(xa, y) + C[λ][b]

dedit(x, y) + C[a][b]

dedit(x, yb) + C[a][λ]

In the above, C[a][b] refers to the cost of substituting symbol a by sym-

bol b, C[a][λ] to the cost of erasing symbol a, and C[λ][b] to the cost of
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inserting symbol b. One way to compute this efficiently is through dynamic

programming. This is what Algorithm 3.1 does.

Algorithm 3.1: Computing the edit distance.

Data: A cost matrix C[|Σ|+ 1][|Σ| + 1], two strings x = a1 · · · am and

y = b1 · · · bn
Result: d[m][n] = dedit(x, y)

d[0][0]← 0;

for i : 1 ≤ i ≤ m do d[i][0]← d[i− 1][0] + C[ai][λ];

for j : 1 ≤ j ≤ n do d[0][j] ← d[0][j − 1] + C[λ][bj ];

for i : 1 ≤ i ≤ m do
for j : 1 ≤ j ≤ n do d[i][j]←
min

(

d[i−1][j]+C[ai][λ], d[i][j−1]+C[λ][bj ], d[i−1][j−1]+C[ai][bj ]
)

end

return d[m][n]

We show in Table 3.2 an example computation of the edit distance between

strings abbaa and abaacabb for the unit cost matrix (all operations are worth

1). It should be noticed that the same table can easily be interpreted to find

the number of optimal alignments or paths from one string to the other, or

to explore the different optimal paths.

Fig. 3.5. Typical cost matrix used for proteins.
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a 5 4 3 2 1 2 3 4 5
a 4 3 2 1 2 3 4 5 6
b 3 2 1 2 3 4 5 5 5
b 2 1 1 2 3 4 5 5 6
a 1 1 2 2 3 4 5 6 7
λ 0 1 2 3 4 5 6 7 8

λ b b a a c a b b

Table 3.2. An example computation of the edit distance for the unitary cost

matrix.

Complexity. Time and space of Algorithm 3.1 are in O(|x|.|y|). But an

alternative implementation by one dimension vectors is possible, reducing

to O(min(|x|, |y|)) the space complexity.

Extensions. The general idea behind the computation of the edit distance

can be adapted to other cases and settings. This may be of interest on

particular applications. But in all these cases the problems of the distance

(the fact that it is not easy to compute and in the case of very long strings

actually becomes extremely complex) remain. Some of the extensions are

as follows:

- We can add other operations such as the inversion of two contiguous

symbols: uabv → ubav; usually the algorithms and results can be adapted;

- Similar algorithms can work (with some extra cost) on circular strings:

Circular strings can be used in pattern analysis to represent contours;

- We can compute how far a string is from a set or a language. The definition

would then be: dedit(x,L) = min{dedit(x, y) : y ∈ L}. The next step

consists in defining the distance between two languages: dedit(L1, L2) =

min{d(x, y) : x ∈ L1 ∧ y ∈ L2}.

- In practice there are arguments in favour of using a normalised dis-

tance and being able to say that string aaababababababba is closer to

aaabababbbababba than a is to b. That is why, in many applications

variants of this normalised distance are used. But these normalised dis-

tances are problematic: Note for instance that if normalising by dividing

by the sum of lengths dN (x, y) = dedit(x,y)
|x|+|y| you end up with something that

is not a metric:

- dN (ab, aba) = 0.2

- dN (aba, ba) = 0.2

- dN (ab, ba) = 0.5
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Therefore we have dN (ab, ba) > dN (ab, aba) + dN (aba, ba) and the trian-

gular inequality no longer holds.

- Extending the edit distance to trees and graphs is not straightforward.

Other questions related with the distance are of interest when trying to

define from a given set of strings a specific string as representative of the

set. We could in this case consider computing:

- the string median: u = argminc∈Σ⋆{
∑

x∈S dedit(c, x)} or

- the string centre: u = argminc∈Σ⋆{maxx∈S dedit(c, x)}.

But finding any of these values is intractable and corresponds to attempt-

ing to solve NP-hard problems.

It should be added that if the edit distance can (with many technical

complications) extend to trees, the extension to graphs poses a problem.

Indeed, if we want it to be a metric, then it would enable to solve the graph

isomorphism problem, which is believed not to be in P. That is why the

computation of the edit distance for graphs is only done by heuristics.

3.5 String kernels

Kernels correspond to another way to associate to a pair of objects (here

strings) a numerical value. In a certain sense, the value associated does not

indicate a closeness between the objects, but how much they share.

A kernel is a function κ: A × A → R such that there exists a feature

mapping φ: A→ Rn, and κ(x, y) =< φ(x), φ(y) >.

< φ(x), φ(y) > represents the dot product (also known as the scalar prod-

uct): < φ(x), φ(y) >= φ1(x) · φ1(y) + φ2(x) · φ2(y) + . . .+ φn(x) · φn(y)

Some important points that we should make are:

- The κ function is explicit, whereas the feature mapping φ may only be

implicit. This means that we need an algorithm to compute κ, whereas

this is not necessary for the feature mapping.

- Instead of Rn some other Hilbert space can be used.

- If we build the kernel directly from the feature mapping φ, this one re-

spects the kernel conditions (known as Mercer conditions: The associated

matrix should be semi-definite positive).

- If a semantic can be attached to function φ, interpretation of whatever

learning results we obtain is possible. If not, in general, we are left with

a black box.

- Another essential issue is algorithmic: The computation of κ(x, y) must be



3.5 String kernels 69

cheap since this is going to be repeated many times. A typical complexity

of O(|x|+ |y|) or O(|x| · |y|) is considered correct in most cases.

Notice that this point is not as trivial as may seem since the actual

definition is κ(x, y) =
∑

i∈[n] = φi(x)φi(y), and we do not want this value

n to intervene in the complexity. Actually, for some kernels, n can be

infinite! Avoiding to compute the kernel through the feature function is

called the kernel trick.

3.5.1 Basic definitions

We give the elements necessary to construct string kernels, used to compare

strings in Σ⋆. Adaptations to trees are sometimes possible.

Definition 3.5.1 (String kernel function) A string kernel is a function

κ that, for all x, z ∈ Σ⋆, satisfies

κ(x, y) = 〈φ(x), φ(y)〉,

where φ is a mapping from Σ∗ to an (inner product) feature space F

φ : x→ φ(x) ∈ F.

Note that kernels can be combined:

Proposition 3.5.1 Let κ1 and κ2 be kernels. Then the following function

is a kernel:

κ(x, y) = κ1(x, y) + κ2(x, y)

We now introduce some string kernels.

3.5.2 The Parikh kernel

The Parikh map associates to each string a vector of natural numbers where

each component is the number of occurrences of a symbol of the alphabet

in the string.

Definition 3.5.2 (Parikh kernel) The feature space associated with the

Parikh kernel is indexed by Σ, with the feature mapping:

φP
a (x) = |{i : x(i) = a}| = |w|a, a ∈ Σ.

The associated kernel is defined as

κP (x, y) = 〈φP (x), φP (y)〉 =
∑

a∈Σ

φP
a (x)φP

a (y).
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Example 3.5.1 Consider the strings bac, baa, cab and bad. Their Parikh

kernels are given in the following table:

φP a b c d

bac 1 1 1 0

baa 2 1 0 0

cab 1 1 1 0

bad 1 1 0 1

So the Parikh kernel between bad and cab is

κP (bad, cab) = 1 ∗ 1 + 1 ∗ 1 + 0 ∗ 1 + 1 ∗ 0 = 2.

3.5.3 The spectrum kernel

This corresponds to counting contiguous subsequences, or substrings, of a

given length. The idea is similar to that of the n-grams or the k-testable

languages (these are presented in Section 11.1, page 255).

Definition 3.5.3 (Spectrum kernel) The feature space associated with

the spectrum kernel is indexed by Σk, with the feature mapping:

φS,k
u (x) = |x|u, u ∈ Σk.

The associated kernel is defined as

κS,k(x, y) = 〈φS,k(x), φS,k(y)〉 =
∑

a∈Σ

φS,k
u (x)φS,k

u (y).

Note that of course for k=1 we obtain the Parikh kernel. As an example

κS,2(aabaaac, baaa) = 8 + 1 (for k = 2).

Complexity of the computation of κS,k(x, y) is in O(k · |x| · |y|).

3.5.4 The all k-subsequences kernel

The all k-subsequences kernel computes the dot product of two vectors

of which each component is the number of occurrences of a contiguous or

non-contiguous subsequences of length at most k in a string.

We consider all subsequences of length at most k. The goal of this kernel

is to grow with the number of shared subsequences of bounded length. Al-

ternatively, one counts all the alignments of at most k symbols between the

two strings.
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Definition 3.5.4 (All k-subsequences kernel) The feature space as-

sociated with the embedding of the all k-subsequences kernel is indexed by

I = Σ≤k, with the component labelled by u given by

φU,k
u (x) = |{i : u = x(i)}|, u ∈ I,

that is, the count of the number of times the indexing string u occurs as a

subsequence in the string x. The associated kernel is defined by:

κU,k(x, y) = 〈φU,k(x), φU,k(y)〉 =
∑

u∈Σ≤k

φU,k
u (x)φU,k

u (y).

We also will write: ∀x ∈ Σ⋆, φ
U,k
λ (x) = 1.

Example 3.5.2 All the 2-subsequences in the strings bac, baa, cab and bad

are given in the following table:

φU,2 λ a b c d aa ab ac ad ba bc bd ca cb

bac 1 1 1 1 0 0 0 1 0 1 1 0 0 0

baa 1 2 1 0 0 1 0 0 0 2 0 0 0 0

cab 1 1 1 1 0 0 1 0 0 0 0 0 1 1

bad 1 1 1 0 1 0 0 0 1 1 0 1 0 0

with all other dimensions indexed by other strings of length 2 having value

zero.

So the all 2-subsequences kernel between cab and bad has value

κU,2(baa, bad) = 6.

3.5.5 The all-subsequences kernel

We now extend the previous kernel to the case where we do not bound a

priori the size of the subsequences. The all-subsequences kernel associates

to each string a vector where each component is the number of occurrences

of a contiguous or non-contiguous subsequences in a string.

This also corresponds to counting the number of alignments between two

strings.

Definition 3.5.5 (All-subsequences kernel) The feature space associated

with the embedding of the all-subsequences kernel is indexed by I = Σ⋆, with

the component labelled by u given by

φU
u (x) = |{i : u = x(i)}|, u ∈ I,
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that is, the count of the number of times the indexing string u occurs as a

subsequence in the string x. The associated kernel is defined by:

κU (x, y) = 〈φU (x), φU (y)〉 =
∑

u∈Σ⋆

φU
u (x)φU

u (y).

Note that the number of empty alignments is 1, so ∀x ∈ Σ⋆, φU
λ (x) = 1.

Example 3.5.3 All the subsequences in the strings bac, baa, cab are given

in the following table:

φU λ a b c aa ab ac ba bc ca cb bac baa cab
bac 1 1 1 1 0 0 1 1 1 0 0 1 0 0
baa 1 2 1 0 1 0 0 2 0 0 0 0 1 0
cab 1 1 1 1 0 1 0 0 0 1 1 0 0 1

with all other dimensions indexed by the (infinitely many!) other strings of

Σ⋆ having value zero.

So the all-subsequences kernel between cab and bad is

κU (baa, bac) = 1+3+2=6

κU (aaba, abac) = 1 + 7 + 6 + 2 = 16.

3.5.6 The gap-weighted subsequences kernel

The idea of the gap-weighted subsequences kernel is to associate to each

string a vector where each component is a weight which measures the degree

of contiguity of the subsequence of length k (k fixed) in the string. The goal

is to penalise those alignments that use letters far apart.

Definition 3.5.6 (Gap-weighted subsequences kernel) We consider

all contiguous and non-contiguous subsequences of length k where the gaps

are weighted by γ. The feature space associated with the gap-weighted sub-

sequences kernel of length p is indexed by I = Σk, with the embedding given

by

φG
u (s) =

∑

i:u=s(i)

γl(i), u ∈ Σp.

The associated kernel is defined as

κG,k
p (s, t) = 〈φG,k(s), φG,k(t)〉 =

∑

u∈Σk

φG,k
u (s)φG,k

u (t).
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Example 3.5.4 Consider the simple strings bac, baa, cab and bad. Fixing

p = 2, the strings are mapped as follows:

φG,2 aa ab ac ad ba bc bd ca cb

bac 0 0 γ2 0 γ2 γ3 0 0 0

baa γ2 0 0 0 γ2 + γ3 0 0 0 0

cab 0 γ2 0 0 0 0 0 γ2 γ3

bad 0 0 0 γ2 γ2 0 γ3 0 0

with all other coordinates having value zero.

So the gap-weighted subsequences kernel between cab and bad has value

κG,2(baa, bad)=γ4 + γ5,

If practically the idea is that the value of γ is less than 1, for theoretical

reasons an interesting value for γ is 2. Complexity of the computation of

this kernel is O(k · |x| · |y|).

3.5.7 How do we compute a kernel?

The goal in most cases is obviously to avoid computing all the φu(x) and

then using the dot product. This requires computing directly the kernel.

Dynamic programming is typically used for this. Algorithms for the different

kernels presented in this section can be found in the literature. Just to

give the spirit, we present in Algorithm 3.2 the computation of the all-

subsequences kernel.

Note that κ(a1 · · · am, b1 · · · bn) counts the number of good alignments

between x = a1 · · · am and y = b1 · · · bn. And this count can be decom-

posed into on one hand those alignments where am is not used (this is then

κ(a1 · · · am−1, b1 · · · bn)) and on the other those alignments where am is used:

In this case am is aligned with one of b1 · · · bn (for example bj with bj = am).

We count this in an auxiliary variable, denoted by Aux[j].

3.6 Some simple classes of languages

Languages are sets of strings and can be defined in many ways. In the next

chapter we will use grammars and automata to generate or recognise strings,

but it is possible to define simple classes of languages through topological

operations.

FIN (Σ) is the class of all finite languages over an alphabet Σ.
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Algorithm 3.2: Computing the all-subsequence kernel.

Input: a1 · · · am, b1 · · · bn
Output: K[m][n] = κ(a1 · · · am, b1 · · · bn)

for j ∈ [n] do /* Only the empty alignment */
K[0][j]← 1

end

for i ∈ [m] do
last← 0;

Aux[0]← 0;

for j ∈ [n] do /* a1 · · · ai, b1 · · · bj */
Aux[j]← Aux[last]

end

if ai = bj then Aux[j]←Aux[last]+K[i− 1][j − 1];

last← j;

for j ∈ [n] do K[i][j]← K[i− 1][j]+Aux[j]
end

return K[m][n]

3.6.1 Balls

Let u be a string over an alphabet Σ. Br(u) = {x ∈ Σ⋆ : dedit(u, x) ≤ r} is

a ball of strings. r ∈ N is the radius of the ball, and u is the centre of

the ball.

We denote by BALL(Σ) the class of all balls over an alphabet Σ. Those

balls that have the radius at most as long as the length of the centre are

called good balls. The class of all good balls over an alphabet Σ is denoted

by GB(Σ).

3.6.2 Cones

Let u be a string over an alphabet Σ. K(u) = {x ∈ Σ⋆ : x ≤sub-seq u} is a

cone .

We denote by CONE(Σ) the class of all cones over an alphabet Σ.

3.6.3 Co-cones

Let u be a string over an alphabet Σ. KK(u) = {x ∈ Σ⋆ : u ≤sub-seq x} is a

cocone .

We denote by COCONE(Σ) the class of all co-cones over an alphabet Σ.
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3.7 Exercises

3.1 Prove that if L is a finite set, then so is Pref(L).

3.2 Compute u−1L and Lu−1 for:

- L = {a, aba, abba} and u = a

- L = {a, aba, abba} and u = ab

- L = Σ⋆ and u = a

- L = Σ⋆ and u = λ

3.3 Order the following strings for the orders ≤pref, ≤lex, ≤sub-seq and

≤lex-length: aabab, bbabacaa, cc, acabaab, baaa.

3.4 Compute the Hamming distance (when possible) and the edit dis-

tance (with unit costs) between the three following strings: ababa,

baaaba and babab.

3.5 Prove that the lexicographic order is not Noetherian, i.e. that you

can construct a non-empty set with no minimal element. Alterna-

tively, that there is a strictly decreasing infinite sequence.

3.6 Let Σ = {a, b}, prove that ≤lex-length is a good ordering, i.e. that

every non-empty set has a minimal element.

3.7 Prove that the induction principle holds for ≤lex-length, i.e. that given

any property P , if we can prove ∀y
[

∀x≤lex-length y P (x) =⇒ P (y)
]

then the property P is true on every element of Σ⋆.

3.8 Prove that if the cost matrix does not respect the triangular inequal-

ity, Algorithm 3.1 (page 66) may not return the correct value.

3.9 Give an example of a distance over Σ⋆ for which the triangular in-

equality does not hold.

3.10 Prove that the Hamming distance is indeed a metric over each Σn.

3.11 Suppose we normalise the Hamming distance by dividing the dis-

tance by the length of x (and with d(λ, λ) = 0). Is this still a

metric?

3.12 Extend the Hamming distance to Σ⋆ by first extending it to the

alphabet (Σ ∪ {$})∞ as follows: Given any strings u and v in Σ⋆,

complete u and v to the right by an infinity of symbols $ and ‘com-

pute’ the Hamming distance between these two strings. Is this a

metric?

3.13 Prove that the prefix distance is indeed a metric. The prefix distance

between two strings is defined as

- if x = y, then dpref (x, y) = 0;

- if x 6= y dpref (x, y) = 2|lcp(x,y)|.

Recall that the lcp of a set is the longest common prefix of the set.
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3.14 Prove that the prefix distance is an ultra-metric, i.e. that the follow-

ing conditions hold:

- ∀x, y ∈ Σ⋆, dpref (x, y) ≤ 1

- ∀x, y, z ∈ Σ⋆, dpref (x, z) ≤ max{dpref (x, y), dpref (y, z)}.

3.15 Suppose we normalise the prefix distance by dividing the distance

between x and y by |x| + |y| (and with d(λ, λ) = 0). Is this still a

metric?

3.16 Give an example of a distance over Σ⋆ which uses substrings. Is it a

metric?

3.17 Consider using the edit distance normalised by dividing by the length

of the smallest of the two strings: d(x, y) = dedit(x,y

1+min{|x|,|y|} . Is this a

metric?

3.18 Another possible idea to take into account the lengths is to divide

by the product of both lengths. In order to deal with the special

case where one of the strings is the empty string we have to add one.

d(x, y) = dedit(x,y

1+|x||y| . Is this a metric?

3.19 Build an algorithm that computes the longest common subsequence

of 2 strings u and v, and modify this algorithm to check if the longest

common sequence is unique or not.

3.8 Conclusions of the chapter and further reading

3.8.1 Bibliographical background

Most of the definitions and techniques from this chapter can be found in

typical textbooks for formal language theory [Har78, HU79, Sim99, Sak04].

More specifically, the book by Maxime Crochemore et al. [CHL07] offers

most of what should be known in stringology.

The mathematical notations and algorithmic conventions we use are stan-

dard. The definitions concerning alphabets, strings and languages are also

well known. Between the different choices made, we have preferred to write

the empty string as λ rather than ǫ, because of possible confusions in the

context of distribution free learning. One might also point out that the λ

refers to the German leer, which means empty.

We have very briefly given as extensions definitions for the infinitary case

because of some very specific grammatical inference in this setting ([MP91,

SY93, dlHJ04]).

In the same sense we have proposed some basic definitions concerning

trees.
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The study of algorithm for finding patterns in strings is an important prob-

lem. Several research papers deal with the question of finding the longest

common subsequence or checking if a string is a substring of another. A

good starting point is [Aho90].

The definitions concerning distances over strings come from a number of

places. If the early definition was by Vladimir Levenshtein [Lev65], the algo-

rithm was introduced in [WF74]. Discussions concerning the variants can be

found in a number of places including [Mic86, Luz92, Gus97, CHL01]. The

complexity of the algorithm is an issue, so, for applicative reasons heuristics

have been proposed [RJM03]. The cited problem that the median and cen-

tre string problems were intractable was proved in [dlHC00], and there have

been several heuristics to try to solve the problem, albeit in an approxima-

tive way. But a number of authors argues that in practice, having to rewrite

twice on a string of length 2 is not the same as having to rewrite twice on

a string of length 200 [Nav02]. For such reasons, several ideas have been

proposed to try to relate (in an inverse way) the lengths of the strings with

the distance [YB07, dlHM08].

The advantages of the distance function being a metric are that alternative

algorithms and data structures can be used for nearest neighbour algorithms

[MV93, MOV94, CNBYM01]. The triangular inequality can be used to avoid

certain computations, resulting in more cost-effective algorithms [RJM03].

Presentation of Section 3.5 follows closely work by Alexander Clark et

al. [CFWS06, CFW06], and the book by John Shawe-Taylor and Nello Chris-

tianini [STC04].

There has been an increasing amount of literature dealing with string

kernels. An association of kernels based on automata has been introduced

by Corinna Cortes et al. [CKM07].

From a formal language point of view it would seem that a kernel taking

into account the size of the best alignment (and not the number of align-

ments) would be better. But it remains to be seen if such a kernel would

comply with Mercer’s conditions and if the computation can be efficient

enough. In the same way, counting through an automaton would be of real

help.

3.8.2 Some alternative lines of research

Kernels are an alternative to distances; the links between the two still de-

serve more attention. The idea here is to count some similarities. More

importantly certain mathematical properties have to be defined. We discuss

briefly these questions in Section 3.5. The relationship between the edit dis-
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tance and grammatical inference is not new, and there has been work on al-

gorithms that try to use the distance as a generalisation criterion: [RPV89],

with applications to speech recognition [CM98b]. Another relationship can

be found through parsing and smoothing [DA00]. Using the edit distance

to model noise [TdlHJ06], or to deal with corrections [BBdlHJT07] in an

active learning setting have also been investigated.

Rough sets also represent an interesting alternative to represent strings

more or less in or more or less out of a language. Some studies have been

done [YK94].

3.8.3 Open problems and possible new lines of research

There are still several open questions of research dealing with the topo-

logical issues for strings. For instance, the notions of compactness or of

convexity remain to be properly defined, and proposing rational expressions

that somehow preserve this compactness would be of great help when dealing

with noisy settings.

The edit distance has been adapted for trees and graphs, but if in the first

case they just introduce complex but tractable definitions, this is not true

for graphs. Also, taking into account the gaps in between the symbols that

are not aligned is an important question.

Finding new distances and kernels is of interest. Again, as in the kernel

discussion one has to combine expressive power (the distance and kernel

needs to measure something worth measuring) and fast computation. If

there are no fast algorithms, at least fast approximations are required.

A specific question is that of learning the weights of the edit distance. Ex-

perimental approaches [DA00] and approaches where the weights are proba-

bilities [OS06] have been looked into. But there is room for more algorithms

for this problem.


