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Active Learning

No one can tell you how to do it. The
technique must be learned the way I did
it, by failures.

John Steinbeck, Travels with Charlie

Similarly, a responsive informant could
answer questions involving non-terminals,
or instead of responding ‘No’ could give
the closest valid string.

Jim Horning, in [Hor69]

There are several situations where the learning algorithm can actively

interact with its environment. Instead of using given data, the algorithm

may be able to perform tests, create new strings, find out how far he may

be from the solution. The mathematical setting to do this is called active

learning, where queries are made to an Oracle.

In this chapter we cover positive and negative aspects of this important

paradigm in grammatical inference, but also in machine learning, with again

a special focus on the case of learning deterministic finite automata.

9.1 About learning with queries

In Section 7.5 we introduced the model of learning from queries (or active

learning) in order to produce negative results (which could then also apply

to situations where we have less control over the examples) and also to find

new inference algorithms in a more helpful but credible learning setting.
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9.1.1 Why learn with queries?

Active learning is a paradigm first introduced with theoretical motivations

but that for a number of reasons can today be considered also as a pragmatic

approach.

Some of the theoretical reasons for introducing the model are:

- To propose a model sufficiently general to cover most cases. Not only

situations where precise questions are asked to the environment (like ‘does

this string belong?’) but also where asking for a new example is an action:

Indeed, even if this is not the chosen way, sampling can be seen as a

dialogue with an Oracle.

- To make use of additional information that can be measured; if the initial

setting is that of imposed data, here we consider that asking some specific

questions is allowed, but the type of questions and the size of the answers

should be measured.

- To explain thus the difficulty of learning certain classes: If you can prove

that the number of queries to be asked is too large, then learning with

imposed examples is going to be at least as hard.

- To discover new algorithms making use of this new information.

On the other hand, there are a number of reasons for believing that this

setting is not just theoretical:

- In specific applications, testing is possible. For instance, this is the case

of circuit testing, where the automaton may represent a circuit and the

testing data would be the input sequences to the circuit, chosen with the

idea to do as few (expensive) tests as possible. This is also the case in

robotics where the robot can perform some experiment in order to inter-

rogate its environment/Oracle before taking decisions or building some

map of its situation.

- In World Wide Web applications, we may want to consider the Web as a

formidable Oracle, and search engines as the means to use queries, even

very elaborate ones.

- There are more and more situations where there is too much data, or

where the labelling of this data is too expensive. A typical situation

is that of automatic translation: The task of translating an individual

sentence may not require the construction and the use of a huge bilingual

corpus. In an approach closer to transductive learning, it may be easier

to obtain the translation through the labelling of just some sentences.

- In modelling language acquisition situations where children learn from

their parents, the mother can be described in the paradigm of learning
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from an Oracle or active learning. This can be extended to other situa-

tions where interaction with a partner or a teacher is part of the learning

process.

To ensure better readability, and also to pinpoint the mother-child learning

setting, we will call the Oracle a she and the learner a he .

9.1.2 Some types of queries

The active learning paradigm is based on the existence of an Oracle which

can be seen in principle as a device that:

- knows the language and has to answer correctly,

- can only answer queries from a given set of queries.

When the Oracle finds herself in a situation where various legal answers are

possible, if she is asked to sample following a given distribution, she does so.

In all other cases, she does not handle probabilities: There is no distribution

over the possible answers she may give. But then, if we want to analyse if

convergence of the learning algorithm is possible or not, we should rely on

a worst case policy: The Oracle does not ‘want’ to help.

Different types of queries (corresponding to Oracles that will be more or

less powerful) have been defined in the literature. The main ones in the

non-probabilistic setting are:

- Membership queries: Mq. A membership query is made by proposing a

string to the Oracle who answers Yes if the string belongs to the language

and No if not. We will denote this formally by:

Mq : Σ⋆ → {Yes,No}

- Equivalence queries (weak): Weq. A weak equivalence query is made by

proposing a grammar G to the Oracle. The Oracle answers Yes if the

grammar is equivalent to the target and No if not:

Weq : G → {Yes,No}

- Equivalence queries (strong): Eq. A strong equivalence query is made by

proposing a grammar G to the Oracle. The Oracle answers Yes if the

grammar is equivalent to the target and returns a string in the symmetrical

difference between the target and L(G) if not:

Eq : G → {Yes} ∪ Σ⋆
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- Subset queries: Ssq. A subset query is made by proposing a grammar G

to the Oracle. The Oracle answers Yes if L(G) is a subset of the target

language and returns a string from L(G) that is not in the target language

if not:

Ssq : G → {Yes} ∪ Σ⋆

9.1.3 Correct learning with queries

Describing a problem of learning with queries requires defining precisely how

the languages are represented and what the admissible queries are. It will

also be necessary, when using queries where the Oracle might return some

counter-example, to count the length of this counter-example as the size of

the data and not as the result. This may seem strange (and can be argued),

but is required if one wants to have an independent Oracle.

This point should be taken seriously (and has been by the different re-

searchers working in the field), with some alternative ideas that might be

worth considering:

- One may want to only consider strings of bounded length as counter-

examples: The Oracle should try to return one such string if possible;

- One should also be careful with not wanting to allow some tricky strategy

where an equivalence query can be made with the sole objective of gaining

time, not information!

We will therefore present our results in terms of classes of grammars (or

representations) with intended meaning that:

- The language identified or learnt is the one corresponding (L(G)) to the

learnt grammar G.

- If a grammar G is the target then learning an equivalent grammar G′

corresponds to completing successfully the identification task.

We first describe the interactive active learning process. We define a class

of grammars G and the sort of queries we are allowed to make (and that

therefore the Oracle will have to answer). We call Quer this class of queries.

Typically if the learner is only allowed to make membership queries, we will

have Quer = {Mq}. Given a run of our learning algorithm we can break

this run into the different phases leading from one query to the next. Let us

call query point the moment (defined by an integer corresponding to the

number of queries made up to that point) before a new query is made. We

can count:
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- the overall runtime,

- the length of the longest counter-example seen at some given query point,

- the update runtime, consisting in the time spent from one query point to

the next.

Correct learning can be defined as follows:

Definition 9.1.1 A class G is identifiable in the limit with queries

from Quer ifdef there exists an algorithm A such that given any grammar

G in G, A identifies G in the limit, i.e. returns a grammar G′ equivalent to

G and halts.

Definition 9.1.2 Let ρ be a run of a learner A. Let 〈r1, r2, . . . rm〉 be the

sequence of replies to queries 〈q1, q2, . . . qm〉 the Oracle makes during run ρ.

We will say that A is polynomially bounded ifdef there exists a polynomial

p(, ) which given any target grammar G and any run ρ, at any query point

k of the run, denoting the runtime before that point by tk, we have:

- k ≤ p
(

‖G‖,max{|ri| : i < k}
)

- |qk| ≤ p
(

‖G‖,max{|ri| : i < k}
)

- tk ∈ O
(

p(‖G‖,max{|ri| : i < k}
)

In other words at any query point k of the run, indicating the moment before

query qk is made, the number of queries made, the computation time spent

up to then and the size of the next query are all bounded by the size of the

target and the length of longest information returned by the Oracle up to

that point.

Definition 9.1.3 A class G is polynomially identifiable in the limit with

queries from Quer ifdef there exists a polynomially bounded learner A

which given any grammar G in G, identifies G.

In the above definition a couple of elements need to be discussed:

- The length of the information (usually a counter-example) returned by

the Oracle is a parameter (not a result) for the complexity of a learner.

Indeed, the Oracle can choose to return any consistent result. But if this

result is exponentially longer than the size of the encoding of the target,

we should still be allowed to read it and deal with it.

- There is the possibility of building a degenerate learning algorithm if the

complexity is only measured at the end of the run of the algorithm: One

could choose to spend time freely, identify the correct target and make a
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query where the only possible answer is exponentially long, thus allowing

a posteriori polynomial time.

9.2 Learning from membership queries alone

In the previous section we used algorithm Lstar to prove that Dfa were

learnable when we could access an Oracle that answered membership and

strong equivalence queries. A reasonable question is to try to learn with

less powerful queries. We prove here that membership queries alone are

insufficient to learn Dfa. In fact, we prove the stronger result that we can

use subset queries and weak equivalence queries also, without doing much

better.

The intuition is to keep in mind lock automata : These automata recog-

nise just one string of length n. With a two letter alphabet there are 2n

such automata, each of size n. It is easy to see that to discard the 2n − 1

other automata, one will need 2n − 1 queries. . .

Lemma 9.2.1 If a class L contains a non empty set L∩ and n sets L1, . . . , Ln

such that ∀i, j ∈ [n] Li ∩ Lj = L∩, any algorithm using membership, weak

equivalence and subset queries needs in the worst case to make n-1 queries.

Proof The Oracle will answer to each query as follows:

- to Mq(x) with x in L∩, Yes, and the learner cannot discard any

language;

- to Mq(x) with x in Li\L∩, No, and only language Li can be discarded

by the learner;

- to Weq(L∩), No, and only languageL∩ can be discarded by the

learner;

- to Weq(Li), No, and only language Li can be discarded;

- to Ssq(L∩), Yes and no language can be discarded;

- to Ssq(Li), No, with counter-example xi from Li \L∩ and only lan-

guage Li can be discarded.

Corollary 9.2.2 DFA(Σ) cannot be identified by a polynomial number of

membership, weak equivalence and subset queries.

Proof Let us consider L∩ = ∅, and Li = {mi} where mi is number i written

in base 2 over n bits using alphabet {0, 1}. Therefore as this class is of size

2n + 1 and corresponds exactly to the situation covered by Lemma 9.2.1,
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so a total of 2n membership queries, subset queries and weak equivalence

queries will be needed to learn.

9.3 Learning from equivalence queries alone

The goal of this section is to give the approximate fingerprints proof (see

Section 7.5.4) that equivalence queries alone are insufficient for tractable

learning of Dfa. The result, as a corollary, applies to more complex classes.

The proof is due to Dana Angluin, and is as instructive as the result itself.

Theorem 9.3.1 DFA(Σ) cannot be identified by a polynomial number of

strong equivalence queries.

The rest of the section is devoted to the proof of Theorem 9.3.1. Let us

first describe the idea.

The goal is to make use of approximate fingerprints: Let us consider

for each value of n, a special class of languages (represented by automata of

size n) Hn over a fixed alphabet Σ = {a, b}.
We aim to build two languages In and En (indexed by an integer n) where

In contains strings that belong to all languages in Hn and En contains

strings that belong to only very few languages in Hn.

Then given any candidate language C (perhaps not in Hn), and given

any polynomial r(), with an integer n sufficiently large, we can always find

a string w of length less than r(n) such that:
∣

∣

∣

∣

{L ∈ Hn : [w ∈ In ⇐⇒ w ∈ L]}

∣

∣

∣

∣

<
|Hn|

r(n)
.

Answering No to Eq(C) and returning w as a counter-example therefore

will result in only eliminating a sub-polynomial fraction of Hn, i.e. those

automata that are consistent with C on this particular string.

By sub-polynomial fraction we mean a fraction of Hn: We intend that

by repeating this process a polynomial number of times, there will always

be too many candidates left for identification to take place.

We now start the technical proof of Theorem 9.3.1.

Proof We build Hn as follows:

L(i, n) = {ucvcw : u ∈ Σi−1, c ∈ Σ, v ∈ Σn−1, w ∈ Σn−i}, i ∈ [n]

Note: L(i, n) is accepted by a Dfa with 3n + 1 states, see Figure 9.1. We

also notice that there are only n languages L(i, n), for a given value of n.

We continue the construction as follows. By concatenating n of these L(i, n)
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0
Σi−1

a

b

Σn−1

Σn−1

a

b

Σn−i

Fig. 9.1. The automaton for L(i, n).

we get languages that only contain strings of length 2n2:

Hn = {L(i1, n)L(i2, n) · · ·L(in, n)}, ∀j ∈ [n], ij ∈ [n]

Each language L(i1, n)L(i2, n) · · ·L(in, n) is accepted by a Dfa which has

3n2 − 1 states. The number |Hn| of such languages is nn.

We now consider In, the intersection of all the languages in Hn. The

strings in this language have the property of coinciding, in each of the n

substrings, in each of the n positions. Thus:

In = {x1x1x2x2 · · · xnxn : ∀i, xi ∈ Σn}

Now notice that if querying with a language C whose intersection with In

is not In, all the Oracle has to do is answer with a string from In \ C and

no language in Hn is eliminated.

Notice also that In can be recognised by a Dfa (it is a finite language).

But it can be easily proved that this Dfa has to have an exponential number

of states.

We now turn to defining En.

Let dHamming be the Hamming distance (used in this case because all

strings have identical length, see Definition 3.4.1, page 63). We build En as

a set containing strings that are ‘far away’ from strings in In.

En = {x1y1x2y2 · · · xnyn : ∀i ∈ [n], xi ∈ Σn yi ∈ Σn ∧ dHamming(xi, yi) >
n

4
}

En contains strings that are far (for the Hamming distance) from strings

in In. Furthermore since a string xy belongs to L(i, n) only if x(i) = y(i)

we have:

∀w ∈ En,

∣

∣

∣

∣

{L ∈ Hn : w ∈ L}

∣

∣

∣

∣

≤
(3n

4

)n

Therefore since the size of Hn is exponentially larger than the above
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quantity †, En is defined as wanted, and if an equivalence query Eq(A) is

made for L(A) ∩En 6= ∅ the Oracle can return a string from En and only a

sub-polynomial fraction of languages in Hn is eliminated.

The situation is summarised in Figure 9.2: A Dfa that would both recog-

nise all strings from In and none from En would be of exponential size.

Formally:

Let r() be any polynomial, there exists n such that: given any

Dfa A with r(n) states,

- either ∃w ∈ En : w ∈ L(A),

- or ∃w ∈ In : w 6∈ L(A).

In

L(A) En

Fig. 9.2. The impossible situation: No automaton with the behaviour of A can be
of polynomial size.

To prove this we make three claims:

Claim 1. ∀w ∈ Σn,∃c < 1 : |{x ∈ Σn : dHamming(x,w) ≤ n
4 }| < 2cn.

From this it follows that there are fewer than 2cn strings close to w.

Claim 2. Given any polynomial r(), there exists n such that if A is a

complete Dfa of size less than r(n) with In ⊆ LA and qi is any state of A,

then ∃x, y ∈ Σn, dHamming(x, y) > n
4 such that δ(qi, x) = δ(qi, y).

The reason for this is that there are 2n strings of size n and since the Dfa

is complete, given any state qi there is another state qj reached by at least
2n

r(n) strings. And since 2n

r(n) > 2cn, then necessarily two of these strings are

at distance at least n
4 one of the other.

† nn is exponentially larger than ( 3n

4
)n because

( 3n

4
)n

nn
= ( 3

4
)n.



224 Active Learning

Claim 3. Let A be a Dfa of size less than r(n) such that In ⊆ LA. Then

LA ∩ En 6= ∅.

Indeed from Claim 2, ∃x1, y1 ∈ Σn, d(x1, y1) > n
4 and δ(qλ, x1) = δ(qλ, y1).

Then δ(qλ, x1x1) = δ(qλ, x1y1) = q1. By induction, ∀i,∃xi, yi ∈ Σn,

dHamming(xi, yi) > n
4 such that δ(qi−1, xi) = δ(qi−1, yi).

Therefore δ(qi−1, xixi)=δ(qi−1, xiyi) = qi

Concluding: ∃x1, .., xn, y1, .., yn ∈ Σn, with ∀i ≤ n dHamming(xi, yi) > n
4

such that δ(qλ, x1x1x2x2 · · · xnxn) = δ(qλ, x1y1x2y2 · · · xnyn).

And since x1x1x2x2 · · · xnxn ∈ In ⊆ LA then x1y1x2y2 · · · xnyn ∈ LA.

Corollary 9.3.2 DFA(Σ) cannot be polynomially identified in the limit

with a polynomial number of prediction errors when learning from an infor-

mant.

Proof [sketch] A prediction error (see Definition 7.3.4, page 178) is made

when the new string is inconsistent with the current hypothesis. If we could

make only a polynomial number of prediction errors we could deduce an

algorithm that identifies with a polynomial number of strong equivalence

queries.

9.4 Pa active learning results

There is a general agreement that equivalence queries play the same part

played by a structurally complete sample (all rules of the grammar are exer-

cised), but also as the error parameter ǫ in Pac learning. The idea therefore

is to use the learning algorithm Lstar but replace the equivalence queries

by sampling: If on a random sample the target automaton and the hypoth-

esis automaton coincide, then (with high confidence) the error, if any, must

be very low.

We can trade-off equivalence queries for sampling queries in exchange for

a small mistake. We will also need to discuss the issue that sampling queries

may be just as impossible to get hold of.

It can be noticed that equivalence queries are used in the algorithm Lstar

in order to check at each moment where the algorithm has come up with

a closed and consistent solution whether this solution is the correct one.

An attractive alternative is to use sampling in order to have some sort of a

statistical equivalence query. The algorithm would work as follows: At each

moment an equivalence query is required, draw instead m labelled examples

x1, . . . , xm and check if the current hypothesis labels them in the same way as

the target does (the true labelling). If ∀i ∈ [m] xi ∈ L(G) ⇐⇒ xi ∈ L(GT )
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then the error is most likely small. . . But just how small? We want this

error to be at most ǫ. Let us suppose for contradiction that the true error

is more than ǫ. Then the probability of selecting randomly one example

where G and GT coincide is less than 1 − ǫ and the probability of selecting

randomly m examples where G and GT coincide (all the time) is now less

than (1 − ǫ)m.

But now we have the following bound: (1 − ǫ)m ≤ e−ǫm. So by bounding

this value by δ we have:

δ ≥ e−ǫm ⇐⇒ ln δ ≥ −ǫm

⇐⇒ ln(
1

δ
) ≤ ǫm

⇐⇒ m ≥
1

ǫ
ln(

1

δ
)

Therefore, by sampling at least 1
ǫ
ln(1

δ
) labelled examples and testing them

against the current hypothesis, the algorithm can make a stochastic equiv-

alence query.

But the number of equivalence queries is unknown in practice when the

learner starts, and this number each time, the algorithm has no control

over the δ parameter. In order to make sure the total confidence is at

least 1 − δ, the size of each sample (or of the calls to Ex()) should be at

least mi = 1
ǫ

(

ln(1
δ
) +i ln 2

)

. By doing this, one ensures that the confidence

parameter δ is at most
∑

i>0(1 − ǫ)mi .

9.5 Exercises

9.1 An equivalence query is called proper if it is has to be made with

a function from the class under inspection. Does the proof from

Section 9.3 hold for improper equivalence queries?

9.2 What happens if the Oracle returns the smallest counter-example?

Write an algorithm for the case of Dfa.

9.3 Learn balls (see Section 3.6.1) of strings with equivalence queries

and/or membership queries.

9.4 Definition 9.1.2 (page 219) still seems to leave a loophole as the total

number of queries is not bounded a priori. Is it possible to build an

algorithm that uses this to make much more queries than necessary

and nevertheless learn?

9.5 A correction query (Cq) is made by presenting a string to the

Oracle. She will answer Yes if the string is in the target language,

and return a correction of the string if not. A suffix correction is
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the shortest string (for the lex-length order) in L that admits w as a

prefix. For example, given the Dfa from Figure 13.9, the correction

of string ba is itself whereas the correction of b is ba. If no correction

is possible (i.e. if w Σ⋆ ∩L = ∅) the Oracle answers No. Prove that

0-reversible languages (see Section 11.2) are learnable from suffix

correction queries.

9.6 Build an example where correction queries don’t help over member-

ship queries: Prove that DFA(Σ) may need an exponential number

of suffix correction queries.

9.6 Conclusion of the section and further reading

Active learning is becoming an increasingly important topic, partly because

researchers have shifted from considering this as a purely theoretical question

to studying it as a very pragmatic one!

9.6.1 Bibliographical background

The model of learning from queries is due to Dana Angluin, who introduced

it [Ang87b] and presented the first negative proofs [Ang87a], but also the

algorithm Lstar (see Chapter13) [Ang90].

The different hardness proofs of Sections 9.2 and 9.3 are due to Dana

Angluin. For the case of the membership queries only, this can be found

in [Ang87b]. The proof of the non-learnability of the Dfa with equivalence

queries only can be found in [Ang90]: We have followed it closely.

In that paper Dana Angluin introduced the combinatorial notion of ap-

proximate fingerprints, of independent interest: These correspond to a sub-

set of hypothesis out of which only a small fraction can be excluded, given

any counter-example, resulting in the necessity of using an exponential num-

ber of equivalence queries to isolate a single hypothesis. Ricard Gavaldà

furthered this study in [Gav93].

Lenny Pitt [Pit89] used this result to prove the intractability of the task

of identifying Dfa with a polynomial number of prediction errors only. This

result is here the Corollary 9.3.2.

The links between learning with queries and Pac learning has been studied

in a number of papers between which [HPRW96]. A combinatorial point of

view of learning with queries was initiated in [BDGW94a], and an overview

of results related with dimensions can be found in [Ang04].

Most studies are based on the general idea that the Oracle is some perfect

machine. Indeed, Dana Angluin [Ang87a] actually proposed techniques to
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implement the Oracle. A contrario, one can thing of an Oracle as some-

thing quite different from a deterministic machine. Some examples of this

approach are as follows:

- Learning neural networks [GLT01]: An alternative approach to learning

from sequences is to train recurrent neural networks [AS94]. But once

these are learnt, they need to be interpreted or else we are left with black

boxes. One way to do this is to use the black box/neural network as an

Oracle.

- Learning test sets [BGC01] and testing hardware [HHNS02] are other

activities where there is an unsuspected Oracle: The actual electronic

device we are testing can be physically tested, by entering a sequence.

The device will then be able to answer a membership query. Note that in

that setting equivalence queries will be usually simulated by sampling.

- System Squirrel [CGLN05] is used for wrapper induction. The system

will interrogate the (human) user who will mark web pages. The mark-

ing will be used by Squirrel to learn a (sort of) tree automaton. The

markings correspond to equivalence queries.

- The World Wide Web can also be seen as an Oracle. The knowledge is

there, you cannot expect it to be sampled for you, nor to be used to use

it all. Interrogating the web in order to pick the useful information for

learning is becoming an important task.

- In the field of robotics, a generally important task is that of building a

map. For that, the robot is allowed to explore and therefore to interact

with the environment [RS93, Rie95].

The real problem is really with the equivalence queries which cannot be

simulated. A common mistake is to take the argument ‘you can trade-off the

equivalence queries for a (δ, ǫ) pair in the Pac framework’. But this is not

exactly true. You can only do this if you have access to another Oracle that

can sample the set of all strings according to the distribution. If one takes

the above applications as examples, doing this sampling is actually going to

be a really hard problem. There is therefore the need to suppress equivalence

queries and find some alternative to learn from membership queries only, or

from some form of membership queries.

9.6.2 Some alternative lines of research

Active learning, in a broad sense, corresponds to the capacity of learning

by choosing ones examples. In the machine learning literature, it is more

often related with the fact that the learner can change in some way the
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distribution it is working with. There is therefore still a gap to be bridged

between the two conceptions of aactive learning, and so, a lot of room for

further research.

9.6.3 Open problems and possible new lines of research

There are a number of lines of research that might be investigated. And the

interest in many applications towards active learning means that this is to

be a very active field of research indeed. To name just but a few we may

want to consider with high priority some of these:

(i) Prove that neither context-free grammars nor non-deterministic finite

automata can be learnt by an Mat. A related result is that it can

be proved that these are not learnable with membership queries in a

Pac setting [Ang04].

(ii) Provide a reasonable definition of noisy membership queries, or fuzzy

membership queries that would somehow tell us (in a consistent way)

that a string probably/possibly belongs to the target language, and

devise a learning algorithm for an interesting class of languages.

(iii) Learn negotiation protocols. This problem was formally proposed in

[dlH06b]:

Consider the situation where two adversaries have to negotiate

something. The goal of each is to learn the model of the opponent

while giving away as little information as possible. The situation can

be modelled as follow:

Let L1 be the language of adversary 1 and L2 be the language of

adversary 2. We suppose here that the languages are regular and can

be represented by deterministic finite automata with respectively n1

and n2 states. The goal for each is to learn the common language,

i.e. language L1 ∩ L2.

The rule is that each adversary can only query the opponent by

asking questions from his own language. This means that when player

1 names string w, then w ∈ L1. In turn, the adversary will answer if,

or not, string w belongs to the language.

The goal of each adversary is to identify language L1 ∩ L2. This

means that the protocol goes as follows:

- Player 1 announces some string w from L1. Player 2 answers Yes

if this string belongs to L2, No otherwise.

- From this answer player 1 may update his hypothesis H1 of lan-

guage L1 ∩ L2.
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- From the information w ∈ L1, Player 2 may update his hypothesis

H2 of language L1 ∩ L2

- Player 2 announces some string w from L2.

- And so on. . .

From this setting there are a number of problems to be solved:

- Being a good learning algorithm for this task can be defined in

alternative ways. One can want to be uniformly better than an

adversary, than all the adversaries. . . Propose definitions of ‘good

learning’.

- What happens if both opponents ‘agree’ on a stalemate position,

i.e. are satisfied with an identical language L which in fact is a

subset of the target?

- Study the general problem. What is a good strategy? Can identi-

fication be avoided? Are there any ‘no win’ situations? Are there

strategies that are so close one to the other (corresponding to what

Dana Angluin called ‘lock automata’ ) that through only member-

ship queries, learning is going to take too long?

- Using the definition above, find a winning algorithm, in the case

where n1 = n2.

And, in a similar line to [CM98a], one may consider learning the strat-

egy of the adversary; if we notice the adversary is daring/cautious,

do we have anything better to do?

- In the case of robotics, the customary approach is to learn a map

(which can, in a simplified way, be a graph) of an area. What happens

when there are several robots (a swarm) who intend to learn this map

in a cooperative way? Work on distributed versions of active learning

algorithms can be of help for this [BDGW94a].




