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About Combinatorics

All generalisations, with the possible ex-
ception of this one, are false.

Kurt Gödel

A child of five would understand this.
Send someone to fetch a child of five.

Groucho Marx

In order to get a better grasp of the problem of learning grammars, we

need to understand both how the individual objects we are trying to infer

are shaped and how the set of these objects is structured. This will enable

us to formally state learnability and non-learnability results, but also to

identify and study the search space and the operators to move around this

space; in turn, this will enable us to develop new heuristics.

The first results are mainly negative: If to learn a grammar you have

to solve some intractable combinatorial problem, then only wild guessing is

going to allow you to identify or infer correctly, but then you are relying on

luck, not on convergence provability. This sort of result is usually obtained

by reductions: Typically, we show that if a well known hard problem can

be solved via a learning algorithm (perhaps with some error, so it may

depend on a randomised version), it will mean that something is wrong.

The learning algorithm cannot do what it promises to do.

But working on the combinatorics of automata and grammars helps us also

to build intuitions that contribute to design learning processes: Being able

to describe the learning space, or the space where solutions to our learning

problems are to be searched, or the operators that permit to modify one

automaton into another, will allow us to effectively use searching methods,
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134 About Combinatorics

and more importantly to resort to artificial techniques to look for items in

this space.

6.1 About V-dimensions

In learning problems, a number of combinatorial dimensions can be asso-

ciated with the objects one wants to learn. These dimensions may then

provide lower (sometimes higher) bounds on the number of examples or of

queries needed to learn. Between the several dimensions that have been

introduced for learning, the best known is that of the Vapnik-Chernovakis

dimension (also called Vc-dimension). This measures the size of the max-

imum set of strings that can be shattered by functions of the studied class.

A set of size n is said to be shattered when there is a function for every

subset (there are 2n of them) which accepts the elements of the subset and

none from the complement. In the case where the number of functions is

infinite and where every subset can be exactly accepted by a function, one

may want to index these functions by the size of the functions. Since in the

case of grammatical inference the Pta can be used to exactly represent any

set of strings this will be an issue here.

6.1.1 Why V-dimension?

Vc-dimension measures how descriptive and complex the class is. It can be

used as a better parameter to measure the minimum size of a sample needed

to guarantee that a consistent solution is approximately correct. We study

here the Vc-dimension of deterministic and non-deterministic automata.

Definition 6.1.1 Given a class of grammars G, Vc(G) is the size of the

largest subset of strings shattered by G, where a set X = {x1, x2, . . . , xn} is

shattered by G ifdef for every subset Y ⊂ X there exists a grammar G ∈ G

such that Y ⊂ L(G) and (X \ Y ) ∩ L(G) = ∅.

Vc-dimension is usually used to obtain bounds for Pac-learning, and is

indicative of the hardness of the learning task in other settings also. A finite

(or slowly increasing) Vc-dimension can be used to derive Pac-bounds.
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6.1.2 V-dimension of Dfa
Proposition 6.1.1 The Vc-dimension of class DFA(Σ) is infinite. But

if we denote by DFAn(Σ) the set of all Dfa with at most n states, then

Vc(DFAn(Σ)) ∈ O(n log n).

Proof The infinity of Vc(DFA(Σ)) follows from the fact that any finite

language is regular. Hence given any Y ⊆ X, with X as large as one wants,

Pta(Y ) can be constructed recognising exactly Y .

Now consider the class of all Dfa with at most n states, and suppose

for simplicity that the alphabet is of size two. Then one can check that

|DFAn(Σ)| ≤ n2n · 2n2

. This bound is obtained by considering all the ways

one can fill a transition table with n rows and 2 columns, and all the ways

one can label as final the states. By Stirling’s formula that means that

|DFAn(Σ)| ∈ O(2n log n). So the largest set that can be shattered is of size

in O(n log n).

Conversely we show that this bound can be met by providing such a class

of strings/automata. For simplicity consider the case where n = 2k. Let

Σ = {a, b} and let X be the set of all strings uav with u ∈ Σk and v in

{a}<k. This set contains strings of length between k + 1 and 2k, the first k

(= log n) symbols being a or b, the next ones all being a. The total size of

X is therefore 2kk or in other words n log n.

Then any subset Y of X can be recognised by the automaton AY =

〈Σ, Q, qλ, FA, FR, δ〉 where

- Q = {qu : u ∈ Σ≤k} ∪ {qv : v ∈ {0, 1}≤k},

- FA = {q1u : u ∈ {0, 1}∗},

- FR = Q \ FA,

- ∀u ∈ Σ<k, δ(qu, a) = qua, δ(qu, b) = qub,

- ∀u ∈ {0, 1}<k , δ(qu1, a) = qu, δ(qu0, a) = qu,

- ∀u ∈ Σk, let wu = c1c2 · · · cn with ci = 1 if uai ∈ Y , 0 if not. Then

δ(qu, a) = qwu.

We illustrate the proposed construction for k = 3 (and so n = 8) and a spe-

cific subset Y = {a4, a5, a6, a2
ba, a2

ba
3, aba, aba2, aba3, ab2

a
2, ab2

a
3, ba3, ba4,

b
2
a
2, b2

a
3, b3

a} in Figure 6.1.

The Dfa represented in Figure 6.1 is used to show that the Vc-dimension

of Dfa is in O(n log n). It is easy to construct with the same states an

automaton for every subset of Σn × {a} × Σk. Only the central transitions
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Fig. 6.1. The Dfa to show that the Vc-dimension is in O(n log n): It recognises
strings a3 · a · λ, a3 · a · a, a3 · a · aa, aab · a · λ, aab · a · aa, . . .

have to be changed to recognise a different language. Remember that |X| =
n log n and the automaton has at most 4n− 2 states.

6.1.3 V-dimension of Nfa
Proposition 6.1.2 The Vc-dimension of NFA(Σ) is infinite. But if we

call NFAn(Σ) the set of all languages accepted by automata of at most n

states, then we have: Vc(NFAn(Σ)) ∈ O(n2).

Proof

The first item follows as above from the fact that any finite language is

regular.

Now consider the class of all Nfa with at most n states, and suppose

again for simplicity that the alphabet is of size two. Then |NFAn(Σ)| ≤
22n2

· (2n)2. So the largest set that can be shattered is in O(n2).

Conversely we show that this bound can be met by providing such a class

of strings/automata. Let Σ = {a, b} and consider set X of all strings of

length 2k + 1 with a as a centre symbol. This set is clearly of size n2 when

n = 2k.

Then any subset Y of X can be recognised with the automaton A =

〈Σ, Q, I, FA, FR, δN 〉 where:

- Q = {qu : u ∈ Σ≤n} ∪ {qv : v ∈ Σ≤n},
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- I = {qλ},

- FA = {qλ},

- FR = Q \ FA,

- ∀u ∈ Σ<k, qua ∈ δN (qu, a), qub ∈ δN (qu, b),

- ∀v ∈ Σ<k, qv ∈ δN (qva, a), qv ∈ δN (qvb, b),

- ∀uav ∈ Y with |u| = k, |v| = k, qv ∈ δN (qu, a).

With the above construction only the strings in Y (between all strings in

Σk×{a}×Σk) are recognised. We therefore have constructed an automaton

with 4n− 2 states for each Y ⊆ X, with |Y | = n2.
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Fig. 6.2. The Nfa to prove that the Vc-dimension is in O(n2).

The Nfa shown in Figure 6.2 recognises strings aaa·a·aaa, aaa·a·aba, aba·
a · aaa, . . .

6.2 About consistency

In most other learning tasks (from examples and counter-examples), just

finding a consistent solution is usually a right way to learn. Indeed many

negative results are obtained through proving that since the consistency

problem is NP-hard, then learning is as hard as solving by a randomised

algorithm this hard problem.

This is why the complexity status of the consistency problem is of interest

for learning.
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6.2.1 The problem of finding the minimum consistent

automaton

In the case of grammatical inference finding a consistent grammar or au-

tomaton is not a difficult question: The consistency problem is usually triv-

ial. For example, in the case of the Dfa, the Pta is a perfect separator

between two non-contradictory sets of strings.

The really interesting problem is therefore not of finding a consistent

automaton but of finding the smallest consistent solution. In this case such

an algorithm would be considered an Occam algorithm (and thus would

allow polynomial Pac-learnability results) and would also identify in the

limit.

A simple example that can be given to illustrate this point is the problem

of learning rectangles in a two dimensional space. If we fit the rectangle

tightly to the positive data, then the error will be small unless the sampling

was very bad. And this can easily be controlled by drawing enough examples.

If furthermore the coordinates are integers, it is easy to see that just solving

the consistency problem will identify in the limit.

6.2.2 NP-completeness of the problem of finding the minimum

consistent automaton

Finding the minimum consistent Dfa can be no easier than the correspond-

ing decision problem.

Theorem 6.2.1 The following problem is NP-complete:

Name: Smallest consistent Dfa (Scd)

Instance: Two sets S+ and S− of strings over some alphabet

Σ, n ∈ N

Question: Does there exist a Dfa A with at most n states

such that S+ ⊆ L(A) and S− ∩ L(A) = ∅?

Proof The fact the problem is in NP is clear enough: An automaton with

at most n states can be checked against S+ and S− in polynomial time.

The hardness will be shown in the following.

To prove that the problem is NP-hard we reduce Sat to Scd:
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Name: Sat

Instance: A set of variables U = {x1, . . . , xk}, a collection

C = {C1, . . . , Cm} of clauses over U .

Question: Does there exist an evaluation φ of U that satisfies

all clauses?

We start by reducing Sat to a constrained version (called Sat0) where

there is the same number of variables than clauses and where each clause is

either purely positive (all literals are positive) or purely negative (all literals

are negative): A clause is pure if it is either positive (each literal lj is

positive: Ci ∈ CP ⇐⇒ ∀lj ∈ Ci, lj = xk) or negative (each literal lj is

negative: Ci ∈ CN ⇐⇒ ∀lj ∈ Ci, lj = xk).

Name: Sat0

Instance: A set of variables U = {x1, . . . , xn}, a collection

C = {C1, . . . , Cm} of pure clauses over U , with C = CP ∪ CN .

Question: Does there exists an evaluation φ of U that satisfies

all clauses?

It is straightforward to transform a normal clause into two pure clauses

by introducing a new variable: Ci=xi1 ∨ . . .∨xij ∨xij+1
∨ . . .∨xim becomes

xi1 ∨ . . . ∨ xij ∨ xim+1
and xij+1

∨ . . . ∨ xim ∨ xim+1
and Ci is satisfied if and

only if the two new clauses are both satisfied.

The obtained set of clauses is equivalent to the initial one in the sense

that they are either both satisfiable or neither one is.

We now reduce Sat0 to Scd.

We construct from U and C as above the following sample over alphabet

Σ = {a, b}:

- a
n ∈ S+,

- ∀k : 1 ≤ k < n, ak ∈ S−, an+k ∈ S−,

- ∀Ci ∈ CP , ai−1
ba

n
b ∈ S+ and ∀xj 6∈ Ci, a

i−1
ba

n−j+1 ∈ S−,

- ∀Ci ∈ CN , ai−1
ba

n
b ∈ S− and ∀xj 6∈ Ci, a

i−1
ba

n−j+1 ∈ S−.

Claim 1 If A is consistent with 〈S+, S−〉, A has at least n+1 states. Indeed

it is impossible to have a
i and a

j leading to a same state (if i 6= j) because

a
i+n−i ∈ S+, whereas a

j+n−i ∈ S−. So A is certain to have at least states

qa, qa2 ,. . . ,qan(= qλ).

Claim 2 If the set C of clauses is satisfiable, it is satisfied by a valuation φ.

Take clause Ci, and suppose without loss of generality that it is true thanks

to the literal lj which is either xj or xj. Then we merge state qai−1b with
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state qaj−1 , and we have δ(qλ, ai−1
ba

n−j+1) ∈ FA. We therefore (since C is

satisfiable) can merge each q
ai−1b

with at least one q
aj−1 corresponding to

the variable whose value of xj satisfies clause Ci.

Claim 3 If there is a n state automaton consistent with the sample, since

each prefix a
k corresponds to at least one state, this means that for each Ci

q
ai−1b

is merged with a state q
ai−1. Therefore we have δ(q

ai−1b
, an−j+1) ∈ FA,

so we can choose xj = 1 if Ci ∈ CP , xj = 0 if Ci ∈ CN .

Notice that clashes between two merges due to a same variable but cor-

responding to opposite values are impossible: If Ci ∈ CP , ai−1
ba

n
b ∈ S+,

and if Ck ∈ CN , ak−1
ba

n
b ∈ S−. So q

ai−1b
and q

ak−1b
cannot be merged.

Claim 4 The reduction is polynomial: The size of 〈S+, S−〉 is at most n2,

and it is simple to construct the learning sample from U and C.

We conclude that Scd in NP-complete.

Example 6.2.1 In order to illustrate the construction let us consider the

following set of clauses: x1 ∨ x2 ∨ x3 and x2 ∨ x3. The first step consists

in building an equivalent system containing only pure clauses. For this are

introduced the two new variables x4 and x5. The new (and this time pure)

system is:

x1 ∨ x3 ∨ x4

x2 ∨ x4

x2 ∨ x5

x3 ∨ x5

This is converted into the following sample:

S+ = {a5, ba5
b, a2

ba
5
b}

S− = {ai : 1 ≤ i < 5} ∪ {ai : 5 < i < 10} ∪

{ba, ba4, aba, aba3, aba5, a2
ba

2, a2
ba

3, a2
ba

5, a3
ba

2, a3
ba

4, a3
ba

5} ∪

{aba5
b, a3

ba
5
b}.

The corresponding Pta is represented in Figure 6.3. The question there-

fore is: Can the states of this Pta be merged in some consistent way so as

to give a 6-state Dfa? In other terms, is there a 6-state Dfa consistent with

the data in the sample?

Using the assignment x1 = 1, x2 = 1, x3 = 0, x4 = 0, x5 = 1, we can

build the Dfa represented in Figure 6.4: Notice that state qb is merged with

state qλ, using x1 = 1, state qab is merged with state qa4 , using x4 = 0, state

qa2b is merged with state qa2, using x2 = 1, and state qa3b is merged with

state qa3, using x3 = 0.
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Fig. 6.3. The Pta obtained by the proposed construction from clauses x1 ∨x2 ∨x3

and x2 ∨ x3.

qλ qa qa2 qa3 qa4 qa5
a a a a a

b b b b

b

Fig. 6.4. A Dfa with 6 states accepting S+ and rejecting S−.

6.2.3 Related questions

But the previous result itself is insufficient to conclude that learning Dfa is

impossible. A typical approach in learning theory consists in compressing in
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some way the data. This requires not finding the smallest consistent solution

but a small consistent solution. Yet this is also going to prove difficult since

there are non-approximation results: Finding a Dfa (only) polynomially

larger than the smallest consistent Dfa is NP-hard (given in advance the

polynomial). Even the seemingly much simpler problem of deciding if, given

two sets of strings S+ and S−, there exists a Dfa A with just two states

such that S+ ⊆ L(A) and S− ∩ L(A) = ∅ is NP-complete. Note here that

for this last result to hold, the size of the alphabet should not be fixed and

is a parameter to the problem.

Another line of very negative results concerns linking learning Dfa with

deciphering. In a public key setting the deciphering problem can be thought

of as having access to the encoding scheme (as a black box) and therefore

being able to, in some way, query the solution through membership queries.

Pac predicting Dfa can be reduced from the problem of inverting Rsa en-

cryption functions: An algorithm capable of obtaining some representation

of a Dfa whose error can be bounded in a Pac way could be transformed

to decrypt Rsa.

6.3 The search space for the Dfa learning problem

A successful way to rely on the many heuristic methods introduced in ar-

tificial intelligence is to describe the space in which the goal lies, propose

operators to move around the space and an objective (or fitness) function

that will tell us in some way how good the current solution is. There are

then many alternative ways to search this space: Some of these are described

in Chapter 14.

We explore here some attempts to define the search space for the automata

learning problem.

6.3.1 Typical approach

We will not argue here the fact that given a learning sample < S+, S− >,

a learner should return a consistent solution. There may be cases where

this would not be the right approach, namely when the data is suspected of

being noisy. We mention works in this setting elsewhere (see Section 7.6 ,

page 192).

So if interested in talking about the different possible solutions we want

to answer a first question:

Given two sets of strings S+ and S−, how many consistent Dfa can we

find?
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Let us analyse this question with the following example:

Example 6.3.1

Suppose we are given the following sample with alphabet Σ = {a, b}:
S+ = {b, aab, aaaba, bbaba}
S− = {ba, abba, baaa}
What are the correct solutions, if by correct we mean those consistent with

the sample?

The answer to the above question is that any regular language L such that

{b, aab, aaaba, bbaba} ⊆ L ⊆ Σ⋆ \{ba, abba, baaa} will do!

The first answer to our question is therefore disappointing as the number

of possible candidates is infinite.

In order to reduce this search space we need to add an extra bias.

6.3.2 The partition lattice

We first define an equivalence relation between automata: two states will be

equivalent when they are in the same block. Let A = 〈Σ, Q, I, FA, FR, δN 〉
be a non-deterministic finite automaton and Π be a partition over the set

of states Q. This partition induces an equivalence relation on the states,

denoted by ≡π.

Definition 6.3.1 The quotient automaton A/Π = 〈Σ, Q, I, FA, FR, δN 〉 is

defined as:

- Q = Q/Π is the set of equivalence classes defined by the partition Π;

- δN is a function Q × Σ → 2Q such that ∀q, q′ ∈ Q, ∀a ∈ Σ, q′ ∈
δN (q, a) ifdef ∃q ∈ q ∃q′ ∈ q′ : q′ ∈ δN (q, s);

- I is the set of equivalence classes to which belongs at least one state

in I;

- FA is the set of equivalence classes to which belongs at least one state

q in FA;

- FR is the set of equivalence classes to which belongs at least one state

q in FR.

Example 6.3.2 We have represented in Figure 6.5(a) a finite automaton,

and in Figure 6.5(b), the quotient automaton A/Π.

In a complete lattice there are two extreme elements. In this case these

are the maximal canonical automaton and the universial automaton.
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Fig. 6.5. Π =
{

{q00, q01}, {q1}, {q20, q21}, {q30, q31}
}

.

Definition 6.3.2 (Maximal canonical automaton) Given a sample

S+ = {x1, . . . xn}, Mca(S+) is the Nfa A = 〈Σ, Q, I, FA, FR, δN 〉, where:

- Q← {qi
u : u ∈ Pref(xi) ∧ u 6= λ} ∪ {qλ};

- δN (qi
u, a) = {qi

ua : ua ∈ Pref(xi)}, ∀i ∈ [n],∀a ∈ Σ;

- δN (qλ, a) = {qi
a : a ∈ Pref(xi)}, ∀i ∈ [n],∀a ∈ Σ};

- ∀i ∈ [n], qi
xi
∈ FA;

- FR = Q \ FA;

- If λ ∈ S+, qλ ∈ FA else qλ ∈ FR;

- I = {qλ}.

An Mca is therefore a star-shaped Nfa with one branch per string in S+,

but for the empty string (if it belongs to S+). We represent the Mca for

sample S+ = {a, aaa, ab} in Figure 6.6(a).

qλ

q1
a

q2
a

q2
aa

q2
aaa

q3
a

q3
ab
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b

(a) Mca.

qλ

a, b

(b) Ua.

Fig. 6.6. A maximal canonical automaton and a universal automaton for S+ =
{a, ab, aaa}.
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Definition 6.3.3 (Universal automaton) The universal automaton (Ua)

over an alphabet Σ is the smallest automaton accepting all strings of Σ⋆.

The universal automaton is the simplest of automata: It is deterministic,

with just one state, and accepts everything. There is, of course, no rejecting

state. The Ua for alphabet {a, b} is represented in Figure 6.6(b).

qλ

qb

qa

qab

a

b

b

qλ,a

qb

qab

b

b

a

qλ,b

qa

qab

a

b

b

qλ

qa,b

qab

a, b

b

qλ,ab

qb

qa

a

b

b

qλ

qb

qa,ab

a

b

b

qλ

qb,ab

qa

a

b

b

qλ,a,b

qab

a, b

b

qλ,ab

qa,b

a, b b

qλ,b

qa,ab

a

b

b

qλ

qa,b,ab

a, b

b

qλ,a,ab

qb

b

a, b

qλ,ab,b

qa

a b

a, b

qλ,a

qb,ab

a

b

a

qλ

a, b

Fig. 6.7. The lattice for the derived automata built on Mca({b, ab}).
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We define the following relation on the set of all possible quotient au-

tomata of an automaton:

Definition 6.3.4 Let A = 〈Σ, Q, I, FA, FR, δN 〉 be an automaton and Π1 and

Π2 be two partitions of Q. We say that A/Π2 derives from A/Π1, noted

A/Π2 � A/Π1, ifdef Π1 is finer than Π2.

A partition is finer than another if it has more classes and if being equiva-

lent in the finer partition implies the same in the coarser one. This relation

is a partial order on the set of all possible quotient automata of a given

automaton and we have the following property:

Proposition 6.3.1 If an automaton A/Πj derives from an automaton A/Πi

then L(A/Πi) ⊆ L(A/Πj).

Proof Let u = a1 · · · an in LFA
(A). There is a path qi0 , a1, qi1, . . . , qin−1

, an, qin

in A. By construction qi0a1 . . . anqin is a path in A. Furthermore qi0 ∈ I

and qi0 ∈ FA.

Proposition 6.3.2 The set of all non-deterministic quotient automata of

a Nfa A together with the partial order � is a complete lattice denoted by

LAT(A) for which A and the universal automaton are respectively the null

element and the universal element.

Proof Each partition of the states of A defines a point in the lattice. Note

also that we can have different points and automata corresponding to an

identical language.

6.3.3 Structural completeness

If the number of automata consistent with a given sample is infinite (as seen

in Example 6.3.1, page 143), one can wonder if all these automata make

sense. Take for instance the case where the alphabet consists of a, b and

c but in the positive examples only letters a and b are seen. Unless there

is some external additional knowledge to tell us that extra generalisation

to unseen letters (and specifically to c) is a good idea, one can legitimately

take the bias that only those letters seen in the learning sample should be

mentioned in the learnt solution.

Not only does this bias make sense, but it is necessary in order to achieve

identification.
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We can be more precise in the case of Dfa by stating that we are only

interested in automata that:

- use each transition at least once when parsing the learning sample,

- are able to parse the learning sample,

- have at least one string of the learning sample halting in each final state.

Notice that although the definition is of structural completeness of an

automaton with respect to a sample, the definition can be written in a

symmetrical way:

Definition 6.3.5 (Structural completeness for Dfa) Let A be a deter-

ministic finite automaton, A = 〈Σ, Q, qλ, FA, FR, δ〉, and S+ be a finite set

of strings over Σ.

A is structurally complete with respect to S+ (and S+ is structurally

complete with respect to A) ifdef

- ∀q ∈ FA, ∃w ∈ S+ : δ(qλ, w) = q;

- ∀w ∈ S+, w ∈ L(A);

- ∀q ∈ Q, ∀a ∈ Σ such that δ(q, a) is defined: ∃w ∈ S+ : w = uav and

δ(qλ, u) = q.

The bias we were considering therefore consists in only searching for Dfa

for which the sample is structurally complete! Notice that the set of fi-

nal rejecting strings FR plays no part in this construction. An alternative

definition incorporating this set is of course possible:

Definition 6.3.6 (Symmetrical structural completeness for Dfa)
Let A be a deterministic finite automaton, A = 〈Σ, Q, qλ, FA, FR, δ〉, and

〈S+, S−〉 be a finite sample over Σ.

A is symmetrically structurally complete with respect to 〈S+, S−〉 (and

〈S+, S−〉 is symmetrically structurally complete with respect to A) ifdef

- ∀q ∈ FA, ∃w ∈ S+ : δ(qλ, w) = q;

- ∀q ∈ FR, ∃w ∈ S− : δ(qλ, w) = q;

- ∀w ∈ S+, w ∈ LFA
(A);

- ∀w ∈ S−, w ∈ LFR
(A);

- ∀q ∈ Q, ∀a ∈ Σ such that δ(q, a) is defined: ∃w ∈ S+∪S− : w = uav

and δ(qλ, u) = q.

Example 6.3.3 Suppose our learning sample is:

S+ = {ab, bbab}
S− = {λ, b, aba, abb, aaba}
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Then the automaton depicted in Figure 6.8 is not structurally complete:

Notice that transition (qb, a, qλ) is not exercised and final state qa is never

used as such. If the sample contained also string abaa then this automaton

would be structurally complete.

qλ

qa

qb

a

b

b

a

b

Fig. 6.8. A Dfa that is not structurally complete with respect to the sample
{(ab, 1), (bbab, 1), (λ, 0), (b, 0), (aba, 0), (aaba, 0)}.

Structural completeness, as defined above, can be extended with care to

the non-deterministic setting. But this cannot be done directly, as shown

in Figure 6.10(b). To make things slightly simpler we choose to restrict the

Nfa to those with a unique initial state. The idea is that each transition

and each accepting state in the Nfa are validated by at least one string in

the sample, but that a string is used in only one path!

Definition 6.3.7 (Strong structural completeness)

Let A be a non-deterministic finite automaton with a unique initial state qλ,

A = 〈Σ, Q, {qλ}, FA, FR, δN 〉, and S+ = {x1, . . . , xn} be a finite set of strings

over Σ.

A is strongly structurally complete with respect to S+ (and we will say

that S+ is strongly structurally complete with respect to A) ifdef there

exists a surjective function φ : Pref(S+) × [n] → Q such that φ(ua, i) ∈
δN (φ(u, i), a), and

- ∀q ∈ FA, ∃xi ∈ S+ : φ(xi, i) = q;

- ∀(q, a, q′) ∈ δN : ∃xi = uav ∈ S+ and φ(u, i) = q.

Example 6.3.4 The following sample is strongly structurally complete for

the Nfa represented in Figure 6.9: S+ = {aab, baab, bb, }, with φ given as

follows:

- φ(λ, 1) = φ(λ, 2) = φ(λ, 3) = qλ,

- φ(a, 1) = q1, φ(aa, 1) = q1, φ(aab, 2) = q4,

- φ(b, 2) = q3, φ(ba, 2) = q1, φ(baa, 2) = q2, φ(baab, 2) = q2,

- φ(b, 3) = q3, φ(bb, 3) = q4.
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And φ complies with the rules from Definition 6.3.7. Notice that what φ is

doing is showing that each element of the Nfa is justified by some separate

piece of data.

qλ

q1 q2

a

a

q3 q4

b

b

b
a

a b

Fig. 6.9. This Nfa is strongly structurally complete for sample S+ =
{aab, baab, bb, }.

In the above definition it is essential that a parse validates each state of

a Nfa. This will avoid cases like the one represented in Figure 6.10(b),

in which the automaton is not strongly structurally complete for sample

S+ = {aa, bb, cc} (see Proposition 6.3.4 for details). This also may mean

that if strings are present in the set more than once (these are then multisets)

different automata become structurally complete.

6.3.4 Defining the search space by structural completeness

Once admitted that structural completeness could be our added bias, the

one that could restrict our search space, we will then only consider biased

solutions to our problem, that is Dfa for which the structural completeness

condition holds. But the space consisting of only Dfa does not have the

combinatorial qualities we are searching for, so we consider the more general

space of all Nfa (with one initial state) for which the strong structurally

completeness holds. This search space is then a partition lattice and we

have the following theorem:

Theorem 6.3.3 Every Dfa in LAT(Mca(S+)) is structurally complete for

S+.

Every Nfa in LAT(Mca(S+)) is strongly structurally complete for S+.

Proof It is easy to see that any Nfa derived from Mca(S+) is strongly struc-

turally complete as the function φ is constructed easily during the merging

process.
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In Figure 6.7 is represented the search space corresponding to a sample

S+ = {a, ab}.
One should be careful with the converse:

Proposition 6.3.4 There exists a sample S+ and a Nfa A (with just one

state) such that A is structurally complete with S+ yet does not belong to

LAT(Mca(S+)).

Proof One can build a sample S+ and a Nfa A such that:

- ∀q ∈ FA, ∃xi ∈ S+ : q ∈ δN (qλ, xi);

- ∀q ∈ Q, ∀a ∈ Σ such that ∃x, y ∈ Σ⋆ : q ∈ δN (qλ, x, q) and

xay ∈ L(A), ∃xi ∈ S+ : xi = uav and q ∈ δ(qλ, u).

and A is not in LAT(Mca(S+)).

Let S+ = {aa, bb, cc}. Mca(S+) is represented in Figure 6.10(a). Now

consider the Nfa represented in Figure 6.10(b). It is easy to see that it is

structurally complete but cannot be obtained as a quotient of the Mca, nor

can any other automaton equivalent to it.

a

a

b b

c

c

(a) Mca(S+).

a, b
a, b

b, c

b, c

(b) A Nfa that is not in the lattice.

Fig. 6.10. The Mca cannot be the correct starting point for structural complete-
ness.

Theorem 6.3.5

Every Dfa structurally complete for S+ is in LAT(Mca(S+)).

Every Nfa strongly structurally complete for S+ is in LAT(Mca(S+)).

Proof We only need to prove the second part. If A is strongly structurally

complete for S+ there exists a function φ as in Definition 6.3.7. Then the

partition corresponding to φ is such that states qi
u and qj

w are in the same

class if φ(u, i) = φ(w, j).
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We are obviously defining here the search space as the set of all possible

non-deterministic finite state automata. But since in most cases we are

looking for a deterministic automaton we have the following corollary:

Proposition 6.3.6 The smallest Dfa consistent with a sample 〈S+, S−〉 is

in LAT(Pta(S+)).

This suggests strategies adopted by most algorithms that learn automata:

Start from Pta(S+) and explore the corresponding lattice of solutions using

the merging operation. S− is used to control the generalisation.

Such strategies have been followed in the case of Rpni (Algorithm 12.4),

but also of some of the heuristics proposed in Chapter 14.

The approach consisting in an exhaustive exploration of the lattice is going

to be difficult as the size of the partition lattice grows far too fast with the

size of the sample, as the following formula tells us:

Let E be a set with n elements; the number of partitions of E is given by

the Bell number:

ω(0) = 1

ω(n + 1) =
∑n

p=0

(

n
p

)

ω(n).

For instance, ω(16) = 10, 480, 142, 147. The size of the partition lattice is

therefore going to be far too big to consider possible success by systematic

exploration.

6.4 About the equivalence problem and its relation to

characteristic sets

The equivalence problem consists in checking if two grammars/automata are

equivalent, i.e. if they recognise or generate the same language.

For intuitive reasons the problem is important to grammatical inference:

Indeed a grammatical inference algorithm corresponds essentially to an at-

tempt to build a canonical grammar for a given language. Being able to

do this would be a way a step towards deciding the issue of the equivalence

problem.

Theorem 6.4.1 If the equivalence problem for G is undecidable, then G is

not Poly-CS learnable by an informant.

Proof Given any polynomial p() there exist two grammars G1 and G2

indistinguishable by strings of size less than p(‖G1‖ + ‖G2‖); if not the

equivalence problem would be decidable. Suppose (for contradiction) that
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each admits a polynomial characteristic sample: Call these respectively

〈S1+, S1−〉 for G1 and 〈S2+, S2−〉 for G2. Then what language is inferred

from 〈S1+ ∪ S2+, S1− ∪ S2−〉? Notice that both G1 and G2 are consistent

with 〈S1+ ∪ S2+, S1− ∪ S2−〉.

Corollary 6.4.2 For any alphabet Σ of size at least 2, the classes CFG(Σ),

LIN (Σ) and NFA(Σ) are not Poly-CS learnable.

Proof Indeed the equivalence problem in undecidable for context-free gram-

mars and for linear grammars. In the case of NFA(Σ) the equivalence

problem is P-space complete, which allows us to use the same argument as

in the proof of Theorem 6.4.1.

6.5 Some remarkable automata

We introduce now some constructions that are of particular use in gram-

matical inference: how to encode parity functions into Dfa, Sat instances

into Nfa. We also show a Nfa whose ‘important’ string is of exponential

size.

6.5.1 Parity automata

A parity function is a Boolean function: pu : B
n → B. It is defined by

a Boolean vector u (which we will interpret as a string of length n). The

function pu takes a string w as an argument and returns the parity of the

number of bits equal to ‘1’ that w has in the positions indicated by u.

Formally pu(w) =
∑i=n

i=1 (ui · wi) mod 2.

Informally, if the number of 1’s in the specified positions is even, the result

is ‘0’, and the string is accepted. For example take n=8, and u = 10011011.

Then string 11111111 does not belong to L since pu(11111111) = (1 · 1) +

(1 ·0)+(1 ·0)+(1 ·1)+(1 ·1)+(1 ·0)+(1 ·1)+(1 ·1) mod 2 = 5 mod 2 = 1.

On the other hand pu(01010101) = (1 · 0) + (1 · 1) + (1 · 0) + (1 · 1) + (1 · 0) +

(1 · 1) + (1 · 0) + (1 · 1) mod 2 = 6 mod 2 = 0.

These functions are known to be hard to learn in noisy settings: It can

be proved that above a certain level of noise, and under cryptographic as-

sumptions, no algorithm can learn parity functions with guarantee of only

a small error.

Another way to express this is that the language recognised by a parity

automaton is such that given any string in the language, there are as many

chances of remaining inside the language than of getting out of it, as soon
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as even a bit of noise is added. The sort of noise considered can be noise

on labels, on the bits in the string, noise through either the edit distance or

the Hamming distance. . .

0, 1

0, 1

(a)

0

0

1

1

(b)

Fig. 6.11. Parity function blocks.

Block Block

0, 1

0, 1

0, 1

0, 1

Fig. 6.12. Building a parity function automaton.

The construction of a Dfa corresponding to a parity function is done

by building blocks corresponding to the positions that count and those that

don’t. This is shown in Figure 6.11, with the block corresponding to the non-

parity position in Figure 6.11(a), and the one corresponding to the parity

position in Figure 6.11(b). The parity automaton when joining the blocks

is of the type of Figure 6.12.

In Figure 6.13 we show the parity function automaton corresponding to

selected first, second and fourth bits, that is, to string 1101. Notice that

string 1111 is rejected whereas 1001 is accepted.

0

0

1

1

0

0

1

1

1, 0

1, 0

0

0

1

1

Fig. 6.13. The parity function automaton encoding function p1101.



154 About Combinatorics

6.5.2 From Sat to Nfa
We show here how to reduce an instance of Sat to a Nfa such that there

is an equivalent Nfa with n states if and only if the instance of Sat is

satisfiable. We first associate to each clause a sub-automaton. Recall that

Sat is defined as:

Name: Sat

Instance: A set of variables U = {x1, . . . , xk}, a collection

C1, . . . , Cm of clauses over U .

Question: Does there exists an evaluation φ of U that satisfies

all clauses?

Let us first illustrate the reduction through an example: Let n = 4 and

Ci the clause x1 ∨ x3 ∨ x4. We associate with this clause the automaton

depicted in Figure 6.14.

q0

q1

q1

q2

q2

q3

q3

q4

q4

1

0

1, 0

1, 0

1, 0

0

1

1, 0

0

1

Fig. 6.14. A Dfa that rejects only strings satisfying clause x1 ∨ x3 ∨ x4. State qλ

is not drawn.

More generally, we first build for each clause Ci a Dfa that rejects exactly

the strings of length n corresponding to a set of values that satisfy the clause.

We construct the automaton corresponding to a clause Ci as follows:

Ai = 〈Σ, Qi, qi
0, F

i
A
, Fi

R
, δi

N 〉 where

- Qi = {qi
k : k ≤ n} ∪ {qi

k : k ≤ n},

- F
i
R

= {qn},

- F
i
A

= Q \ F
i
R
,

- ∀j < n

- if xj ∈ Ci, δi(qi
j , 1) = qi

j+1,

- if xj 6∈ Ci, δi(qi
j−1, 0) = qi

j+1,

- if xj ∈ Ci, δi(qi
j , 0) = qi

j+1,

- if xj 6∈ Ci, δi(qi
j , 1) = qi

j+1,

- ∀j < n, δi(qi
j, 1) = qi

j+1, δi(qi
j, 0) = qi

j+1.

The m Dfa are then associated into a unique Nfa by adding a single

initial node qI and allowing to read a ‘1’ from qI to each initial node qi
0. It
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is straightforward to see that the new automaton does not accept a string

1w, with w of length n, if and only if w is the string writing of a valuation

that satisfies all clauses. Indeed, in that case the different parses will all end

in the rejecting states of each small automaton.

It follows from this construction a number of results concerning Nfa: For

instance, the equivalence problem is NP-hard.

As a further illustration, we represent the automaton used to encode the

set of clauses (x1 ∨ x3), (x1 ∨ x3 ∨ x4), (x1 ∨ x2 ∨ x3 ∨ x4) in Figure 6.15.

In this case string 1100 is rejected, so the set of clauses is satisfiable
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0
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Fig. 6.15. A Nfa that rejects strings satisfying clauses (x1 ∨ x3), (x1 ∨ x3 ∨ x4),
(x1 ∨ x2 ∨ x3 ∨ x4).

6.5.3 A very long string

From the previous constructions it may seem that the fact that Sat instances

can be encoded into Nfa helps us understand why the equivalence problem

for Nfa is hard. Since the equivalence problem is in itself linked to various

inference problems, this is indeed alarming.

But there is worse to come. We show now an automaton for which the

smallest string not in the language is of exponential length with the size of

the automaton. By doing this we illustrate why the equivalence problem for
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Nfa is not necessarily in NP . In the following we will even only require a

one symbol alphabet.

We first note (Figure 6.16) how to build an automaton that recognises

(ap)∗ (Figure 6.16(a)), and Σ⋆ \(ap)∗ (Figure 6.16(b)), for any value of p

(and of particular interest are the prime numbers). We now extend this

a a

a

a

a

(a)

a a

a

a

a

(b)

Fig. 6.16. Automata for (a5)∗ and Σ⋆ \(a5)∗.

construction by taking for a set of prime numbers {p1, p2,. . . , pn} the au-

tomaton that recognises all non-empty strings that are neither multiples of

p1, nor of p2. . . nor of pn. This Nfa can be constructed as proposed in Fig-

ure 6.17, and has 1+
∑i=n

i=1 pi states. But the smallest string not accepted by

this automaton is a
k with k =

∏i=n
i=1 pi: Indeed

∏i=n
i=1 pi is the smallest non

null integer which is a multiple of each pi. This value grows exponentially

with the size of the automaton.

This means that if a string is needed (in a characteristic sample) to dis-

tinguish this automaton from one that recognises Σ⋆, an exponentially long

string is needed.

6.6 Exercises

6.1 Compute the size of the lattice corresponding to a Mca with 5, 10,

20 states.

6.2 What is the Vc-dimension of balls? good balls? cones? co-cones?

6.3 What is the Vc-dimension of linear languages?

6.4 Prove that in the lattice LAT(Pta(S+)), there can be several equiv-

alent automata. Find a sample S+ for which there are an exponential

number of Nfa but a linear number of different languages.

6.5 Build (as in Section 6.5.2) the Nfa corresponding to the clause x1 ∨
x2 ∨ x3 ∨ x5.
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qλ

q50
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q52

q53q54
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q20
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a
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a
a
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a

q70

a

q110

a

Fig. 6.17. An automaton whose smallest ‘interesting string’ is of exponential length.

6.6 Give conditions over Nfa such that any Nfa complying with these

conditions admits a strongly structurally complete sample which is

a set (and not a multiset).

6.7 Prove that any ball Bk(x) (corresponding to the set of all strings at

edit distance at most k from string x can be represented by a Nfa

which has at most k(|x| + 1)states. See Section 3.4.4 and 3.6.1 for

the definitions.

6.8 Consider the Pta corresponding to sample S+ = {a, aa, ab, bba}.
How large is the lattice LAT(Pta(S+))? How many elements from

this lattice are deterministic?

6.9 Prove that the number of Dfa in LAT(Pta(S+)) can be exponential

in |Pta(S+)|.

6.10 The proof from Section 6.5.2 can be adapted to the probabilistic case.

This allows to prove, for instance, that finding the most probable

string for a Pfa is NP-hard. Following the construction represented

in Figure 6.14 (page 154), build a Pfa whose most probable string is

(when it exists) one that is the encoding of a satisfying assignment.
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6.7 Conclusion of the section and further reading

6.7.1 Bibliographical background

In Section 6.1 we discussed Vc-dimension. Detailed proofs and further dis-

cussions concerning the links with learning can be found in [IT97, Nat91].

The essential question of consistency (Section 6.2) corresponds to results

usually reasonably well know to grammatical inference scientists, but the

proofs are rarely mastered. It is clear to all that finding the minimum

consistent Dfa ‘looks like’ a variant of a graph colouring problem, but the

full extent of the hardness is less clear. There were two historical proofs of

this, by E. Mark Gold [Gol78] and Dana Angluin [Ang78], through different

techniques. The proof we give of Theorem 6.2.1 is adapted from [Gol78].

Since it was later proved that Occam algorithms which provided some sort

of compression of the data (not just the ideal one) could also Pac-learn, it

was important to have a negative result to this approach. This was obtained

by Lenny Pitt and Manfred Warmuth who proved that finding a Dfa (only)

polynomially larger than the smallest consistent Dfa is NP-hard [PW93].

This allows to state that Pac-predicting Dfa is as difficult as inverting Rsa

encryption function [PW88, KV89].

The search space for the Dfa learning problem (Section 6.3) was intro-

duced by King-Sun Fu and Taylor Booth [FB75], further looked into by

Laurent Miclet [Mic90], and Pierre Dupont et al. [DMV94] who define that

an automaton is structurally complete with respect to a sample, with a

very different flavour from definition 6.3.5 (page 147) given here. There

are problems (shown here in Proposition 6.3.4) with the classical definition.

We should notice that in pattern recognition the data is what matters, and

therefore a point of view data directed would consider the automata to de-

pend of the data. Plausibly, a researcher thinking in terms of convergence

of the algorithm would consider the question of only being able to learn a

target automaton if the sample is structurally complete.

Previous work by King-Sun Fu and Taylor Booth [FB75] consisted in

defining the operators enabling to move around the lattice. The special

part played by the Pta in grammatical inference has led to various alter-

natives where for instance the Pta may contain both the examples and

the counter-examples [CN98a, dOS98]. Reducing the size of the lattice

[KdlH02, KdlHD04, CFKdlH04] has been another line of research: Typi-

cally the goal is to find some property prohibiting specific merges. In this

way the lattice is the one of all admissible partitions, some partitions being

declared illegal for all sorts of reasons: background knowledge, co-learning



6.7 Conclusion of the section and further reading 159

of just added bias. This idea was already present in Jose Oncina and Miguel

Angel Varó’s work on learning transducers [OV96].

In Section 6.4 we relate the equivalence problem and the size of the charac-

teristic samples. Theorem 6.4.1 was proved in [dlH97] using techniques and

results from the teaching model introduced by Sally Goldman and David

Mathias [GM96]. Teaching issues correspond to exploring the idea that

something difficult to teach is presumably going to be difficult to learn.

The remarkable automata described in Section 6.5 come from a variety of

papers. Parity automata [KMR+94] were introduced to show a class that

could not be learnt from noisy data. The Sat to Nfa construction was used

to prove that the decoding problem (related to finding the best translation

in a stochastic transducer) was not tractable [CdlH99]. The Nfa that has an

exponentially long string as characteristic was introduced in [dlH97]. This

construction has been used to show that Nfa were not identifiable from

polynomial time and data. The same automaton can be adapted to the

probabilistic setting to show that the most probable string for a Pfa can be

of exponential length.

6.7.2 Some alternative lines of research

The combinatorial properties of automata and grammars are studied in

many fields and and not all their results have reached researchers in gram-

matical inference. There certainly is much to be learnt from the specialists

in formal language theory, and particularly by those applying formal models

to biology.

There are also intricate issues dealing with combinatorics when looking

into the edit distances and the string kernels. We have not discussed here

the case of trees and graphs, for which the combinatorics are going to prove

harder than in the case of strings. One of the key combinatorial problems

is that of isomorphism. In the case of strings, this is of course not even

an issue. For trees, if the ordering of the siblings is not important, then it

becomes an interesting question, and it is supposed to be intractable in the

case of graphs.

6.7.3 Open problems and possible new lines of research

There are many researchers working on alternative implementations of au-

tomata as these are essential objects in a number of fields. Yet there still

are a number of open research problems in combinatorics over automata.

Techniques to explore in a faster way the lattice are needed, and so are
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algorithms to test consistency in a faster way. In fact, consistency is a key

issue and one can argue that the representations of languages should perhaps

be made around a fast consistency check.

If consistency corresponds to comparing a sample with a grammar or an

automaton, compatibility concerns two non-terminals or states we want to

merge. Here again, a fast check of compatibility would accelerate greatly

grammatical inference algorithms.

Alternative proofs of the hardness of the consistency problem would be of

help, in order to better understand what is really hard.

The size and number of characteristic samples are also good indicators of

the hardness of learning; if there are many small characteristic samples, the

odds may favour one of these being present in a learning sample. A formal

study of these issues remains to be done.

The definition of strong structural completeness presented here is different

from the one presented usually (and which would correspond to Definition

6.3.5). Yet our Definition 6.3.7 is probably not very useful in practice, as it

is unclear that there is a polynomial time algorithm which, given a sample

S+ and a Nfa A tells us if A is strongly structurally complete for S+. Or

not. In fact, the problem can be conjectured to be NP-complete.

A curious problem consists in relating the edit distance with automata.

A ball of strings can easily be represented by a small Nfa (see Exercise 6.7)

but it remains unclear how large the corresponding Dfa should be. Most

authors [Nav02, SM02, dlHJT08] conjecture that the size of the smallest Dfa

recognising language Bk(x) can be exponential in k and |x|, but a formal

proof is still needed.


